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Abstract

Soft computing (SC) includes computational techniques that are tolerant of approxima-
tions, missing information, and uncertainty, and aim at providing effective and efficient
solutions to problems which may be unsolvable, or too time-consuming to solve, with
exhaustive techniques. SC has found many applications in various domains of research
and industry, including computer vision (CV). This dissertation focuses on tasks of full-
reference image quality assessment (FR-IQA) and fast scene understanding (FSU). The
former consists of assessing images’ visual quality in regard to some pristine reference.
The latter consists of classifying each pixel of a scene assuming a rapidly changing
environment like, for instance, in a self-driving car. The current state-of-the-art (SOTA)
in both FR-1IQA and FSU rely upon convolutional neural networks (CNNs), which can
be seen as a computational metaphor of the human visual cortex. Although CNNs
achieved unprecedented results in many CV tasks, they also present several drawbacks:
massive amounts of data and processing resources for training; the difficulty of outputs’
interpretation; reduced usability for compact battery-powered devices...

This dissertation addresses FR-IQA and FSU using SC technigues other than CNNs.
Initially, we created a flexible and efficient library to support our endeavors; it is
publicly available and implements a wide range of metaheuristics to solve different
problems. Then, we used swarm and evolutionary computation to optimize the
parameters of several traditional FR-IQA measures (FR-IQAMS) that integrate the so-
called structural similarity paradigm; the novel parameters improve measures’ precision
without affecting their complexity. Afterward, we applied genetic programming (GP)
to automatically formulate novel FR-IQAMSs that are simultaneously simple, accurate,
and interpretable. Lastly, we used GP as a meta-model for stacking efficient CNNs for
FSU; the approach allowed us to obtain simple and interpretable models that did not
exceed processing preconditions for real-time applications while achieving high levels
of precision.

Keywords: Evolutionary Computation, Swarm Intelligence, Genetic Programming,
Ensemble Learning, Stacking, Computer Vision, Full Reference Image
Quality Assessment, Semantic Segmentation
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2

Introduction

2.1 Motivation

The capability to rapidly focus visual attention and recognize objects precisely in a
complex visual scene (such as predators in a forest, and ultimately moving vehicles in
the street), can be considered as one of the main reasons why thehomo sapienspecies
is still alive. The human vision system (HVS) is a complex biological process that is still
not understood completely; nevertheless, the scientific community is unequivocal on
the evidence that it constitutes our primary sense. As a matter of fact, about two-thirds
of the brain's electrical activity is dedicated to vision when our eyes are open, and circa
50% of its neural tissue is directly or indirectly related to processing visual stimuli [40].
As such, it is not surprising that scientists became particularly interested in modeling
the HVS using computers. In this context, computer vision (CV) can be seen as a
digital metaphor for the HVS, whose objective is to enable computers to achieve (or
even outperform) the HVS.

Most of the tasks the HVS performs seem to be natural and effortlesswhich might
erroneously induce one to think that implementing an analogous system in a com-
puter is trivial. Consider, for example, the task of depth estimation in a visual scene.
Individually, our eyes capture 2D representations of light intensity values, similar to
what a digital camera does. To perceive the visual scene in 3D, the HVS has to infer
geometrical and physical properties of 2D images that are slightly offset from each
other [24]. Although our brain is incredibly effective at tackling this task, decoding
2D images in terms of 3D surfaces' properties is classified as ill-posed because there is
no uniqueness or stability of solutions. Formally, a problem is called ill-posed if it has
no solutions, or has more than one solution, or the solutions depend discontinuously
upon the initial data (i.e., arbitrarily minor errors in the measurement data may lead
to indefinitely large errors in the solutions) [100]. Typically, the ill-posed problems
are approached by employing soft computing (SC) techniques, which make use of
approximate calculations to provide satisfactory solutions using acceptable amounts
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of processing resources [236]. SC includes techniques from the field of artificial in-
telligence such as local search, evolutionary algorithms, swarm intelligence, artificial
neural networks, etc.

What makes CV significantly less naturalin regard to its biological counterpart (and
makes it soill) is the fact that it operates on a conceptually distinct type of input: while
the HVS requires lightin the visible spectrum reflected by different objects, CV operates
upon digital images which are commonly represented as 3D arrays of individual pixel-
values. The current state-of-the-art (SOTA) in the field is dominated by convolutional
neural networks (CNNs), which are a subclass of artificial neural networks with a
multi-layered architecture [77]. Typically, they are made of similar blocks of diverse
layers arranged in a sequence; similarly to what happens in the visual cortex of our
brains, each neuron in a given layer of a CNN is connected to a small region of the
input and shares its parameters with the neighbors [115, 190, 85]. Although CNNs
achieve unprecedented results in a variety of CV tasks (in some cases, even exceeding
the human performance), they also present several drawbacks: CNNs' performance
on a given task greatly depends on the underlying architecture, which is challenging
to design; training a CNN often requires massive amounts of data and computational
resources; it is difficult to interpret CNNs, which reduces their usefulness for those
applications where explainability matters; SOTA networks tend to be too complex for
compact battery-powered devices; etc.

An alternative approach consists of exploring other SC techniques than CNNs.
Numerous scientific contributions suggest that evolutionary algorithms can be suc-
cessfully applied to solve ill-posed problems in domains of image processing and
computer vision [99, 208, 65, 201, 41, 29, 106, 173, 32, 92, 159, 53]. This served as an
inspiration for us to explore alternative SC techniques (like, for instance, evolutionary
computation and swarm intelligence), to solve two challenging CV problems. The
first problem consists of assessing images' perceived visual quality in regard to some
pristine reference. The second problem regards fast scene recognition and consists of
classifying each pixel of a scene assuming a rapidly changing environment like, for
instance, in a self-driving car.

2.2 Research Contributions

The following four sections provide a concise description of our research contributions.
Section 2.2.1 regards a novel optimization library designed to easily apply SC algorithms
to solve different optimization problems (OPs). Section 2.2.2 proposes a novel approach
to improve the existing full-reference image quality assessment measures (FR-IQAMSs)
utilizing SC. Section 2.2.3 introduces a novel framework where genetic programming
(GP) is used to conceive novel FR-IQAMSs. Finally, Section 2.2.4 shows our contributions
in the field of fast scenes' understanding (FSU); specifically, it describes a preliminary
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study of GP for stacked generalization and proposes a novel framework based to stack
CNNss for semantic segmentation (SS).

2.2.1 Anovel library to solve optimization problems.

Chapter 4 introduces a novel optimization library in Python called general purpose
optimization library (GPOL). It aims at providing the scientific community and prac-
titioners with a unified environment for optimization problem-solving. The library's
first release implements random search, hill climbing, simulated annealing, genetic al-
gorithm, genetic programming, geometric semantic genetic programming, differential
evolution, and particle swarm optimization (implemented in its synchronous and asyn-
chronous variants). Its flexible and modular implementation allows one to solve many
conceptually different problem types, covering the fields of continuous, combinatorial,
and supervised machine learning problem-solving. Moreover, the library supports
full-batch and mini-batch learning, and allows for carrying the computations on both
CPU or GPU. The source code, installation instructions, demos, and tutorials can be
found at https://gitlab.com/ibakurov/general-purpose-optimization-library

It is worth mentioning that subsequent contributions' experiments were implemented
and conducted using GPOL.

2.2.2 Optimizing the Parameters of Full-Reference Image Quality
Assessment Measures.

Chapters 5 and 6 present two consecutive contributions where SC algorithms were
successfully applied to improve the performance of popular FR-IQAMs. Chapter 5
proposes a framework to estimate an optimal set of parameters for the single-scale struc-
tural similarity index (SS-SSIM) in a data-driven manner. Specifically, genetic algorithm,
differential evolution, and particle swarm optimization are used comparatively to find

an optimal combination of luminance, contrast, and structure similarity components, as
well as the sliding window size used for processing reference-distortion pairs of images.
The experimental results motivated us to deepen the proposed approach: Chapter 6
presents its broad extension where the effect of different viewing conditions related
to viewing distance and display size are investigated. This process is accomplished
by estimating SS-SSIM's optimal parameters after applying different scale selection
models, which are used to determine the correct spatial scale before computing the
similarity indexes. Moreover, the structural similarity parameters are optimized from

a range of different spatial scales in a multi-scale configuration (MS-SSIM), which
avoids bias introduced by the scale selection models. The experimental results show
that: 1) novel parameters improves the precision of both SS-SSIM and MS-SSIM by
about 8% and 3%, respectively, without affecting measures' time-complexity; 2) the
SS-SSIM after the so-called standard scale selection achieves similar precision as its
computationally more expensive counterparts; 3) the parameters learned on a given
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database can be successfully transferred to other (previously unseen) databases; 4)
conceptually different SC algorithms exhibit roughly comparable behavior. Moreover,
an interpretation of the new parameters is provided.

2.2.3 Formulation of Novel Full-Reference Image Quality Assessment
Measures.

The aforementioned agreemenbetween different SC algorithms during FR-IQAMs'
optimization may suggest that measures' underlying functional structure may be sub-
optimal. Underthis perspective, Chapters 7 and 8 present two consecutive contributions
where GP was used to generate novel FR-IQAMs based on the structural similarity
paradigm. Chapter 7 presents a novel framework where GP is used to conceive SSIM-
like FR-IQAMs. Chapter 8 extends this framework focusing on spatial information's
exploitation to effectively aggregate the similarity components at several different
spatial scales. The experiments show that the proposed framework can successfully
formulate novel FR-IQA measures that are simultaneously simple, accurate and, inter-
pretable under the light of the structural similarity paradigm.

2.2.4 Stacking Efficient Neural Architectures for Semantic Segmentation.

Another object of study in this dissertation was that of fast scene understanding (FSU).
In this context, we used GP as a meta-model for stacking efficient CNNs for semantic
segmentation. Beforehand, however, an empirical review of stacking generalization
by means of GP was performed (see Chapter 9). Afterward, the stacking approach
was extended to the semantic segmentation task, where networks' preliminary outputs
(i.e. logits) were combined into simple and precise models that did not exceed the
processing precondition for real-time applications. Moreover, the simplicity of obtained
meta-models enabled new insights into the neural architecture design.



3

Literature Review

3.1 Soft Computing

Soft computing (SC) can be defined as collection of techniques that exploit partial
truth, stochasticity and imprecision to achieve approximate solutions to complex com-
putational problems in a reasonable amount of time [236]. In this section, the reader
will be introduced to the SC techniques that regard this dissertation: local search (LS),
evolutionary algorithms (EAs), and swarm intelligence (Sl). Beforehand, however, a
brief introduction to the basic concepts of optimization will be given.

3.1.1 Introduction to Optimization

In formal terms, an optimization problem (OP) can be defined as a pair of objects (— 2
where ( is the set of all possible solutions (i.e., the search space),and5 : (! Risa
mapping between ( and the set of real numbers R (i.e., the fitness function). An OP can
be either a minimization or a maximization problem and it is completely characterized
by the respective problem-instances (Pls) [3, 109]. This dissertation focuses on two
distinct OP types: continuous, and supervised machine learning. Solving an instance
of a continuous optimization problem (COP) means to find an optimal set of real
numbers given some possible constraints (like, for instance, parametrizing a function
in a bounded parameters' space). The goal of supervised machine learning optimization
problem (SMLOP) consist of inducing a function 5that better describes the mapping
between the input and the output examples, 5: (! R, generally measured through
solutions' generalization ability on the previously unseen data [3, 145, 77].

To solve an instance of an OP, one needs to define an algorithm. This dissertation
focuses on probabilistic (i.e., stochastic) iterative-search algorithms (ISAs) which, start-
ing at a point in (, iteratively search for the best possible solution in ( according to
some criterion encoded in 5.



3.1.2 Local Search Algorithms

The LS algorithms rely upon the concept of neighborhood, which is explored at each
iteration by sampling from (' a limited number of neighbors of the best-so-far solution.
Typically, the LS algorithms are divided in two categories. The first is called hill
climbing (HC), or hill descent for minimization problems, and it works by replacing the
best-so-far solution with its neighbor if itis at least as good. The second is called HC and

it extends HC by formulating a non-negative probability of replacing the best-so-far
solution by its neighbor if it happens to be worse; typically, such a probability is small
and it decreases as the search advances. The strategy adopted by SA is particularly
helpful when the the algorithm gets prematurely stagnated at a locally sub-optimal
pointin ( [3, 88].

3.1.3 Population-Based Search Algorithms

Based on the number of candidate solutions they handle at each step, the ISAs can be cat-
egorized into single-point iterative-search algorithms (SP-ISAs) and population-based
iterative-search algorithms (PB-ISAs). Commonly, the SP-ISAs use the information
provided by a single candidate solution from (, usually the best-so-far solution, that
is gradually evolved in a well-defined manner in hope to find the global optimum.
The aforementioned HC and SA are examples of SP-ISA algorithms. Contrarily, the
PB-ISAs use the information gathered from the collective behavior of a set of candidate
solutions [87, 144]. In this section, the reader will be introduced to PB algorithms. A
detailed description of both SP-ISA and PB-ISA, including their pseudo-code, operators'
functioning, and comparative benchmarks, can be found in [14].

3.1.3.1 Evolutionary Algorithms

The following paragraphs provide a concise description of EAs that are used in this
dissertation.

Genetic Algorithm  The genetic algorithm (GA) is a PB-ISA inspired by Darwin's
theory of evolution by means of natural selection [54]. GA starts with a random-like
population of candidate solutions (aka chromosomes). Then, by mimicking the natural
selection (which is based on solutions' fitness), and genetically-inspired variation
operators (such as the crossover and the mutation), the algorithm breeds a population
of the next-generation candidate solutions (aka the offspring population, %), that
replaces the previous population (aka the parent population, %) [87]. This procedure
is iterated until reaching some stopping criteria, like a maximum number of iterations
(also called generationy[144].

Genetic Programming The GP is an extension of GAs which exploits the space of
computer programs [114]. If abstracted from the implementation details, GP can be
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seen as a GA in which the initialization and the variation operators were specifically
adjusted to work upon tree-based structures that are used to represent the computer
programs [160, 217, 14].

The geometric semantic genetic programming (GSGP) is a variant of GP where the
standard crossover and mutation operators are replaced by the so-called geometric
semantic operators (GSOs) [148]. The algorithm rapidly gained popularity in the sci-
entific community [215, 218, 45, 21, 18] because of its geometric property of inducing
an unimodal error surface for any SML problem that quantifies candidate solutions's
fitness using a distance measure with respect to the target [213]. A significant break-
through in GSGP's dissemination was possible due to GSOs' efficient implementation
proposed in [46].

Differential Evolution The differential evolution (DE) was originally designed for
solving continuous OPs by Storn and Price in 1995 [198, 197]. It shares many similar
features with GAs in the sense that a population of candidate solutions is iteratively
exposed to selection and variation operators. Nevertheless, it differs substantially from
GA in how both the selection and the variation are performed. Parents' selection is
performed at random, meaning that all the chromosomes have an equal probability of
being selected for mating, regardless their fithess. The variation consists of two steps:
mutation and crossover. Numerous different operators were proposed so far [81, 63].
In this dissertation, we have considered to include their original version as proposed
in [198].

3.1.3.2 Particle Swarm Optimization

The particle swarm optimization (PSO) is another group of PB techniques in the field
of SC, developed by Eberhart and Kennedy in 1995 [104]. Unlike the aforementioned
EAs, it was inspired by the social behaviour of animals (such as birds) when looking for
food. Following PSO's nomenclature, a population is called a swarm, and a candidate
solution a particle.

In PSO, the position of a particle at a given iteration is updated based on particle's
and swarm's best-so-far positions; the former (aka the local best), regards the cognitive
component of the particle (i.e., its memory); the latter (aka the global best), regards
the social component of the particle (i.e., its interaction with surrounding neighbours).
Since the algorithm was introduced, humerous improvements were proposed by the
scientific community. Shi and Eberhart proposed the so-called gbestvariant [188]
in which the particles are updated taking in consideration the same version of the
best-found solution at the previous iteration ( 8 1). The advantage of this update
method, frequently called synchronous particle swarm optimization (S-PSO), consists
in information's exploitation.



Years later, Carlisle and Dozier [43] proposed an asynchronous update rule asyn-
chronous particle swarm optimization (A-PSO), where the global best solution is
identified immediately after updating the position of each particle. Hence, particles are
updated using incomplete information, enhancing the algorithm's exploratory features.
A significant degree of ambiguity was observed in the scientific community regarding
these two variants. Some works point to A-PSQO's superiority [151], while others argue
S-PSO performs the best [171]. To clarify this controversy, this dissertation explores
both S-PSO and A-PSO in a comparative fashion.

3.2 Ensemble Learning

Section 3.1 introduce several methodologies from the fields of evolutionary computation
and swarm intelligence that mimic biological and social processes of the real world.
In this sense, the field of ensemble learning (EL) is not an exception as it reflects our
natural predisposition to seek for others' opinions before making an important decision.
We tend to weigh several individual opinions and combine them through some thought
process to reach a final decision, which is expected to be the most appropriate [161, 243].
Following this metaphor, an ensemble represents a combination of several individual
models, the base learners (BLs), whose overall generalization ability is expected to be
better when compared to the underlying BLs in isolation.

A considerable number of empirical studies show that exploiting the synergy be-
tween individual models, by combining them in some fashion, allows to reach superior
performance when solving complex real-world problems [232, 35, 68, 22, 36]. Several
theoretical explanations have been proposed to justify ensemble's superiority [112, 69,
135, 58, 166], the majority of them based on the error's bias-variance decompaosition.
An extensive review of traditional and state-of-the-art ensemble methods, suitable for
both practitioners and beginners on both classification and regression problems, can
be found in [176].

3.2.1 Stacked Generalization

In this dissertation, a particular emphasis is given to the stacked generalization, which
consists of training a meta-learner from the combined predictions of two or more
independently trained BLs [232]. In other words, the predictions obtained from several
BLs are used as inputs for a meta-learner. Stacking is expected to perform at least as
good as (if not better than) the best BL.

Theoretically, there are no restrictions in regard to which kind of models to use
in stacked generalization. Moreover, these can either belong to the same model class
(but instantiated with distinct hyper-parameters), or can be instances of distinct classes.
There is evidence that a larger improvement can be observed when stacking together
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more dissimilar BLs [37]. What regards the meta-learner, no clear evidence on which
model class to use was found.

Particular to this dissertation is the role of GP as a meta-learner from the combined
predictions of several conceptually different BLs. Such an interest relies on the intrinsic
properties of GP: flexible representation, high interpretability of the evolved solutions,
and powerful inductive capabilities. Section 3.2.2 provides a review of nhumerous
scientific contributions in different fields where GP was used a meta-learner for stacked
generalization.

3.2.2 Stacked Generalization Using GP

Johanson et al. [97] was among the first to use GP for stacked generalization; the
authors used GP to combine 10 artificial neural networks (ANNSs) into an ensemble.
Years later, Bukhtoyarov et al. [39] compared an equivalent approach against 3 ensemble
methods based on GAs. The experimental results involving four synthetic and one
real-world symbolic regression tasks confirmed the preeminence of GP-based ensemble
against the underlying BLs in isolation, and 3 different types of GA-based ensembles.
Flasch et al. [66] studied GP to learn simple and interpretable fusion policies by using
up to 6 heterogeneous BLs, some of which ensembles themselves (like, for example,
the random forests). In [101], the authors proposed a novel GP method that combined
classification trees' induction with GP and adaptive boosting (AdaBoost) to weigh data
instances and individual trees through the evolution. An empirical assessment based
on 10 UCI classification problems showed that the proposed method, called GP with
AdaBoost, achieved superior performance when compared with other EL methods
such random forests (RF) and AdaBoost. Evans [64] proposed a novel stacking method
to automatically evolve heterogeneous ensembles of classification algorithms using GP.
Under this approach, the ensembles are conceived as tree structures where the BLS,
along with the respective parameters, represent the leaves (i.e, the terminals), and the
plurality voting represents the function-set (i.e., the intermediate nodes). The proposed
stacking approach was compared against the underlying BLs and 3 other ensemble
methods on 11 datasets retrieved from the UCI repository. The empirical evidence
confirmed the method's superiority on all the datasets. The work of Castelli et al. [47]
proposed an efficient strategy for building ensembles of GP models, mainly inspired by
the work of [214]. In the latter, the authors proposed a technique that blends, through
GSGP, the elite individuals obtained from running independent sub-populations that
vary in terms of the variation operators and the associated probabilities. In this context,
the authors of [47] proposed two different pruning criteria to improve the diversity

of the GP models used to constitute the ensembles' BLs: one based on the correlation,
another based on the entropy. Although the experimental results did not allow the
authors to draw a general conclusion on the superiority of the proposed criteria, it was
found that considering a similarity criterion when constructing a GP ensemble can
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help to maintain the generalization ability while reducing the computational effort in
some problems. A broad exploration of some of the most recent GP techniques in the
context of stacked generalization can be found in [15].

The largest part of the scientific panorama in the field regards SML problem-solving
with cross sectional data. Nevertheless, recent findings suggest successful use cases
of GP for stacked generalization in the field of CV. For example, [29] exploited GP to
automatically select the best change detection algorithms, combine them in different
ways, and perform the most suitable post-processing operations on their outputs. The
resulting combination allowed a significant improvement in detecting a notable change
in the visual scenes a video stream. Another relevant contribution successfully applied
GP as a meta-learner to combine the outputs of existing saliency algorithms [32].

3.3 Image Quality Assessment

The quality of a digital image can be impacted by several factors. During the acquisition
phase, an accidental shake of the camera or improper focus settings might introduce
various types of blur, and low light conditions typically result in loss of details and
high levels of noise. Furthermore, the compression, manipulation, and transmission of
the digital image can also introduce visual degradations at various levels.

In order to guarantee an optimal viewing experience to the end user (whether
motivated by an entertainment-driven application, or an accuracy-oriented documen-
tation of an item for the fine arts), it is of paramount importance to properly model
the perceived quality of digital images. In theory, this can be obtained by collecting
judgements from a panel of viewers. In practice, in a digital society where hundreds
of millions of pictures are generated and shared every day, direct human evaluation
becomes impractical for all intents and purposes [200]. To this end, image quality assess-
ment measures (IQAMSs) are developed as a proxy for direct human judgement. When
a measure is used to compare a reference pristine image and its degraded variant, it is
called FR-IQAM. When the reference is not available, the measure is called no-reference
image quality assessment measure (NR-IQAM). An intermediate formulation is the
case of reduced-reference image quality assessment measure (RR-IQAM), in which
only partial information regarding the reference image is stored and available do guide
the assessment. In this thesis the focus will be on FR-IQAMSs.

3.3.1 Hand-Crafted FR-IQAMs

One of the most straightforward approaches for quality assessment is the use of non-
image-specific measures such as the root mean squared error (RMSE) or the peak
signal-to-noise ratio (PSNR). These measures are known to be sub-optimal, and only
partially correlated to the average response of the human visual system [226]. They are
typically only used as a baseline for comparison.
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A wide variety of hand-crafted measures has been specifically developed for FR-
IQA. Wang etal. [222] introduced the structural similarity index measure (SSIM), which
compares reference and distorted images based on three independent components:
luminance, contrast, and structure. The luminance information is represented by each
image's average, contrast is represented through the use of standard deviation, whereas
structure is computed normalizing the images by the corresponding mean and variance.
The multi-scale structural similarity index (MS-SSIM) [226] is an extension of SSIM
based on its efficient application at different resolutions. Sheikh et al. [187] developed
the visual information fidelity measure (VIF), which models the problem of FR-IQA
as communication over a distortion channel based on a two-stage process: first they
quantify the information loss from reference image to distorted image, and then they
correlate this quantity to perceived image quality. Larson et al. [121] presented the most
apparent distortion (MAD) approach to image similarity, based on the observations
that two different macro-categories of distortion levels can be identified and treated
differently: images affected by subtle distortions are modeled via local luminance
and contrast masking, whereas extremely degraded images are modelled with spatial-
frequency components. Zhang et al. [238] presented feature similarity index (FSIM),
which exploits phase congruence to identify the significance of differentimage regions
for overall quality assessment, and processes gradient magnitude to account for contrast
information in the comparison between the reference and the distorted image. Laparra
et al. [119] proposed the normalized Laplacian pyramid distance (NLPD), in which
they decompose the input image pair using a Laplacian pyramid representation and
normalize the resulting representation by a local amplitude estimate. In this case, the
RMSE of the normalized features is then used as a proxy for image similarity. Liu
et al. [128] authored the gradient magnitude similarity deviation (GMSD), proposing
to exploit structure contrast and luminance similarity in an SSIM-inspired fashion,
while incorporating additional mechanisms to model so-called masking effects, and
describing the relative level of importance of the various similarity components using
an adaptive weight approach.

3.3.2 Learning-Based FR-IQAMs

The attention from the scientific community to learning-based CV, in particular exploit-
ing deep learning (DL) and CNNSs, has impacted also the field of image quality.

Bosse et al. [34] presented DeeplQA: a CNN specifically designed for IQA, trained
end-to-end for quality score regression both in the case of FR-IQA (processing image
pairs) and NR-IQA (processing a single image). The designed architecture is also
structured so as to allow the inspection of learned relative importance of local quality
contributions. Gao et al. [70] devised DeepSim: a CNN, initially trained to perform
image classification, is used to extract layers activations of the input image pair at
different abstraction levels. Local similarities are then computed between the pairs of
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resulting activation maps, and eventually pooled to produce an overall quality score.
Within their study, the authors determined that mid-level representations after rectified
linear unit (ReLU) and max-pooling operations were found to be the most useful for
the task of FR-IQA. Zhang et al. [239] designed the learned perceptual image patch
similarity (LPIPS). In their paper, the authors compared the neural features extracted
from different neural architectures, a practice commonly adopted in the domain of
image generation with so-called perceptual loss functions. They then trained a
neural model for regression of FR-IQA information in a patch-wise fashion, testing
over distortions introduced by the traditional operator (such as blur and noise) as well
as the CNN-introduced distortions. Prashnani et al. [165] developed PieAPP, whose
underlying neural model is trained on comparative labels in a pair-wise learning setup:
during the training phase, the objective is not to explicitly regress a similarity value
for the input image pair, but to predict the preference between two sampled distorted
images. Ding et al. [57] developed the deep image structure and texture similarity
index (DISTS), explicitly aiming at improved tolerance to texture resampling (which
corresponds to the operation of scrambling image regions). Their neural model initially
constructs a multi-scale overcomplete representation of the input image pair. The
correlations of spatial averages in the resulting feature maps are then combined and
processed to model the overall image quality.

3.3.3 Soft Computing for FR-IQA

A recent survey by Khan et al. [106] documented the use of SC, and specifically EAs,
to the field of image processing and computer vision. The authors illustrate a wide
variety of applications of these techniques. Among such applications, image retrieval
and object detection are tightly related to the problem of FR-IQAM, as they involve
the definition of a non-trivial matching function between elements in a dataset and a
query. Joshi et al. [99] proposed an approach to image retrieval that formulates image
similarity at the level of the depicted content, as opposed to following a signal-oriented
approach. They devised an unsupervised segmentation technigue to decompose the
image into different regions, from which color and texture features are extracted and
compared using a GA forfeature selection. Torres etal. [208] focused on image similarity
based on GP. They specifically addressed shape-based image retrieval, exploiting a
domain-specific terminals and fitness functions. For example, a set of base similarity
values were first computed over over beam angle statistics descriptors, multiscale
fractal dimensions, Fourier decomposition, and moment invariants. These terminals
were combined using a function set composed of multiplication, addition, division,
and square rooting. In a related work, Ferreira et al. [65] extended the application of
GP-based image similarity to color and texture similarity, expanding the set of pre-
computed similarity terminals, and introducing mechanisms for relevance feedback
in the image retrieval objective. Syam et al. [201] approached the problem of image
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retrieval by extracting features related to color, shape, texture and contours from a
database and a set of query images. They then searched the database for the best
matches, exploiting a GA that uses image indices as chromosome genes, and which
relies on squared euclidean distance to measure the fitness of the features. Calumby et
al. [41] presented a framework for image retrieval based on relevance feedback. They
used genetic programming to learn a perceptual similarity function that is specific to
the user interacting with the system. The authors combined several pre-computed
image similarity measures relying on color and texture descriptors, and additionally
incorporated textual similarity to take in consideration also text tags.
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4

General Purpose Optimization
Library (GPOL): a flexible and
efficient multi-purpose optimization
library in Python.

Abstract. Several interesting libraries for optimization have been proposed. Some
focus on a given optimization algorithm, or a limited set of them, and others focus on
a limited set of problems. Frequently, their implementation does not precisely follow
the formal definition, and they are difficult to personalize and compare. This makes
it difficult to perform comparative studies and propose novel approaches. In this
paper, we propose to solve these issues with the General Purpose Optimization Library
(GPOL): a flexible and efficient multipurpose optimization library that covers a wide
range of stochastic iterative search algorithms, through which flexible and modular
implementation allows for solving many different problem types from the field of
continuous and combinatorial optimization and supervised machine learning problem-
solving. Moreover, the library supports full-batch and mini-batch learning and allows
for carrying the computations on both CPU or GPU. The package is distributed under
an MIT license. Source code, installation instructions, demos and tutorials can be found
at https://qgitlab.com/ibakurov/general-purpose-optimization-library

4.1 Introduction

Thinking about something (an object or an event) in abstract terms involves considering
its central meaning or identifying overarching themes and fundamental issues that can
apply across contexts. On the other hand, thinking about something in concrete terms
has a narrower scope because peripheral details about the event become salient [152].
According to [194], abstract thinking is less constraining than concrete as it involves
generalization, which allows for more freedom and flexibility. Larger freedom and
flexibility, in turn, impact the way people perceive the environment and their feelings
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of control over it. Indeed, authors in [212] found a positive relationship between an
individual's ability to describe actions in more abstract terms and their internal loci of
control. Concrete thinking, in contrast, narrows an individual's focus and ties one to
the environmental details. Given this rationale, we decided to practice the following
mental exercise: to analyze, in abstract terms, about a specific topic, that is the search for
an optimal solution in the set of available alternatives (aka optimization). Specifically,
we analyzed the iterative search algorithms (from now on, called metaheuristics) and
their applications to solve different optimization problems.

Our main goal is to facilitate researchers accessing a wide variety of optimization
algorithms in Python by using a single command-line interface. With this approach, a
given problem can be addressed easily using different algorithms, requiring little to no
intervention from the user. This allows for an efficient assessment of different optimiza-
tion strategies to solve the same problem. The same philosophy has been successfully
adopted in the MATLAB environment through the Optimize Live Editor Task [154],
which leverages the Optimization Toolbox and Global Optimization Toolbox; exposes
a wide variety of algorithms, ranging from pattern search to global search; includes
population-based solutions, such as genetic algorithms, particle swarm optimization,
and local-based solutions (e.g., simulated annealing). Such a unified environment
does not currently exist for the Python programming language, in which independent
specialized tools are commonly used. For example, the SciPy [153] package offers
a set of optimization tools to handle nonlinear problems, linear programming, con-
strained and nonlinear least-squares, root finding, and curve fitting. However, the
only available population-based optimization algorithm is differential evolution. The
domain of population-based optimization in Python is mastered by specific libraries,
such as distributed evolutionary algorithms in Python (DEAP) [56] and GPlearn [228]
for evolutionary computation, with the latter specific to the genetic programming field,
and PySwarms [229] for particle swarm optimization. Recent Python packages have
been developed specifically for multi-objective optimization problems, most notably
jMetalPy [23] and Platypus [168]. Therefore, the libraries' foci are placed on providing
access to multi-objective algorithms, such as multi-objective evolutionary algorithm
based on decomposition, non-dominated sorting genetic algorithm, and their variants,
including the related features of Pareto front approximation for trade-off solutions
and preference articulation. Domain-specific projects are also common in the opti-
mization community. One notable example is the Artap toolbox [102], whose initial
development was motivated by the design of an induction brazing process. The toolbox
contains various interfaces for modern optimization libraries, including integrated and
external partial differential equation solvers, and was proven effective in numerical
solution by higher-order finite element methods (FEM). Google OR-Tools [155] is a
C++ software suite with wrappers for multiple languages, including Python, designed
to address problems in vehicle routing, flows, integer and linear programming, and
constraint programming. Following the same unifying philosophy, it exposes several
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algorithms (including commercial software) to a common interface. Due to the nature
of the addressed problems, however, no population-based optimization algorithms are
currently implemented.

Generally speaking, many existing tools and libraries in Python are focused on
specific algorithm types or specific problem types. With GPOL, we aim to offer the
scientific community and practitioners a more unified environment for optimization
problem-solving. The first release of GPOL, presented in this document, implements
random search, hill climbing, simulated annealing, genetic algorithm, geometric se-
mantic genetic programming, differential evolution (represented through its numerous
mutation strategies), and particle swarm optimization (present in its synchronous and
asynchronous variants). The modular implementation of random search, hill climbing,
simulated annealing and genetic algorithm allows one to adapt them to potentially any
type of solution representation, as such problem types. Under this perspective, the
random search unfolds into tree-based random search. The hill climbing and simulated
annealing can also be seen as tree-based hill climbing and simulated annealing, respec-
tively. In addition, if geometric semantic mutation is used, these can be seen as semantic
hill climbing and semantic simulated annealing, respectively. The genetic algorithm
unfolds into genetic programming and, if geometric semantic operators are used, into
geometric semantic genetic programming. As noted from the abovementioned algo-
rithms, in this release, we focus our attention on stochastic iterative-search algorithms,
in which the search procedure and, consequently, the outcome involve some degree
of randomness. Note that none of these algorithms ensures that a globally optimal
solution will be found in a finite amount of time, instead they can provide a  sufficiently
goodsolution to an optimization problemina reasonablamount of computational time.
This intrinsic characteristic allows us to classify those algorithms as metaheuristics.
The metaheuristics have been shown to be a viable and often superior alternative to de-
terministic methods, such as exhaustive branch and bound and dynamic programming.
Metaheuristics are particularly useful when solving complicated problems, such as
NP-hard problems, in which the computing time increases as an exponential function
of the problem's size, as they represent a better trade-off between solutions' qualities
and computing times. Moreover, they make relatively few assumptions about the
underlying optimization problem to solve and, thus, can be more suitable for solving
many real-world problems. [220]

Constant evolution, improvement, and extension of the underlying functionalities
are few of the expected characteristic of any feasible and well-maintained optimization
library. Under this perspective, we find it necessary to mention that, to foster the
generalization advertised in the library's name, the future versions of the library will
also accommodate deterministic iterative-search algorithms.

The library supports the application of algorithms on several different types of
problems, including continuous and combinatorial problems, and supervised machine
learning (approached from the perspective of inductive programming and exploiting
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batch-training). It offers a broad range of operators, including some of the most recent
developments in the scientific community, such as geometric semantic operators and
evolutionary demes despeciation algorithm. Additionally, the library implements
popular benchmark problems: knapsack, travelling salesman, 13 popular synthetic
mathematical functions and a set of built-in regression and classification datasets. All
data structures are internally represented with PyTorch's tensors, which can exploit
GPU parallelism. When solving some of the problem types, for instance the supervised
machine learning problems, the algorithm's learning can be either full-batch or mini-
batch. These characteristics are particularly useful when solving supervised machine
learning problems with large amounts of data or when a problem' search space is very
large. GPOL is also designed to be easily extended by its users. Leveraging the library's
flexible design and modularity, researchers are, in fact, able to implement their own
classes of problem. By following some simple guidelines in terms of methods and
signatures, they can explore the problems' search spaces with any of the implemented
or future metaheuristics. Similarly, the same modularity nature of the library makes

it possible for the users to expand on the current set of optimization algorithms, by
modifying existing operators or implementing completely new ones.

With this publication, we intend to provide a high-level overview of the function-
alities offered by GPOL, as well as clear and in-depth information on how to perform
the optimization. For these reasons, we support each covered topic with detailed code
examples in Python (provided in the appendix). Section 4.2 provides overviews of
the main types of optimization problems implemented in this library and how they
can be used. Section 4.3 exhibits the numerous metaheuristics implemented in the
library and shows how these can be applied in problem-solving. Section 4.4 explains
the functioning of different algorithmic operators such as initialization procedures,
selection algorithms, an so forth. Section 4.5 describes the main data structures that
store the candidate solutions in the context of this library. Finally, the supplemen-
tary materials present a study of algorithms' accuracy on a broad range of problems.
The GitLab's repository 1contains additional demonstrations and benchmark scripts,
namely end-to-end integration tests in the folder main and detailed tutorials in the
folder tutorials_jupyter provided as Jupyter notebooks.

1GitLab's repository https://gitlab.com/ibakurov/general-purpose-optimization-library
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4.2 Optimization Problems

In this section, we define the concept of an optimization problem, in a general enough
way to include the different types of problems presented in the continuation. Formally,
an optimization problem is a pair of objects 1(— 2, where ( is the set of all possible
solutions, also known as the search space; and5 : (! Ris amapping between ( and
the set of real numbers R, commonly known as the fitness function. An optimization
problem can be either a minimization or a maximization problem and it is completely
characterized by the respective instances [3, 109]. Given the definition provided above,
we have conceptualized an abstract class, calledProblem, with the following instance
attributes:

" the search spacq , materialized as a dictionary called sspacewhich holds problem-
specific information, such as a problem's dimensionality and spatial bounds;

the fitness function 5, materialized as a function called ffunction, which calculates
the fitness of the proposed solutions; and

an indication regarding optimization's purpose whether it is a minimization or a
maximization materialized as a Boolean variable called min_.

Note that ( is highly dependent on the problem type, reason why, within this
library, it is defined as a dictionary of varied (problem-specific) key-value pairs; when
describing different problems in detail, it will be detailed accordingly. Given that 5
is an intrinsic characteristic (attribute) of a problem, the solution's fithess evaluation
is performed by the respective instances of the problem by means of the following
instance-methods:

" evaluate_sol evaluates individual candidate solutions (objects of type Solution),
dedicated to single-point metaheuristics; and

~

evaluate_pop evaluates a set of candidate solutions (objects of type Population ),
dedicated to population-based metaheuristics.

At this stage, it is necessary to justify the existence of two instance methods for
the candidate solution's evaluation. As this library accommodates the single-point
and population-based metaheuristics, we decided to provide a possibility of efficiently
evaluating a set of candidate solutions at a time. In this sense, evaluate_pop is designed
to encapsulate possible optimization procedures, such as parallel processing.

The optimization problems can be classified as constrained if they impose explicit
constraints on the search space( , regardless of any implicit constraint incorporated as
penalty term(s) in the fitness function. Assuming that the constraints of a problem are
intrinsic characteristics of (, the only object that becomes semantically capable of veri-
fying solution's feasibility is, once again, the problem's instance. The proposed library
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supports constrained problems by attributing Problem with two instance methods that
verify solution's feasibility.

" _is_feasible_sol verifies if an individual candidate solution (an object of type
Solution) satisfies the constraints imposed by ( (dedicated to single-point meta-
heuristics). The method returns True if the solution is feasible, Falseotherwise;
and

_is_feasible_pop verifies if a set of candidate solutions (an object of type Pop-
ulation ) satisfies the constraints imposed by ( (dedicated to population-based
metaheuristics). The method returns a tensor of Boolean values, where True
represents that a given solution is feasible, Falseotherwise.

In the current release, the algorithms' implementation promotes the convergence
without the use of a penalty function (which can be defined as a linear combination
of the objective function and some measure of the constraint violation). Instead, a
minimalistic approach is used: the unfeasible solutions automatically receive a very
bad fitness, the highest possible value, in the case of a minimization problem, the
smallest otherwise. In this a way, such solutions will be implicitly vanished from the
iterative search process as they will receive little-to-none preference when compared
to other candidate solutions in the population, in the case of population-based algo-
rithms, or in the neighborhood, in the case of local-search. Since, in GPOL, algorithms'
initialization step always generates feasible solution(s), the best-found solution will
always be feasible (even in the extreme and unlikely case when the search does not
generate any other feasible solution that is better). Also, what concerns the continuous
problems, GPOL allows to easily reinitialize the outlying dimensions of the solutions in
the feasible region. Similarly to the work of R. Fletcher and S. Leyffer [67], the aim is to
interfere as little as possible in the search process butto do enough to give a bias towards
convergence in the feasible region. Nonetheless, three main differences with their work
must be mentioned (although many more exist). First, the authors assume that the
objective function and constraints are twice continuously differentiable, whereas algo-
rithms implemented in our library do not require functions' differentiability and can
be applied on problems that are not from the field of continuous optimization. Second,
the proposed work considers sequential quadratic programming (SQP) trust-region
algorithm, whereas our library accommodates population and neighborhood-based
algorithms. Third, they propose to consider the objective function's optimization and
constraints' satisfaction as separate aims; although our approach might be similar in
this sense, the main difference is the fact they do so by following the multi-objective
optimization's domination concept and the concept of a filter. Other interesting ap-
proaches to accommodate constraints in the field of continuous optimization can be
found in [167].
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Similar to what was conceptualized with the solution's evaluation, we have decided
to provide a possibility to verify efficiently the feasibility of a whole set of candidate
solutions at a call by creating _is_feasible pop.

The library supports three main types of problems, all materialized as Problem's
subclasses: continuous, knapsack and travelling salesman (being these two special
kinds of combinatorial problems), and supervised machine learning (approached
from the perspective of inductive programming). Each of the aforementioned default
problems is described in the following sections. Furthermore, examples of how to
create them are also provided; the examples of how to solve them can be found in the
Section 4.3.

4.2.1 Continuous Optimization Problems

Traditionally, optimization problems are grouped in two distinct natural categories:
those with continuous variables and those with discrete variables [94]. In this subsec-
tion, we define the former, whereas the latter is defined in Section 4.2.2. When solving
an instance of a continuous optimization problem, one is generally interested in finding
a set of real numbers (possibly parameterizing a function). Continuous problems can
be classified in two categories: unconstrained and constrained. The unconstrained
continuous problems do not impose any explicit spatial constraints on the candidate
solution's validity. In practice, however, the underlying data types bound the solution
representations. Contrarily, constrained problems do impose explicit spatial constraints
on the solution's validity. Following the mathematical definition, the constraints can
be either hard, as they set explicit conditions for the solutions that are required to be
satisfied, or soft, as they set conditions that penalize the fithess function if they are not
satisfied [94].

We have conceptualized a module called continuousthat contains different problem
types from the continuous optimization field. In this release, the module contains one
class calledBox: a simplistic variant of a constrained continuous problem in which
the parameters can take any real number within a given range of values, the box (aka
hyperrectangle), which can be regular case when the bounds are the same for every
dimension or irregular when each dimension is allowed to have different bounds. The
search space of an instance oBox continuous problem consists of the following key-
value pairs.

constraints is a tensor that holds the lower and the upper bounds for the search
space's box. When the box is intended to be regular (i.e., all its dimensions are
equally sized), it tensor holds only two values, each representing the lower and
the upper bounds of each ofthe  dimensions of the problem, respectively. When
the box is intended to be irregular, the tensor is a 2 matrix. In such case, the
first and the second row represent the lower and the upper bounds for each of
the dimensions of the problem, respectively; and
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n_dims is an integer value representing the dimensionality () of (.

When solving hard-constrained continuous problems, some authors in the scientific
community bound the solutions to prevent the searching in infeasible regions [19]. The
bounding mechanism generally consists of a random re-initialization of the solution on
the outlying dimension. For this reason, besides the triplet sspacgffunction, and min_,
an instance of Box problem includes an additional instance-variable called bound which
can optionally activate the solutions' bounding by assigning it the value True. When
boundis set to False the outlying solution automatically receives the worst fithess
score (corresponding to the largest or the smallest value allowed by the underlying
data type).

Similar to some popular optimization libraries, like [229] and [56], in this release,
we implement a wide set of popular continuous optimization test functions (13 in
this release): Ackley, Branin, Discus, Griewank, Hyper-ellipsoid, Kotanchek, Mexican
Hat, Quartic, Rastrigin, Rosenbrock, Salomon, Sphere, and Weierstrass. The formal
definition and characterization of the aforementioned functions can be found in [126]
and [71].

Section 4.7.1.1, in the appendix, provides an example of how to create an instance
of Box. Note that, in Section 4.7.2, examples will be presented of how to solve this
problem by using different iterative search algorithms contained in the current release
of the library.

4.2.2 Combinatorial Optimization Problems

When solving an instance of a combinatorial optimization problem, one is generally
interested in an object from a finite or, possibly, a countable infinite set that satisfies
certain conditions or constraints. Such an object can be an integer, a set, a permutation,
oragraph [109]. This section introduces two fundamental and popular problems in the
combinatorial optimization field that are implemented in the library's current release:
the travelling salesman problem (TSP) and the knapsack problem.

4.2.2.1 Travelling Salesman Problem

The TSP is a popular NP-hard combinatorial problem, of high importance in theoretical
and applied computer science and operations research. It inspired several other impor-
tant problems, such as vehicle routing and travelling purchaser [7]. In simple terms,
the travelling salesman must visit every city in a given region exactly once and then
return to the starting point. The problem proposes the following question: given the
cost of travel between all the cities, how should the itinerary be planned to minimize
the total cost of the entire tour.
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We have conceptualized an eponymous module, designed to contain major variants
of the TSP. In this release, the module contains one class calledTSP. The search space
of an instance of TSP problem consists of the following key-value pairs:

distances is an = = tensor of type torch.float which represents the distance's
matrix for the underlying problem. The matrix can be either symmetric or
asymmetric. A given row 8in the matrix represents the set of distances between
the city § as being the origin, and the = possible destinations (including 8itself);
and

origin is an integer value representing the origin (i.e., the point from where the
travelling salesman departs).

Section 4.7.1.2, in the appendix, provides an example of how to create an instance of
TSP, whereas Section 4.7.2 demonstrates how to solve this problem by using different
iterative search algorithms.

4.2.2.2 Knapsack

In a knapsack problem, one is given a set of items, each associated to a given value
and size (such as the weight and/or volume), and a knapsack with a maximum
capacity; solving an instance of a knapsack problem implies to pack a subset of items
into the knapsack, so that the items' total size does not exceed the knapsack's capacity,
and their total value is maximized. If the total size of the items exceeds the capacity,
such a solution is considered unfeasible. There is a wide range of knapsack-based
problems, many of which are NP-hard, and large instances of such problems can be
approached only by using heuristic algorithms [136]. In this release, the library contains
two variants: the 0-1 and the bounded knapsack problems, implemented in the
module knapsaclas classesKnapsack01 and KnapsackBounded, respectively. In the
first, each item 8can be included in the solution only once; as such, the solutions are
often represented as binary vectors. In the second, 8can be included in the solution
DJg times, at most; as such, the solutions are often represented as integer vectors.
Concerning the latter, in our implementation, we also allow the user to define not only
the upper bound for 8(D1g), but also the lower bound ( ;1g). Thatis, we allow the user to
specify the minimum and the maximum number of times an item 8can be presentin a
candidate solution. The search space of an instance ofKnapsack01 problem, a subclass
of Problem, consists of the following key-value pairs:

capacity as the maximum capacity of the knapsack ;
n_dims asthe number of itemsin (;

weights as the collection of items' weights defined as a vector of type torch.float
and
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values as the collection of items' values defined as a vector of type torch.float

The search space of an instance oKnapsackBounded problem, a subclass of Knap-
sack01, also comprises the key bounds which holds a 2 = tensor representing the
minimum and the maximum number of copies allowed for each of the =itemsin (.

Section 4.7.1.3, in the appendix, provides an example of how to create an instance of
Knapsack0l and KnapsackBounded, whereas Section 4.7.2 demonstrates how to solve
this problem type.

4.2.3 Supervised Machine Learning Problems (approached from the
perspective of inductive programming)

Inductive program synthesis (aka inductive programming) is a subfield in the program
synthesis that studies program generation from incomplete information, namely from
the examples for the desired input/output behavior of the program [108, 183]. Genetic
programming (GP) is one of the numerous approaches for the inductive synthesis
characterized by performing the search in the space of syntactically correct programs
of a given programming language [183].

In the context of supervised machine learning (SML) problem-solving, one can
define the task of a GP algorithm as the program/function induction from input/output-
examples that identifies the mapping 5 : (! Rin the best possible way, generally
measured through solution's generalization ability on previously unseen data.

Given the definitions provided above and to support an automatic program's induc-
tion, we conceptualized a module called inductive_programmingvhich, in this release,
implements two different problems. Oneis called SML, a subclass ofProblem, and aims
to support the SML problem-solving, more specifically the symbolic regression and
binary classification, by means of standard GP and its local-search variants. The sec-
ond, called SMLGS, aims to provide an efficient support for the same tasks addressed
instead by means of geometric semantic GP (GSGP), following the implementation
proposed in [44]. The major difference between the two is that the latter does not
require storing the GP trees in memory, as it relies on memoization techniques.

The search space for an instance ofSML must contain the problem's dimensionality
(in the context of SML this corresponds to the number of input features), and those
GP-specific parameters that characterize and delimit ( . These can be the set of functions
and constants from which programs are built, the maximum bound for the trees' initial
depth and their growth during the search (which can be seen as a constraint to solutions'
validity), and so forth. The following list of key-value pairs fully describes the search
space for an instance of SML.:

n_dims isthe number of input features (aka input dimensions) in the underlying
SML problem;

function_set is the set of primitive functions;
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constant_set is the set of constants to draw terminals from;

p_constants is the probability of generating a constant when sampling a terminal;
max_init_depth is the trees' maximum depth during the initialization;
max_depth is the trees' maximum depth during the evolution; and

n_batches is number of batches to use when evaluating solutions (more than
one can be used).

Besides the traditional triplet sspace, ffunctignand min_ the constructor of SML
additionally receives two objects of type torch.utils.data.DatalLoader , called dl_train
and dl_test which represent training and test (aka unseen) data, respectively. In the
proposed library, we decided to rely upon PyTorch's data manipulation facilities, such
astorch.utils.data.Dataset and torch.utils.data.DataLoader [169], for the following
reasons: simplicity and flexibility of the interface, randomized access of the data
by batches, and the framework's popularity (as such, familiarity with its features).
Moreover, the constructor of SML receives another parameter, called n_jobs which
specifies the number of jobs to run in parallel when executing trees (we rely on joblib
for parallel computing [96]).

The search space for an instance ofSMLGS does not vary from SML except in
the fact that it does not take max_depth as the growth of the individuals in GSGP
is an inevitable and necessary consequence of a semantic operator's application, thus
restricting the depth of the individuals is unnecessary. The constructor of SMLGS is
significantly different from the SML in the sense that data is not manipulated through
PyTorch's data-loaders, instead it uses the input and the target tensors (- and H)
directly (similar to what is done in scikit-learn [158]). This difference was motivated
by implementation guidelines in [44]. The module gpol.utils.datasetprovides a set of
built-in regression and classification datasets.

Section 4.7.1.4, in the appendix, provides an example of how to create an instance
of SML and SMLGS, whereas Section 4.7.2 demonstrates how to solve this problem

type.

4.3 Iterative Search Algorithms

To solve a problem's instance, one needs to define an optimization algorithm. This
library focuses on the iterative search algorithms (aka metaheuristics), and the current
release comprises their stochastic branch.

One of the main ideas of the proposed library is to maximally separate the algo-
rithms' implementation from the problems' details. The highest manifestation of this
aim translates into the possibility to apply a given algorithm for any kind of problem,
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Figure 4.1. A high-level overview of algorithms', problems' and operators'
relationships through a block-diagram.

even if solutions' generalization ability is a concern. We were able to achieve this charac-
teristic thanks to an abstraction of the metaheuristics from the solutions' representation
and search-related operators, such as initializers, selectors, mutators and crossovers.
The block diagram presented in Figure 4.1 reflects a high-level overview of how the
algorithms relate to the problems' instances and operators.

Based on the number of candidate solutions they handle at each step, the metaheuris-
tics can be categorized into Single-Point (SP) and Population-Based (PB) approaches.
The search procedure in the SP metaheuristics is generally guided by the information
that is provided by a single candidate solution from (, usually the best-so-far solution,
that is gradually evolved in a well-defined manner in hope to find the global optimum.
The Hill Climbing and Simulated Annealing, which will be discussed in Section 4.3.2),
are examples of SP metaheuristics. Contrarily, the search procedure in PB metaheuris-
tics is generally guided by the information shared by a set of candidate solutions and
the exploitation of the collective behavior in different ways. In abstract terms, one can
say that every PB metaheuristics shares, at least, the following two features: an object
representing the set of simultaneously exploited solutions (i.e., the population), and a
procedure to move them across ( [145].

In abstract terms, a metaheuristic starts with a pointin ( and searches, iteration by
iteration, for the best possible solution in the set of candidate solutions, according to
some criterion. Usually, the stopping criterion is the maximum number of iterations
specified by the user [145]. Following this rationale, we have conceptualized an abstract
class calledSearchAlgorithm, characterized by the following instance attributes:

" piis an instance of an optimization problem (i.e., what to solve/optimize);

" best_sais the best solution found by the search procedure;
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" initializer is a procedure to generate the initial pointin (; and

" deviceis the specification of the processing device (i.e., whether to perform
computations on the CPU or the GPU).

Theoretically, to solve a problem's instance, the search procedure of an iterative
metaheuristic comprises two main steps:

"~ initialize the search at a given pointin (; and

solve a problem's instance by iteratively searching, throughout (, for the best
possible solution according to the criteria specified in the instance. Traditionally,
the termination condition for an iterative metaheuristic is the maximum number
of iterations, and it constitutes the default stopping criterion implemented in this
library (although the user can specify a convergence criterion, and the search can
be automatically stopped before completing all the iterations).

The two aforementioned steps are materialized as abstract methods _initialize
and solve. Every implemented algorithm in the scope of this library is an instance of
SearchAlgorithm , meaning that it must implement those two methods. Note that the
_initialize is called within the solve, whereas the latter is to be invoked by the main
script. The signature forthe solve does notvary among differentiterative metaheuristics
and is made of the following parameters:

" n_iter is the number of iterations to execute a metaheuristic (functions as the
default stopping criterion);

tol is the minimum required fitness improvement for n_iter_tol consecutive iter-
ations to continue the search. When the fitness the current best solution is not
improving by at least tol for n_iter_tol consecutive iterations, the search will be
automatically interrupted;

n_iter_tolis the maximum number of iterations to not meet tol improvement;

start_atis the initial starting pointin ( (i.e., the user can explicitly provide the
metaheuristic a starting pointin ();

test_eliteis an indication whether to evaluate the best-so-far solution on the test
partition, if such exists. This regard only those problem types which operate
upon training and test cases, this allow one to assess solutions' generalization
ability;

verbosés the verbosity level of the search loop; and
logis the detail level of the log file (if such exists).
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Being the root of all the metaheuristics, the SearchAlgorithm class, implements the
following utility methods:

~

_get_best compares two candidate solutions based on their fitness values and
returns the best; and

_get_worst: compares two candidate solutions based on their fithess values and
returns the worst.

Furthermore, the class defines two abstract methods that have to be overridden by
the respective subclasses:

" _create_log_eventis designed to create a log-event for writing search-related

data on the log-file; and
_verbose_reporter is designed to report search-related information on the con-

~

sole;

Figure 4.2 illustrates the UML diagram of the SearchAlgorithm class and its sub-
classes, which are described in the rest of this section.

4.3.1 Random Search

The random search (RS) can be seen as the first rudimentary stochastic metaheuristic for
problem-solving. Its strategy, far away from being intelligent , consists of randomly
sampling ( foragiven number of iterations. In the scientific community, RS is frequently
used in the benchmarks as the baseline during the algorithms' performance assessment.
Following this rationale, one can conceptualize the RS at the root of the hierarchy
of intelligent metaheuristics; under this perspective, it is meaningful to assume
that metaheuristics donated with intelligence , like Simulated Annealing or Genetic
Algorithms, might be seen as improvements upon RS, thus branching from it.
Following this rationale, we have conceptualized a class called RandomSearch a
subclass of SearchAlgorithm, characterized by the following instance attributes:

" pi, best_sqlinitializer, and device which are inherited from the SearchAlgorithm;
and

seedwhich is a random state for the pseudo-random numbers generation (an
integer value).

As a subclass of theSearchAlgorithm , the RandomSearchimplements the methods
_initialize , solve, create_log_eventand _verbose_reporter. Moreover, it implements
_get_random_sol, a method that (1) generates a random representation of a candidate
solution by means of the initializer, (2) creates an instance of typeSolution , (3) evaluates
an instance's representation, and (4) returns the evaluated object.

Section 4.7.2.1 demonstrates how to create an instance oRandomSearchand apply
it in different problem-solving.
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Figure 4.2. UML diagram of the algorithm class ( SearchAlgorithm) and relative
subclasses, as implemented in GPOL.

4.3.2 Local Search

The local search (LS) algorithms can be seen among the first intelligent search strategies
that improve the functioning of the RS. They rely upon the concept of neighborhood
which is explored at each iteration by sampling from ( a limited number of neighbors
of the best-so-far solution. Usually, the LS algorithms are divided in two branches.
In the first branch, called hill climbing (HC), or hill descent for the minimization
problems, the best-so-far solution is replaced by its neighbor when the latter is at least
as good as the former. The second branch, called simulated annealing (SA), extends
HC by formulating a non-negative probability of replacing the best-so-far solution by

its neighbor when the latter is worse. Traditionally, such a probability is small and
time-decreasing. The strategy adopted by SA is especially useful when the search is
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prematurely stagnated at a locally sub-optimal pointin (.

Given the definitions provided above, we have conceptualized a module called
local_searchwhich contains different LS meta-heuristics. In this release, we imple-
ment the HC and SA algorithms. The former is materialized as a subclass of the
RandomsSearch called HillClimbing , whereas the latter is materialized as a subclass of
HillClimbing , called SimulatedAnnealing .

To solve a given problem's instance, a LS algorithm mainly requires problem-specific
initialization and neighborhood functions. For example, the candidate solutions for the
0-1 Knapsack problem are, technically, fixed length vectors of Boolean values; as such,
a neighbor should also be an equal vector of the same data type, whose values are in
a neighboring arrangement. Given that the initialization and, in the case of LS, the
neighbors' generation functions are provided atthe moment of algorithms' instantiating,
one can create an instance ofRandomSearch HillClimbing , or SimulatedAnnealing
to solve potentially any kind of problem, whether it is continuous, combinatorial, or
inductive program synthesis for SLM problem-solving. The only two things one has to
take in consideration are the correct specification of the search space and the operators
for a given problem type.

4.3.2.1 Hill Climbing (HC)

HC is a popular meta-heuristics in the field of optimization which has been success-
fully applied in several domains, including continuous and combinatorial optimiza-
tion [88]. Moreover, there is evidence of the successful adaptation of HC in the context
of inductive-programming synthesis for neuroevolution [75]. In general terms, HC
searches for the best possible solutions by iteratively sampling a set of neighbors of
the current best solution, using the neighborhood function, and choosing the one with
the best fithess. Within this library, the HC algorithm is materialized through the
classHillClimbing , subclass ofRandomSearchand it is characterized by the following
instance attributes:

pi, initializer, best_sqlseedand deviceare the instance attributes inherited from
RandomSearch

nh_sizeis the neighborhood's size; and

nh_functionis a procedure to generate nh_sizeneighbours of a given solution (the
neighbour-generation function).

The main distinctive characteristics of the HillClimbing class can be expressed
through the logic that guides the search-procedure, which is implemented in the
overridden solve method. Additionally, the class implements a private method, called
_get_best_nh, which returns the best neighbor from a given neighborhood. Figure 4.3
represents the search procedure of a HC algorithm that is mirrored in the solve method.
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Hill Climbing:
~ randomly generate one (feasible) initial solution 8in (;
" repeat until satisfaction of stopping criterion (e.g. number of iterations):
generate nh_sizeneighbors of 8§
select the best solution 9from the neighborhood, according to fitness function 5;

if the fitness of solution 9is better or equal than the fitness of solution 8then set
8:=9

return 8

Figure 4.3. Pseudo-code of Hill Climbing.

4.3.2.2 Simulated Annealing (SA)

The HC algorithm suffers from several limitations, namely it frequently becomes stuck
at the local optima. To overcome this problem, the scientific community proposed
several approaches, among them the SA algorithm that also uses the notion of the
neighborhood [3]. One thing that distinguishes SA from HC is an explicit ability
to escape from the local optima. This ability was conceived by simulating, in the
computer, a well-known phenomenon in metallurgy called annealing (which is why
the algorithm is called simulated annealing). Following what happens in metallurgy,
in SA, the transition from the current state (the best-so-far candidate solution 8, to
a candidate new state (a neighbor of §, can happen for two reasons: either because
the candidate state is better, or following the outcome of an acceptance probability
function - a function that probabilistically accepts a transition toward the new candidate
state, even if it is worse than the current state, depending on the the states' energy
(fitness) and a global (time-decreasing) parameter called the temperature (Q[3]. Under
this perspective, SA can be seen as an attempt to improve upon HC by adding more
intelligence inthe search strategy. Within this library, the SA algorithm is materialized
through the class SimulatedAnnealing , subclass ofHillClimbing , and itis characterized
by the following instance attributes:

" pi, initializer, nh_function nh_sizebest_sqlseedand deviceare instance attributes
inherited from HillClimbing;

A~

controlis the control parameter (aka temperature); and

" update_raterate of control's decrease over the iterations.

The Figure 4.4 provides a pseudo-code of SA, for a maximization problem that is
mirrored in the solve method of SimulatedAnnealing class.

Section 4.7.2.2 demonstrates how to create an instance oSimulatedAnnealing and
apply it in different problem-solving.
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Simulated Annealing:
~ randomly generate one (feasible) initial solution 8in (;
" repeat until satisfaction of stopping criterion (e.g. number of iterations):

repeat! . times (where ! . stands for the number of transitions or neighbors):

* by means of a neighborhood function, select a neighbor 92 # 1&, where # 1&
is the neighborhood of §
* jf 51® 5@, set8:= 9 where 5is the fitness function;

i 58 59
* elseif4 —<© 7 Aset8:= 9Qwhere A * gy

update the temperature parameter C
(traditionally, C= C Daocgwhere Daocis the temperature's update rate).

" return 8
Figure 4.4. Pseudo-code of Simulated Annealing.

4.3.3 Population-Based Algorithms

Given the fact we are aiming at a library focused on SP and PB metaheuristics, we have
conceptualized an abstract class calledPopulationBased subclass ofRandomSearglas
it improves the latter by means of collective intelligence . The class PopulationBased
is the root of all the PB-metaheuristics and is characterized by the following instance
attributes:

pi, initializer, best_sqlseedand deviceare inherited from the RandomSearch

pop_sizds the number of candidate solutions to exploit simultaneously at each
step (i.e., the population's size);

popis an object of type Population representing the set of simultaneously exploited
candidate solutions (i.e., the population); and

mutatoris a procedure to move the candidate solutions across (.

The current release of GPOL presents five PB metaheuristics: genetic algorithm
(GA), genetic programming (GP), geometric semantic genetic programming (GSGP),
differential evolution (DE) and particle swarm optimization (PSO). The latter is present
in two variants that differ in the precedence candidate solutions (called particleg
update their positions: synchronous-PSO (SPSO) and asynchronous-PSO (APSO). The
objective of the following sections is to describe these algorithms and show how they
can be used to solve different problems.

4.3.3.1 Genetic Algorithms (GAs)

Genetic algorithms (GAS) is a metaheuristic introduced by J. Holland [87], which was
strongly inspired by Darwin's theory of evolution by means of natural selection [54].
Conceptually, the algorithm starts with a random-like population of candidate solutions
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(called chromosomésThen, by mimicking the natural selection and genetically-inspired
variation operators, such as the crossover and the mutation, the algorithm breedsa
population of the next-generation candidate solutions (called the offspringpopulation,
o), which replaces the previous population (aka the parentpopulation, %). This
procedure is iterated until reaching some stopping criteria, such as a maximum number
of iterations (also called generationg[144].

Following the above-presented rationale, we have conceptualized a class called
GeneticAlgorithm subclass ofPopulationBasedharacterized by the following instance
attributes:

A~

pi, initializer, best_sqlpop_sizepop mutator, seedand deviceare inherited from
PopulationBased

selectois the selection operator;

crossoveis the crossover variation operator;

p_mis the probability of applying mutation variation operator;

p_cis the probability of applying crossover variation operator;

elitismis a flag which activates elitism during the evolutionary process; and

reproductionis a flag that states whether the crossover and the mutation can
be applied on the same individual (case when reproductionis setto True). If
reproductionis set to False , then either crossover or mutation will be applied
(this resembles a GP-like search procedure).

Figure 4.5 presents the main steps of thesolve method in the GeneticAlgorithmclass.
Moreover, the class implements a private method, called _elite_replacement, which
directly replaces %with 9@if the elite is the best offspring; otherwise, when the elite is
the best parent, %is replaced with %9 and the elite is transferred to % (by replacing a
randomly selected offspring).

4.3.3.2 Genetic Programming (GP)

Genetic programming (GP) is a PB metaheuristic, proposed and popularized by J.
Koza [114], which extends GAs to allow the exploration of the space of computer
programs. Similar to other evolutionary algorithms (EAs), GP evolves a set of candidate
solutions (the population) by mimicking the basic principles of Darwinian evolution.
The evolutionary process involves fitness-based selection of the candidate solutions
and their variation by means of genetically-inspired operators (such as the crossover
and the mutation) [114, 217]. If abstracted from some implementation details, GP can
be seen as GA, in which initialization and variation operators were specifically adjusted
to work upon tree-based representations of the solutions (this idea was inspired by the
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Genetic Algorithm
"~ create a random initial population %of size =;
" repeat until satisfaction of stopping criterion (e.g. number of iterations/generations):

calculate the fithess 8 individual 8in %
create an empty population 98- the population offspring;
repeat until %9 contains = individuals:

* chose the main genetic operator: crossover, with probability ?, or reproduction
with probability 11 ?,°
* select two individuals - the parents - by means of a selection algorithm;

* apply the selected main genetic operator to the individuals selected in the
previous step;

* apply the mutation operator on the resulting offspring with probability — ?_<
* insert offspring individuals into %,
replace %with 9.

" return the best individual in %

Figure 4.5. Pseudo-code of Genetic Algorithm.

LISP programming language, in which programs and data structures are represented
as trees). Concretely, programs are defined using two sets: a set of primitive functions,
which appear as the internal nodes of the trees, and a set of terminals, which represent
the leaves of the trees. In the context of SML problem-solving, the trees represent
mathematical expressions in the so-called Polish prefix notation, in which the operators
(primitive functions) precede their operands (terminals). Given that the initialization,
selection, and variation operators are provided as constructor's parameters, one can
create an instance of GeneticAlgorithm to solve potentially any kind of problem,
whether it is of continuous, combinatorial, or inductive program synthesis nature.
The only two things one has to take into consideration are (1) the correct specification
of the problem-specific ( and (2) the operators. Following this perspective, by creating
an instance of the classGeneticAlgorithm with, for example, ramped half-and-half
(RHH) initialization, tournament selection, swap crossover and sub-tree mutation, all
of them implemented in this library, one obtains a standard GP algorithm. Recall that
a similar flexible behaviour is present in the branch of LS algorithms. By providing
HC or SA with, for example, grow initialization and sub-tree mutation, one obtains a
LS-based program induction algorithm.

Section 4.3.3.1 demonstrates how to create an instance oGeneticAlgorithm and
apply it in different problem-solving.

4.3.3.3 Geometric Semantic Genetic Programming (GSGP)

Geometric semantic genetic programming (GSGP) is a variant of GP in which the
so-called geometric semantic operators (GSOs) replace the standard crossover and
mutation operators [148].
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GSOs gained popularity in the GP community [215, 218, 45, 21, 18] because of their
geometric property of inducing a unimodal error surface (characterized by the absence
of locally optimal solutions) for any SML problem, which quantifies the quality of
candidate solutions by means of a distance metric between the target and their output
values (aka semantics). The formal proof of this property can be found in [148, 213].

A geometric semantic crossover (GSC) generates, as the unique offspring of parents
)1—p:R™! R, the expression:).g =11 )-°,111 ) ° )% where)  isarandom
real function whose output values range in the interval »0-1% Moraglio and coau-
thors [148] show that GSC corresponds to geometric crossover in the semantic space
(i.e., the point representing the offspring stands on the segment joining the points rep-
resenting the parents). Consequently, the GSC inherits the key property of geometric
crossover: the offspring is never worse than the worst of the parents.

A geometric semantic mutation (GSM) returns, as the result of the mutation of an
individual ) : R™! R, the expression: )+ =) , <B 1)1 ): 2% where) - 1and):»
are random real functions with a codomain in »0-1¥and <B is a parameter called the
mutation step. Similar to GSC, Moraglio and coauthors show that GSM corresponds to
a box mutation on the semantic space. Consequently, the operator induces a unimodal
error surface on any SML problem.

The demonstration of how GSM induces a unimodal error surface can be found in
Figure 4.6, which represents a chain of possible individuals that could be generated
by applying GSM several times and their corresponding semantics (left and right
subfigures, respectively). Here, for the sake of visualization, we present a simple 2D
semantic space, where each solution is represented by a point (this corresponds to
the case when there are only two training instances). The known global optimum is
represented with a red star. Each point in the figure is surrounded by a gray dotted
square of side <B, which corresponds to the mutation's step inside which the GSM
allows solutions to move. As one can see, GSM's application allows for moving a given
solution in any position inside the square, including the one that approximates it to
the target. Thus, GSM implies that there is always a possibility of getting closer to the
target. This implies that no local optima, except the global optimum, can exist, and the
fithess landscape for this problem is unimodal. The gray arrows map the genotypic
space to the phenotypic and highlight GSM's capability of generating a transformation
on the trees' syntax, which has an expected effect on their semantics [213].

However, as Moraglio et al. [148] noted, GSOs create offspring that are substantially
larger than their parents are. Moreover, the fast growth of the individuals' size rapidly
turns the fitness evaluation to slow, making the system unusable. As a solution to this
problem, Castelli et al. [46] proposed a computationally efficient implementation of
GSOs, making them usable in practice.

Given the growing importance of GSOs, we decided to include them in our library,
following the efficient implementation guidelines proposed in [44]. More specifically,
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Figure 4.6. A simple visual demonstration of GSM's genotype-phenotype mapping
and its property of introducing a unimodal error surface on any SML problem.
Adapted from [213].

we implemented GSGP through a specialized class called GSGP, a subclass ofGeneti-
cAlgorithm , which encapsulates the aforementioned efficient implementation of GSOs

and is intended to work in conjunction with  SMLGS (which was also specially designed

to incorporate the aforementioned guidelines). The class GSGP is characterized by the
following instance attributes:

pi, best_sqlpop_sizepop initializer, selector mutator, crossoverp_m p_g elitism,
reproduction seedand deviceare inherited from the GeneticAlgorithm class;

_reconstructs a flag stating whether the initial population and the intermediary
random trees should be disk-cached. If the value is set to False, then there is
no possibility of reconstructing the individuals after the search is finished; this
scenario is useful to conduct the parameter tuning, for example. If the value is set
to True , then the individuals can be reconstructed by means of an auxiliary pro-
cedure (the function gpol.utils.inductive_programming.prm_reconstruct_tree )
after the search is finished; this scenario is useful when the final solution needs
to be deployed, for example;

path_init_popis a connection string toward the initial population's repository;
path_rtsis a connection string toward the random trees' repository;
pop_idsare the IDs of the current population (the population of parents); and

history is a dictionary which stores the history of operations applied on each
offspring. In abstract terms, it stores a one-level family tree of a given offspring.
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Specifically, history stores as a key the offspring's ID, as a value a dictionary with
the following key-value pairs:

Iter is the iteration's number;

Operator is the variation operator that was applied on a given offspring;
T1 isthe ID of the first parent;

T2 isthe ID of the second parent (if GSC was applied);

Tr isthe ID of arandom tree;

ms is mutation's step (if GSM was applied); and

Fitness is offspring's training fitness.

Moreover, it implements a method called write_history, which writes locally (follow-
ing a user-specified path) the history dictionary as a table in a comma-separated value
(csv) format. This file will feed the aforementioned reconstruction algorithm.

Section 4.7.2.4 demonstrates how to create an instance of5SGP and apply it in
different problem-solving, whereas Section 4.7.2.5 demonstrates how to reconstruct an
individual generated by means of GSGP.

4.3.3.4 Differential Evolution (DE)

Differential Evolution (DE) is another type of metaheuristic that we have considered
including in our library. Storn and Price in 1995 [198, 197] originally designed this PB
metaheuristic for solving continuous optimization problems in 1995. The algorithm
shares many similar features with GA, as it involves maintaining a population of candi-
date solutions, which are exposed to iterative selection and variation (aka recombinatioh
Nevertheless, DE differs substantially from GA in how the selection and the variation
are performed. The parent selection is performed at random, meaning that all the
chromosomes have an equal probability of being selected for mating, regardless of
their fitness. The variation consists of two steps: mutation and crossover. Numerous
different operators were proposed so far [81, 63]; however, in this release, we have
considered including their original versions [198]. For each parent member (called the
targetvector), the mutation creates a mutant based on the scaled difference between
two randomly selected parents, added to a third (random) population member. The
scaling factor , which controls the amplification of the differential variation, usually
lies in »0+4— 1%as reported in [55]. In binomial crossover, the type of crossover we
have included in the library, the elements of the resulting mutant (called the donol) are
exchanged, with probability A with the elements of one of the previously selected
parents (called the targe)). That is, the crossover is performed on each of the indexes
of the donor with a probability by exchanging its values with the target vector. The
resulting vector, frequently called the trial vector, is then compared with the respective
target and the best solution passes to the next iteration.
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Differential Evolution:
"~ create a random initial population %of size =;
" repeat until satisfying some stopping criterion (like the number of iterations/generations):

calculate the fithess 8 parameter vector Gg (aka individual) in %
create an empty population 9% - the population of offsprings;
repeat until %9 contains = individuals:
* for a given Ggfrom % (from now target vector), randomly select three other
parameter vectors Gy, Gy and G;

* apply the mutation operator to obtain the donor vector (aka mutant). Assuming
o' # elstrategy: Es= Gy, Gy Gg° where isa mutation factor;
* apply the crossover operator to obtain the trial vector Ds Assuming binomial
Es-85 *10-1°6 2A
G-85 *10-1°7 2A
(i.e., the dimensionality), and * 10-1° a random float in »0-1%
* evaluate Dg;
* select the most fit candidate solution from the set »Ge— [F/and insert it into 9

crossover with a probability 2A Ds_g& 9= 1—eee—

replace %with 9.

~ return the best individual in %

Figure 4.7. Pseudo-code of Differential Evolution.

Following the above-presented rationale, we have conceptualized a class called
DifferentialEvolution , a subclass ofPopulationBased, characterized by the following
instance attributes:

" pi, initializer, best_sqlpop_sizepop mutator, seedand deviceare inherited from the
PopulationBased ;

A~

selectoiis an operator that selects parents for the sake of mutation; and
" crossovercrossover operator.

At this point, it becomes necessary to clarify some aspects of the nomenclature.
Although, in the scope of the original nomenclature, selectiorstands for the procedure
that decides whether trial vectors should become members of the next generation, in
this library, selectiorrepresents the process of selecting parents for the sake of mutation.
This process can be conducted at random, as in the original definition of DE, or can be a
function of a solution's fitness. The selectionas understood by the DE, is implemented in
a private method called _replacement: it compares each trial vector with its respective
target and returns the most fit solution.

Figure 4.5 presents the main steps that thesolve method of DifferentialEvolution
class implements.

It is worth highlighting a high flexibility of the implementation: because of the
parents' selection operator, the mutation and crossover functions are provided as pa-
rameters of DifferentialEvolution , and one can easily personalize this PB metaheuristic.
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Section 4.7.2.6 demonstrates how to create an instance obDifferentialEvolution and
apply it in different problem-solving.

4.3.3.5 Particle Swarm Optimization

Particle Swarm Optimization (PSO) is another form of PB metaheuristic, developed
by Eberhart and Kennedy in 1995 [104]. Contrarily to previously presented EAs, PSO
was inspired by the social behavior of living organisms, such as birds and fish, when
looking for food sources. Following PSO's homenclature, a population is called swarm
and a candidate solution is a particle

In PSO, the position of particle ? at iteration 8 formally represented as ®_g is
updated at each iteration based on a procedure that takes into account two components:
particle's and swarm's best-so-far positions. The former (aka the local begt regards
the cognitive component of the particle (i.e., its memory. The latter (aka the global
bes}, regards the social component of the particle (i.e., its cooperationvith surrounding
neighbors). Since the introduction of PSO, the scientific community has proposed
numerous variations to improve its effectiveness. In our library, we rely on the variant
of gbesPSO proposed by Shi and Eberhartin 1998 [188], where authors have introduced
a new parameter, called inertia weight ( F). Formally, the procedure for a particle's
position update is defined as ®,_g= ®,_gpo, B, g suchthat®, g= F B,_gqo,

)8L1@BL ®@,_51°, 2)B1618BC @,_g1°, where ;1®BLand 618 B&present the

local and global best, respectively, with 1 and , being two positive constants used to
scale their contributions in the equation (aka acceleration coefficients). The quantities
Y& and ) are two random vectors whose values follow  * 10—1° at each dimension.
Since a large value of F can help to find a good area through exploration in the
beginning of the search, and a small F in the end, when typically a good area was
found already, a time-decreasing F can be used instead of a fixed one [105].

Following the aforementioned definition of the update-rule, the swarm's positions
are updated, taking in consideration the same version of the global best, which was
obtained after evaluating the whole swarm at the previous iteration ( 8 1). That s,
the global best is first identified and then used by all the particles in the swarm. The
strength of this update method, frequently called synchronous-PSO (S-PSO), relies
in the exploitation of the information. The pseudo-code of S-PSO is represented in
Figure 4.8. Carlisle and Dozier [43] proposed an asynchronous update (A-PSO), in
which global best is identified immediately after updating the position of each particle.
Hence, particles are updated using incomplete information, enhancing the algorithm's
exploratory features. The pseudo-code of A-PSO is represented in Figure 4.9.

After the introduction of A-PSO, one can identify some degree of ambiguity in the
scientific community regarding which variant performs better, with some pointing to
its superiority [151], but others point to the opposite [171]. For this reason, we have
decided to include both variants to open the possibility to assessing the impact of
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Synchronous Particle Swarm Optimization:
~ create a random initial swarm (g of size =;
" repeat until satisfying some stopping criterion (like the number of iterations/generations):
calculate the fitness 8 particle ?in (f;
update the local best8 ?in (¢ (the cognitive factor);
update the global best in ( ¢ (the social factor);

update the velocity 8 ?in (r: E;1C=F EXC 1°, ; '1 16 4BC ?>B!C 1%,
2 "2 1,4BG 7?>B!IC 1%

update the position 8 ?in (g: ?>B1C = ?>B1C 1°, EBIC;

" return the best individual in  (f;

Figure 4.8. Pseudo-code of S-PSO.

Asynchronous Particle Swarm Optimization:

~ create a random initial swarm (g of size =;

repeat until satisfying some stopping criterion (like the number of iterations/generations):

calculate the fitness 8 particle ?in (f;
for particle ?in (g:
update the local best of ? (the cognitive factor);
update the global best of ? (the social factor);
update the velocity of ?:
E1C=F EC 1°, ;1 '1164BC ?>BC 1°°, , ', 1:4BG ?>BC 1%
update the position of ?: ?>B1C = ?>B1C 1°, EIC;

" return the bestindividual in  (f;

Figure 4.9. Pseudo-code of A-PSO.

synchronization in continuous problem-solving. These are implemented as SPSOand
APSO classes. The former extendsPopulationBased , whereas the latter extends SPSGC,
both require an additional parameter, called v_clampwhich allows to bound represents
the velocity vector to foster the convergence, as suggested in [105]. Thesolve method
for SPSOand APSO reflects the underlying algorithmic logic which guides the search-
procedure. Additionally, both classes implement a private method, called _update,
which efficiently encapsulates step number 2 from the pseudo-codes of S-PSO and A-
PSO, and constitutes the main difference between the two classes. In the scope of swarm
intelligence, the force-generating mechanism that yields ®,_g(and, essentially, dictates
how how the candidate solutions will move across (), is encapsulated in the mutator
function, and is provided as a parameter during algorithms' instantiate-generation. In
this sense, the function force-generating function is completely abstracted from the PSO
algorithm, meaning that the user can easily personalize it with any other update-rule,
if the interface is respected.

Section 4.7.2.7 demonstrates how to create an instance oSPSO and apply it in
different problem-solving.
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4.4 Qperators

This library provides a broad range of operators that can be classified into three
main groups, each stored as a module in a package calledoperatorsthe initialization
(initializers), the selection (selectork and the variation( variatorg groups. A flexible im-
plementation allows the same operators to be used across different metaheuristics and,
in some cases, optimization problems. Thus, the operators must follow a predefined
signature. The following subsections present the operator groups.

4.4.1 Initialization

The purpose of an initialization operator, from now on called the initializer , isto create

an initial point in search space ( of a given problem's instance. From the definition,
one can easily derive that these kinds of operators are problem-specific, as such, their
execution needs the problem context formalized by ( itself. Given this rationale,
all the initializers implemented in this library are functions that receive at least the
sspacand the deviceparameters (the latter to indicate on which processing device the
solutions should be allocated); this is the case of SP algorithms, such asRandomSearch
HillClimbing , and SimulatedAnnealing . In the case of PB algorithms, an initializer
has one additional parameter - n_sols- which represents the population's/swarm's
size. Such a branching is necessary because, by definition, not all the PB initialization
operators can generate one solution. Additionally, it allows the user to encapsulate a
computationally more efficient generation of a set of initial solutions.

The module called initializers implements all the necessary initializers that can be
used to solve any kind of problem admitted in this library. Table 4.1 enumerates the
initializers and indicates for which problem types these can be applied. From the table,
the column Functionrepresents the name of the implemented initialization function,
OP typestands for the type of problem for which the respective function can be applied,
MH represents whether the function was designed for a SP or PB metaheuristic and,
finally, the column Descriptionbriefly describes each function.

As will be shown with more detail in Section 4.4.3, the library's interface restricts the
variation operators' parameters to solutions' representation (only). However, some of
the GP's variation operators generate random trees, such as the sub-tree mutation and
the geometric semantic operators, and their enclosing scope does not contain enough
information to perform the variation operation. To remedy this situation, Python
closures are used to provide the variation functions with the necessary outer scope
for the trees' initialization (the search space). In this sense, the prefix prm (means
parametrig¢, for grow and full, represents the usage of a Python closure; for example,
prm_growis a special adaptation of the grow function that accepts as a parameter the (
of a given problem’s instance. Additionally, this solution allows one to have a deeper
control over the operators' functioning - an important feature for the research purposes.
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Function | OPtype | MH | Description

prm_rnd_vint(lb, ub) Knapsack SP | vector generated under * f;1—- D@

prm_rnd_mint(lb, ub) P PB | matrix generated under * f;1— D@

rnd_vshuffle TSP SP | permutation vector of cities

rnd_mshuffle PB | permutation matrix of cities

rnd_vuniform Continuous SP | vector generated under * 1;1— D4

rnd_muniform PB | matrix generated under * 1;1- D1

grow LISP tree created with Grow method [114]

prm_grow(sspace) sp

full LISP tree created with Full method [114]
SML-IP

prm_full(sspace)

rhh PB list of LISP trees created with RHH [114]

prm_edda list of LISP trees created with EDDA [214, 13]

Table 4.1. Description of the implemented initializers.

4.4.2 Selection

A portion of the existing population is selected to breed a new generation. Individual
solutions are selected through a fitness-based process, through which better solutions
(as measured by a fitness function) are typically more likely to be selected. Certain
selection methods rate the fithess of each solution and preferentially select the best
solutions. Other methods rate only a random sample of the population, as the former
process may be time-consuming.

The purpose of a selection operator, from now on called the selector, is to
select a subset of individuals from the parent population for the sake of breeding
(simulated through the application of the variation operators, to be described in the next
subsection). The parent selection is traditionally fithess-based (i.e., the likelihood of
selecting an individual increases with its fitness). From the definition, one can already
deduce that this kind of operator is (1) specific to the population-based metaheuristics,
namely the branch of evolutionary algorithms, and (2) typically representation-free,
as such they do not depend on a specific type of problem. Given this rationale, all
the selectors implemented in this library are functions that receive the reference to the
parent population (an object of type Populationfrom where to select an individual), and
the optimization's purpose ( min_).

The module called selectorémplements all the necessary selectors that can be used
to solve any kind of problem admitted in this library. Table 4.2 enumerates them
and describes their functionality. More specifically, the column Function represents
the name of the implemented initialization function; MH type identifies the type of
metaheuristic for which the selector can be used; and, finally, the column Description
briefly describes each function.
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Function | MH type

Description |

prm_tournament(pressure) {GA, GSGP} | tournament selection of one individual
roulette_wheel roulette wheel selection of one individual
rank_selection rank-based selection of one individual
rnd_selection selects one individual at random

| prm_dernd_selection(n_sols) | DE | random selection of n_sols vectors |

Table 4.2. Description of the implemented selectors.

As previously mentioned, all the selectors in this library accept two parameters:
Populationand min_. This configuration suits the majority of selectors. However, some
operators require a larger enclosing scope; this is the case of tournament selection which
requires an additional parameter: the selection's pressure. To remedy this situation,
Python closures are used to provide the selectors with the necessary outer scope. In this
sense, the prefixprmin prm_tournamentepresents the usage of a Python closure which
allows the user to parametrize the necessary pressure. Similarly, prm_dernd_selection
receives an outer parameter called n_sols which tells the function how many random
vectors to select for the sake of the DE's mutation. In this sense, the parametern_sols
allows for easily including different DE mutation strategies, as these might include
different amounts of random vectors.

4.4.3 Variation Functions

The functioning of an metaheuristic directly depends on the procedural steps that con-
trol the candidate-solutions' movement across search space ( and between iterations
8to 8, 1. These steps fully characterize the algorithm and its logic. However, there is
another important component, that can be abstracted from the algorithms' high-level
steps: the operators. In the evolutionary algorithms, these can be the crossover, the
mutation and, in some cases, the reproduction. In swarm intelligence, these are the
force-generating equations that update the particles’ positions. In a local search, these
are the neighbor-generating functions (aka the neighborhood functions). This library
provides a wide range of different variation operators for different types of metaheuris-
tics and optimization problems. Moreover, we formalize a connection between the
local search and the evolutionary branches of metaheuristics, smoothing the distinc-
tion between the EA mutation and the LS neighbor-generating operators. That is, the
mutation functions used with GA, GP, or GSGP can be directly used for HC or SA. In
our opinion, this decision enhances the flexibility, the reliability and the objectiveness
of the direct comparison between EAs and LSs.

Given the aforementioned equivalency between EA mutation and LS neighborhood
generation, the variation functions implemented in this library are classified in three
types: the mutators, the crossovers, and the force-generating equations, the latter
being specific to PSO. In GPOL, the variation operators act directly upon solution
representations and return new, potentially improved, representations. For this reason,
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the conventional signature for the EAs' variation operators and their output is the
following:

~

mutator(repr_) where repr_stands for the representation of a single parent solution
to be mutated, and the function returns the mutated copy of repr_; and

crossover(pl_repr, p2_repwhere pl_reprand p2_reprstand for the representations
of two different parents, and the function returns two modified copies of pl_repr
and p2_repr

There is one interesting saying, frequently attributed to General MacArthur:  The
rules are mostly made to be brokenThis is also the case of this library, as there are
several exceptions regarding the aforementioned guidelines. Some operators require
more than the aforementioned parameters to work out. For example, the ball mutation,
typically used in continuous optimization, requires two additional parameters: the
probability of applying the operator at a given position of the solution's representation
and the radius of the ball. This kind of exception is generally handled by means
of Python closures, which provide all the necessary outer scope for the mutation
operators. Similarly, not all the variation operators will have the same return. A
notorious example of such exception regards the efficient implementation of GSOs: as
the computation is performed semantics, to reconstruct the trees after executing the
evolutionary process, one needs to keep track of the random trees generated during
the operators' application. For this reason, GSOs will also output the random trees to
allow the efficient implementation as proposed in [46, 44].

Although DE can be classified as an EA, some of the structural differences did
not allow us to maintain the aforementioned guidelines for its signature and output;
as such, the variation operators for DE will follow a different convention. Several
alternative mutation strategies were proposed in the literature and their enumeration
and descriptions can be found in [55] and [63]. Most of them are present in this library.
The list below presents the signatures for the DE mutation and crossover operators and
their output.

~

DE/rand/N: one type of DE mutation that creates the donor vector (the mutant)
from adding # weighted differences between 2# randomly selected parent
vectors to another22# . 1°C random parent. The underlying weights are provided
by to the functions through the Python closures. Thus, the signature of these
functions simplifies to mutator(parents)where parentsis a collection containing
12# ., 1°randomly selected parents. The function returns one donor vector (the
mutant).

DE/best/N another type of DE mutation that creates the donor vector from adding
# weighted differences between 2# randomly selected parent vectors to the best
parent at the current iteration. Similar to DE/rand/N, the weights are provided
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through the Python closures. The signature of these functions simplifies to
mutator(best, parents)vhere beststands for the best parent and parentscontains
12# . 1°random parents. The function returns one donor vector (the mutant).

DE/target-to-best/1 another type of DE mutation that creates the donor from
summing the target vector's (the current parent) two weighted differences: one
between two randomly selected parents and one between the best parent and the
target vector itself. Similar to the previous operators, the weights are provided
through the Python closures. The signature of these functions simplifies to
mutator(target, best, parentsihere targetstands for the current parent, beststands
for the best parent and parentscontain two random parents. The function returns
one donor vector (the mutant).

crossover(donor, targetyvhere donorand target stand for the representations of
two different vectors: the donor vector, generated by means of mutation, and the
target vector (current parent). The function returns the trial vector (result of the
DE's crossover).

Regarding PSO, the force-generating equations must receive the following four
parameters: the position of the particle ? in ( (pos_p, the velocity vector from the
previous iteration ( v_p), the best-so-far location found by ? (IBest_p, the best-so-far
location found by the swarm ( gBes}, and, finally, the current and the maximum number
of iterations (being the latter two necessary for the inertia's update). All the remaining
parameters must be provided in the outer scope by means of Python closures. In this
sense, the prefixprmin prm_psorepresents the usage of a closure that allows the user
to specify the necessary social €1) and cognitive (c2) factor weights, along with the
inertia's range (w_maxand w_min).

The module called variatorsimplements all the necessary variation operators that
can be used to solve any kind of problem admitted in this library. Table 4.3 enumerates
them operators and describes their functionalities. More specifically, the column
Function represents the name of the implemented initialization function; MH type
identifies the type of metaheuristic for which the selector can be used; and, finally, the
column Descriptionbriefly describes each function.

4.5 Solutions

The purpose of a search algorithm is to solve a given problem. The search process
consists of travelling across the search spacg in a specific manner (which is embedded
in the algorithm's definition). This tour consists of generating solutions from ( and
evaluating them through 5. In this context, a solution can be seen as the essential com-
ponent in the mosaic composing this library. Concretely, we implement a special data
structure, called Solution , which encapsulates the necessary attributes and behavior
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Function OP MH Description

one_point_xo one point crossover

prm_n_point_xo(n) = point crossover

binary_flip Knapsack01 flips a randomly selected value (@ =!®)
prm_ibinary_flip(prob) @=!@with %" £="?7A>1
prm_rnd_int_ibound(prob, Ib, ub) KnapsackBounded GA HC,SA | @ * f;1- Dgwith %" £=?A>1
partially_mapped_xo Tsp partially mapped crossover

prm_iswap_mtn(prob) random swap of the & element with %" £ = ?A>1
geometric_xo geometric crossover [147]

prm_iball_mtn ball mutation [147]

de_binomial_xo(prob) binomial crossover for DE

de_exponential_xo(prob) exponential crossover for DE

de_rand Continuous Function DE DE/RAND/N mutation scheme

de_best DE/BEST/N mutation scheme

de_target_to_best DE/TARGET-TO-BEST/N mutation scheme
prm_pso(cl, c2, w_max, w_min) A-PSO PSO's force-generating equation (aka update rule)
swap_Xxo standard GP's crossover (aka swap crossover)
prm_gs_xo(initializer, device) GSC that works upon tree-like representations [148]
hoist_m.tn {GA, HC, SA} ho?st mutati_on

prm_point_mtn(sspace, prob) SML-IP point mutation

prm_subtree_mtn(initializer) standard GP's mutation (aka sub-tree mutation) [148]
prm_gs_mtn(initializer, ms) GSM that works upon tree-like representations
prm_efficient_gs_xo(X, initializer) GsGP efficient GSC that works upon semantics [46]
prm_efficient_gs_mtn(X, initializer, ms) efficient GSM that works upon semantics [46]

Table 4.3. Description of the implemented variators.

of a given candidate solution, specifically the unique identification, the representation
under the light of a given problem, the validity state under the lightof  (, and the fithess
value(s) (which can be several, depending if data partitioning was used). To ease the
library's flexibility, in this release, the solution's representation can take one of two
forms: either a list or a tensor (torch.Tensor. The former regards GP trees, and the latter
regards the remaining array-based representations.

Some algorithms manipulate whole sets of solutions at a time to perform such
a search. For this reason, in the scope of this library, a special class was created
to encapsulate the whole population of candidate solutions efficiently. Specifically,
to avoid redundant generations of objects to store a set of solutions, their essential
characteristics will be efficiently stored as a limited set of macro-objects, all encapsulated
in the class Population .

4.6 Conclusions

We presented GPOL: a new Python library for numerical optimization that unites,
under the same umbrella, a wide range of stochastic iterative search algorithms and
optimization problems. The library's flexible and modular implementation provides
the user with a controlled and intuitive environment for benchmarking. The efficient
implementation and optional GPU acceleration makes the library suitable for heavy
computational tasks. Moreover, the library provides for the implementation of several
state-of-the-art algorithms and is flexible enough to incorporate new techniques and
approaches easily. This contribution was developed to be useful for the scientific and
practitioner communities.
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4.7 Appendix

4.7.1 Create problem instances

In this section, we provide and explain the examples of how to create different problem
instances in GPOL. Each of the following sub-sections regards a conceptually different
type of problem and the order follows the presentation of optimization problems in
the Section 4.2.

4.7.1.1 Create an instance ofBox

Figure 4.10 shows how to create an instance ofBox problem to find the minimum
point of a 2D Rastrigin function, a popular continuous optimization test function in the
scientific community [12, 150]. As illustrated in the example and in the code comments,
the main steps are (1) define the search space , by specifying the number of dimensions
in the Rastrigin problem and the (regular) bounds and (2) create an instance of Box
problem by passing to the constructor the aforementioned (, the fitness function, the
optimization's purpose and whether to bound the outlying solutions' dimensions.

import torch
from gpol.problems.continuous import Box
from gpol.problems.utils import rastrigin_function

# Defines the processing device

device = "cuda" if torch.cuda.is_available() else "cpu"

# Defines the lower and upper bounds at each dimension

bounds = torch.tensor([-5.12, 5.12], device=device)

# Creates the search space

sspace_continuous = {"n_dims": 2, "bounds": bounds}

# Creates problem's instance

pi_continuous = Box(sspace=sspace_continuous, ffunction=rastrigin_function,
min_=True, bound=True)

Figure 4.10. Demonstration of how to create an instance of Box problem.

4.7.1.2 Create an instance of TSP

Figure 4.11 shows how to create an instance of TSP to find the minimum travel distance
tour between 13 cities. The first part of the example defines a (symmetric) distance
matrix whose 18- %entry corresponds to the distance from location 8to location 9in
miles (for more information, follow the source from which the example was taken [209]).
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from gpol.problems.tsp import TSP
from gpol.utils.utils import travel_distance

# Defines a symmetric distance matrix

dist_mtrx = torch.tensor(]

[0, 2451, 713, 1018, 1631, 1374, 2408, 213, 2571, 875, 1420, 2145, 1972],

[2451, 0, 1745, 1524, 831, 1240, 959, 2596, 403, 1589, 1374, 357, 579],

[713, 1745, 0, 355, 920, 803, 1737, 851, 1858, 262, 940, 1453, 1260],

[1018, 1524, 355, 0, 700, 862, 1395, 1123, 1584, 466, 1056, 1280, 987],

[1631, 831, 920, 700, O, 663, 1021, 1769, 949, 796, 879, 586, 371],

[1374, 1240, 803, 862, 663, 0, 1681, 1551, 1765, 547, 225, 887, 999],

[2408, 959, 1737, 1395, 1021, 1681, 0, 2493, 678, 1724, 1891, 1114, 701],

[213, 2596, 851, 1123, 1769, 1551, 2493, 0, 2699, 1038, 1605, 2300, 2099],

[2571, 403, 1858, 1584, 949, 1765, 678, 2699, 0, 1744, 1645, 653, 600],

[875, 1589, 262, 466, 796, 547, 1724, 1038, 1744, 0, 679, 1272, 1162],

[1420, 1374, 940, 1056, 879, 225, 1891, 1605, 1645, 679, 0, 1017, 1200],

[2145, 357, 1453, 1280, 586, 887, 1114, 2300, 653, 1272, 1017, 0, 504],

[1972, 579, 1260, 987, 371, 999, 701, 2099, 600, 1162, 1200, 504, 0]], dtype
=torch.float, device=device)

# Creates the search space

sspace_tsp = {"distances": dist_mtrx, "origin": 0}

# Creates problem's instance

pi_tsp = TSP(sspace=sspace_tsp, ffunction=travel_distance, min_=True)

Figure 4.11. Demonstration of how to create an instance of TSP problem.

Note that the matrix can also be asymmetric. Once the distance matrix is declared,
one has to do only two things: create a TSP-specific (, by providing the distance
matrix and the index of the origin city, and declare an instance of TSP, by providing
the (, the fitness function (in this case, the travelling distance), and the optimization's
purpose (minimization). When compared to the example of Figure 4.10, one can already
notice the intrinsic characteristics of the APl in regards to problem instances creation.
Note that the variables defined and used there, namely the device are assumed to be
accessible in the enclosing scope of the current example.

4.7.1.3 Create an instance of Knapsack

Figure 4.12 shows how to create an instance ofKnapsack01 and KnapsackBounded
problems to pack a fixed-size knapsack with the most valuable items from the set of
available items. Recall that the latter allows one to have several copies of an item. In this
example, the items' weights and values are randomly generated 1D tensors (vectors);
however, these can hold any user-specified values (for example, one can import them
from afile). Note that both instances in this example use the same ( ; the only difference
is that, before creating an instance of KnapsackBounded, ( is altered in the capacity
and added to the items' quantity bounds (in this example, each item can appear four
times at most).
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from gpol.problems.knapsack import KnapsackOl, KnapsackBounded

# Chooses the random state's seed

seed = 0

# Sets the random state (for generation of random weights and values)

torch.manual_seed(seed)

# Defines the number of items and knapsack's capacity

n_items, capacity = 17, 40

# Randomly generates items' weights and values

weights = torch.FloatTensor(n_items).uniform_(1, 9).to(device),

values = torch.FloatTensor(n_items).uniform_(0.5, 20).to(device)

# Creates the search space

sspace_knapsack01l = {"capacity": capacity, "n_dims": n_items,
"weights": weights, "values": weights}

# Creates an instance of KnapsackO01l

pi_knapsack0l1 = KnapsackOl(sspace=sspace_knapsack01l,
ffunction=torch.matmul, min_=False)

# Defines maximum number of items' copies

max_rep = 4

# Copies the search space for the KnapsackBounded problem

sspace_knapsack04 = sspace_knapsackO1l.copy()

# Overrides capacity and adds bounds to the search space

sspace_knapsack04["capacity"] = capacity*max_rep

sspace_knapsack04["bounds"] = torch.stack((torch.zeros(n_items),
max_rep*torch.ones(n_items))).to(device)

# Creates an instance of KnapsackBounded

pi_knapsack04 = KnapsackBounded(sspace=sspace_knapsack04,
ffunction=torch.matmul, min_=False)

Figure 4.12. Demonstration of how to create instances of Knapsack01 and
KnapsackBounded problems.

4.7.1.4 Create an instance of SML

Figure 4.13 shows how to create an instance ofSML to predictthe median value of owner-
occupied homes in Boston, a popular dataset for the ML algorithms benchmark [158],
originally published by [84].

4.7.2 Algorithms' creation and application for problem-solving

This section shows and explains how to create different algorithm instances and apply
them for problem-solving. Each of the following sub-sections regards a conceptually
different type of algorithm and the order follows the presentation of metaheuristics in
the Section 4.3. It is necessary to mention that the code snippets of this section assume
that variables created in Section 4.7.1 are cached , thus accessible in the enclosing
scope .

4.7.2.1 Apply random search

Figure 4.14 shows how to apply the RS algorithm to solve all the aforementioned
problem instances, except SMLGS because it was specifically designed to work with
GSGP. The script exemplifies how a given metaheuristic, such as RS, can be usedto solve
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from torch.utils.data import TensorDataset, DatalLoader
from gpol.problems.inductive_programming import SML
from gpol.utils.datasets import load_boston

from gpol.utils.utils import train_test_split, rmse

from gpol.utils.inductive_programming import function_map

# Loads the data

X, y = load_boston(X_y=True)

# Defines parameters for the data usage

batch_size, shuffle, p_test = 50, True, 0.3

# Performs train/test split

X_train, X_test, y_train, y_test = train_test_split(X, y, p_test=p_test,
seed=seed)

# Creates training and test data sets

ds_train = TensorDataset(X_train, y_train)

ds_test = TensorDataset(X_test, y_test)

# Creates training and test data loaders

dl_train = DatalLoader(ds_train, batch_size, shuffle)

dl_test = DataLoader(ds_test, batch_size, shuffle)

# Characterizes the program elements: function and constant sets

fset=[function_map["add"], function_map["sub"], function_map["mul"],
function_map["div"]]

cset=torch.tensor([-1.,-.5, .5, 1.], dtype=torch.float64, device=device)

# Defines the search space

sspace_sml = {"n_dims": X.shape[l], "function_set": fset,
"constant_set": cset, "p_constants": 0.1, "max_init_depth": 5,
"max_depth": 15, "n_batches": 1}

# Creates an instance of SML

pi_sml = SML(pi=sspace_sml, ffunction=rmse, dl_train=dl_train,
dl_test=dl_test, min_=True, n_jobs=2)

Figure 4.13. Demonstration of how to create an instance of SML problem.

any type of problem in the scope of this library. The modular implementation allows
one to reuse RandomSearchs code for any type of problem easily by simply providing
the algorithm's instance with a problem-specific initialization function. In this sense,
the initialization functions generate initial solutions according to the instance's search
space( .

4.7.2.2 Apply local search

Figure 4.15 shows how to use one of the available LS algorithms - the SA - to solve
the aforementioned problems; note that the variables defined and used in Figure 4.14
are assumed to be cached, thus accessible in the enclosing scope of this exam-
ple. Figure 4.15 shows that the implementation of SA allows one to solve any type
of problem easily, if provided the correct problem-specific initialization and neighbor-
hood functions (the latter can accept the some parameters because Python closures
were used in their implementation). The dictionary neighborhood_functiordefines the
problem-specific neighborhood functions that, in the for loop, are appended to the
problem-specific dictionary of the algorithm's hyperparameters ( par9. Once the set of
algorithmic parameters is defined, the SimulatedAnnealing 's constructor is provided
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from gpol.algorithms.random_search import RandomSearch
from gpol.operators.initializers import rnd_vuniform, prm_rnd_vint,
rnd_vshuffle, grow

# Defines demos' computational resources
ps, n_iter = 100, 20
# Recomputes the resources for RandomSearch
n_iter_rs = 100*20
# Creates parameters' dictionary
pars = {"Rastrigin": {"pi": pi_continuous, "initializer": rnd_vuniform,
"seed": seed, "device": device},
"Knapsack01": {"pi": pi_knapsack01, “initializer": prm_rnd_vint(),
"seed": seed, "device": device},
"KnapsackBounded": {"pi": pi_knapsack04, "initializer": prm_rnd_vint(
0, max_rep+1), "seed": seed, "device": device},
"TSP": {"pi": pi_tsp, "initializer": rnd_vshuffle, "seed": seed,
"device": device},
"Boston": {"pi": pi_sml, "initializer": grow, "seed": seed,
"device": device}}
# Applies RandomSearch on 5 different problem types
for prob, pars_i in pars.items():
print("Problem: {}".format(prob))
mheuristic = RandomSearch(**pars_i) # creates RandomSearch's instance
mheuristic.solve(n_iter_rs)
print("Best fitness: {:.3f}".format(mheuristic.best_sol.fit.item()))
print("Best solution:", mheuristic.best_sol.repr_, end="\n\n")

>Problem: Rastrigin
>Best solution's fitness: 1.084
>Best solution: tensor([0.0184, -0.9844])

>Problem: Knapsack01
>Best solution’s fitness: 81.624
>Best solution: tensor(f0, O, 1, 0, 0, 0, 0, O, 1, 1, O, 1, O, 1, 1, 1, 1])

>Problem: KnapsackBounded
>Best solution's fitness: 460.080
>Best solution: tensor([1, 3, 3, 2, 3, 4, 0, 2, 3, 0, 0, 4, 2, 1, 3, 4, 4]

>Problem: TSP
>Best solution's fithess: 10021.000
>Best solution: tensor([3, 2, 11, 12, 8, 1, 4, 6, 5, 10, 9, 7]

>Problem: Boston
>Best solution's fithess: 7.629
>Best solution: [div, 11, 10]

Figure 4.14. Example of RandomSearcHs application in different problem-solving.
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from gpol.algorithms.local_search import SimulatedAnnealing

from gpol.operators.initializers prm_grow

from gpol.operators.variators prm_iball_mtn, prm_ibinary_flip, \
prm_rnd_int_ibound, prm_iswap_mtn, prm_subtree_mtn

# Creates a dictionary with problem-specific neighborhood functions
neighborhood_functions = {"Rastrigin": prm_iball_mtn(prob=0.5, radius=0.3),
"KnapsackO01l": prm_ibinary_flip(prob=0.5),
"KnapsackBounded": prm_rnd_int_ibound(prob=0.5, |b=0, ub=max_rep+1),
"TSP": prm_iswap_mtn(prob=0.5),
"Boston": prm_subtree_mtn(initializer=prm_full(sspace_sml))}
# Applies SimulatedAnnealing on 5 different problem types
for prob, pars_i in pars.items():
pars_i["nh_function"] = neighborhood_functions[prob]
pars_i["nh_size"] = ps]
print("Problem: {}".format(prob))
mheuristic = SimulatedAnnealing (**pars_i)
mheuristic.solve(n_iter)
print("Best fitness: {:.3f}".format(mheuristic.best_sol.fit.item()))
print("Best solution:", mheuristic.best_sol.repr_, end="\n\n"))

> Problem: Rastrigin
> Best solution’s fitness: 8.956
> Best solution: tensor([7.1427e-04, 2.9878e+00])

> Problem: Knapsack01l

> Best solution's fitness: 98.669

> Best solution: tensor([0., 1., 0., 1., 0., 1., 1., 1., 1., 0., O., 1., O.,
0., 0., 1., 1]

> Problem: KnapsackBounded

> Best solution's fitness: 468.809

> Best solution: tensor([0., 3., 2., 4., 2., 3., 0., 0., O., 4., 3., 0., O,
1., 4., 4., 41))

> Problem: TSP
> Best solution's fitness: 8225.000
> Best solution: tensor([7, 9, 12, 6, 8, 1, 11, 10, 5, 4, 3, 2]

> Problem: Boston

> Best solution's fitness: 4.568

> Best solution: [sub, add, div, 5, 4, 5, div, 6, add, mul, add, -0.5, 12,
add, -0.5, -1.0, div, 7, 5]

Figure 4.15. Example of SimulatedAnnealing 's application in different
problem-solving.

the necessary parameters' dictionary, and the search is executed for a given number of
iterations. Note that a detailed description of the neighborhood functions, along with
other operators, can be found in Section 4.4.

4.7.2.3 Apply genetic algorithms

Figure 4.16 shows how to apply the GAs to solve the aforementioned problems. The
reason why this example was placed after presenting GP relates to the aforementioned
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paragraph: the flexible design of the library and, particularly, the class GeneticAlgo-
rithm , allows using the GA (and LS) for any kind of representation, including trees.
Note that this example follows the variables defined in previous demonstrations, where
the reader was shown how to apply RS and SA for solving different types of problems,
which are assumed to be cached. The current example shows how GA can be applied
to solve any type of problem when provided problem-specific initialization, mutation,
and crossover functions. Note that, in context of GA, the LS's neighborhood's size and
functions are seen as the GA's population's size and mutation operators, respectively,
and vice-versa.

From the figure, two dictionaries are created to store the problem-specific initial-
ization and crossover functions: pb_initializersand pb_crossoversespectively. In the
for loop, these are appended to the problem-specific dictionary of the algorithm's
parameters (par9. Once the set of algorithmic parameters is defined, the GeneticAl-
gorithm constructor is provided the necessary parameters' dictionary, and the search
is executed for a given number of iterations. Note that a detailed description of the
crossover functions, along with the other operators, can be found in Section 4.4.

4.7.2.4 Apply GSGP

Figure 4.17 shows how to use the GSGP algorithm to predict the median value of
owner-occupied homes in Boston. Consider the main differences in the API's usage.
First, unlike it happened when solving an instance ofthe SML problem type, an instance
of SMLGS receives two tensors instead: - representing the input data and Hthe real-
valued target. Second, to create an algorithm's instance, one must specify two additional
parameters: path_init_popand path_rts which represent the connection strings toward
the initial and random trees' repositories, respectively. During GSGP's execution,
constructed trees are stored in those folders to make individual reconstruction possible.

4.7.2.5 Reconstruct trees after GSGP

Figure 4.18 shows how to reconstruct individuals generated by means of GSGP (consult
Section 4.7.2.4 to see how these are created). From Figure 4.18 , we can see that the user
only needs to specify the path toward the initial population's trees ( path_init_poy), the
random trees that were generated throughout the evolutionary process ( path_rt9, and
the path toward the table containing the historical records about all the individuals
(path_history. Then, one has to create a reconstruction function, choose the index of
the individual to reconstruct, and finally, reconstruct it.

4.7.2.6 Apply differential evolution

Figure 4.19 shows how to use DE metaheuristic to solve a continuos optimization
problem. In this example, we decide to choose the previously defined instance with
Rastrigin's function (see Figure 4.10), which was already explored in the context of
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from gpol.algorithms.genetic_algorithm import GeneticAlgorithm

from gpol.operators.initializers import rnd_muniform, prm_rnd_mint,
rnd_mshuffle, rhh

from gpol.operators.variators geometric_xo, one_point_xo,
partially_mapped_xo, swap_crossover

# Creates a dictionary with problem-specific PB initializers

initializers = {"Rastrigin": rnd_muniform, "Knapsack01": prm_rnd_mint(),

"KnapsackBounded": prm_rnd_mint(0, max_rep+1), "TSP": rnd_mshuffle, "Boston"
: rhh}

# Creates a dictionary with problem-specific crossovers

crossovers = {"Rastrigin": geometric_xo, "Knapsack01": one_point_xo,
"KnapsackBounded": one_point_xo, "TSP": partially_mapped_xo,
"Boston": swap_crossover}

# Applies GeneticAlgorithm on 5 different problems types

for prob, pars_i in pars.items():
# Updates the initializer, and adds the selector and the crossover
pars_i["initializer"] = pb_initializers[prob]
pars_i["selector"] = prm_tournament(pressure=0.1)
pars_i["crossover"] = pb_crossovers[prob]
# Renames 'nf_function' with "mutator’ and "nh_size' with “pop_size'
pars_i["mutator"] = pars_i.pop("nf_function")
pars_i["pop_size"] = pars_i.pop("nh_size")
print("Problem: {}".format(prob))
mheuristic = GeneticAlgorithm(**pars_i, p_m=0.3, p_c=0.7, elitism=True,

reproduction=False if "Boston" in prob else True)

mheuristic.solve(n_iter)
print("Best fitness: {:.3f}".format(mheuristic.best_sol.fit.item()))
print("Best solution:", mheuristic.best_sol.repr_, end="\n\n"))

> Problem: Rastrigin
> Best solution's fitness: 0.0
> Best solution: tensor([-9.9587e-04, -2.3533e-05])

> Problem: Knapsack01l
> Best solution's fitness: 97.061
> Best solution: tensor([1, 1, 0, 0, O, 1, 1, 1, 1, 0, O, 1, O, 1, O, O, 1))

> Problem: KnapsackBounded
> Best solution's fitness: 457.866
> Best solution: tensor([4, 1, 3, 2, 4, 2, 0, 0, 1, O, 4, 0, O, O, 4, 4, 3))

> Problem: TSP
> Best solution’s fitness: 8062.000
> Best solution: tensor([3, 4, 11, 12, 6, 8, 1, 10, 5, 9, 2, 7]

> Problem: Boston
> Best solution's fitness: 5.061
> Best solution: [add, add, add, add, div, 11, 10, div, 5, add, add, div,

11, 10, div, 11, 10, 7, div, 5, 12, div, div, 11, 10, 12, div, 5, 12]

Figure 4.16. Example of GeneticAlgorithm 's application in different problem-solving.
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import os

from gpol.algorithms.genetic_algorithm import GSGP

from gpol.problems.inductive_programming import SMLGS

from gpol.operators.variators import prm_efficient_gs_xo,
prm_efficient_gs_mtn

# Creates the search space

sspace_sml_gs = {"n_dims": X.shape[l], "function_set": f_set,
"constant_set": c_set, "p_constants": 0.1, "max_init_depth": 5}

# Splits the data: gets partitions' indices only

train_indices, test_indices = train_test_split(X=X, y=y, p_test=p_test,
shuffle=shuffle, indices_only=True, seed=seed)

# Creates as instance of SMLGS, a specially adapted SML type for GSOs

pi_sml_gs = SMLGS(sspace=sspace_sml_gs, ffunction=rmse, X=X, y=y,
train_indices=train_indices, test_indices=test_indices,
batch_size=batch_size, min_=True)

# Setup logging properties

path=o0s.path.join(os.path.dirname(os.path.realpath(__file__)), "logFiles")

path_rts = os.path.join(path, "reconstruct”, "rts")

path_init_pop = os.path.join(path, "reconstruct", "init_pop")

for path_i in [path, path_init, path_rts]:
if not os.path.exists(path_i):

os.makedirs(path_i)

# Defines GSM's steps

to, by = 5.0, 0.25

ms = torch.arange(by, to + by, by, device=device)

# Creates GSGP's instance

mheuristic = GSGP(pi=pi_sml_gs, path_init_pop=path_init_pop, path_rts=
path_rts, pop_size=pop_size, initializer=rhh, selector=prm_tournament
(0.1), mutator=prm_efficient_gs_mtn(X, prm_grow(pi_sml_gs), ms),
crossover=prm_efficient_gs_xo(X, prm_grow(pi_sml_gs)), p_m=.3,
p_c=.7, reproduction=False, seed=seed, device=device)

mheuristic.solve(n_iter=n_iters, test_elite=True)

print("Best training fitness = {:.3f}".format(mheuristic.best_sol.fit))

print("Best test fitness = {:.3f}".format(mheuristic.best_sol.test_fit))

print("Best solution's depth:", mheuristic.best_sol.depth)

# Writes history for individuals' reconstruction

mheuristic.write_history(path+"GSGP_history.xlsx")

> Best solution’s training fitness: 5.089
> Best solution's test fithess: 5.449
> Best solution's depth: 64

Figure 4.17. Example of GSGP's application in symbolic regression problem-solving.
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import pandas as pd
from gpol.utils.inductive_programming import prm_reconstruct_tree,
_get_tree_depth

# Reads history file

history = pd.read_excel(path + "GSGP_history.xlsx", index_col=0)

# Creates a reconstruction function

reconstructor = prm_reconstruct_tree(history, path_init_pop, path_rts,
device)

# Chooses the most fit individual to reconstruct (any other can be chosen)

start_idx = history["Fitness"].idxmin()

# Reconstructs the individual from the chosen index

tree = reconstructor(start_idx)

# Prints the individual's length, depth and representation

print("Best solution's length:", len(tree))

print("Best solution's depth:", _get_tree_depth(tree))

print("Best solution:", tree)

> Best solution’s length: 474178

> Best solution’s depth: 44

> Best solution: [add, add, add, mul, If, add, sub, 1.2, add, mul, 8, 9, div
, 5,9, -1.6, add, mul, If, add, 12, sub, 3, ...]

Figure 4.18. Example of GSGP's reconstruction.

LS and GA (see Figures 4.15 and 4.16, respectively). The example uses the so-called
DE/rand/1/bin search strategy [63]: the base vector for the mutation is chosen at
random (rand ), there is one weighted difference of randomly selected vectors (1)

and the crossover is binomial ( bin ). Since the number of weighted differences is 1, the
mutation requires one weight parameter that is provided to the algorithm'’s constructor

( m_weights=torch.tensor([0.9], device=devjcepiven that this kind of DE's mutation
strategy requires selection of three random individuals, the function prm_dernd_selection
receives a value of 3.

4.7.2.7 Apply particle swarm optimization

Figure 4.20 shows how to use one of the available PSO algorithms (S-PSO), to solve a
continuos optimization problem. In this example, we decided to choose the previously
defined instance with Rastrigin's function (see Figure 4.10), which was already explored

in the context of LS, DE, and GA (see Figures 4.15, 4.19 and 4.16, respectively).

4.8 Supplementary Materials

In this section, we study GPOL's algorithms accuracy on a varied set of conceptually
distinct problems. Every subsequent subsection regards one of the three main problem
types considered in GPOL.: continuous, combinatorial and SML (Sections 4.8.1, 4.8.2
and 4.8.3, respectively).
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from gpol.operators.selectors import prm_dernd_selection
from gpol.operators.variators import de_rand, de_binomial_xo
from gpol.algorithms.differential_evolution import DifferentialEvolution

# Chooses the Rastrigin problem

prob = "Rastrigin"

print("> Problem: {}".format(prob))

# Defines DifferentialEvolution's parameters

mheuristic = DifferentialEvolution(pi=pars[prob]["pi"], pop_size=ps,
initializer=pars[prob]["initializer"], selector=prm_dernd_selection(
n_sols=3), mutator=de_rand, crossover=de_binomial_xo, m_weights=torch.
tensor([0.9], device=device), c_rate=0.5, seed=pars[prob]['seed"],
device=pars[prob]["device"])

mheuristic.solve(n_iter)

print("> Best fitness: {:.3f}".format(mheuristic.best_sol.fit.item()))

print("> Best solution:", mheuristic.best_sol.repr_)

> Problem: Rastrigin
> Best fitness: 0.000
> Best solution: tensor([0.0010, -0.0029])

Figure 4.19. Example of DifferentialEvolution 's application in continuous
optimization.

from gpol.operators.variators import prm_pso
from gpol.algorithms.swarm_intelligence import SPSO

# Chooses the Rastrigin problem

prob = "Rastrigin"

print("> Problem: {}".format(prob))

mheuristic = SPSO(pi=pars[prob]["pi"], pop_size=ps, initializer=pars[prob]
["initializer"], mutator=prm_pso(c1=2.0, ¢2=2.0, w_max=0.9, w_min=0.4),
seed=pars[prob][“seed"], device=pars[prob]["device"])

mheuristic.solve(n_.iter)

print("> Best fitness: {:.3f}".format(mheuristic.best_sol.fit.item()))

print("> Best solution:", mheuristic.best_sol.repr_)

> Problem: Rastrigin
> Best fithess: 0.000
> Best solution: tensor([0.0009, 0.0010])

Figure 4.20. Example of SPSOs application in continuous optimization.
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4.8.1 Continuous optimization problems

To study the algorithms' performance on continuous problems, we considered four
optimization functions commonly used in the scientific community for algorithms'
assessment [188, 55, 126, 9]: Rosenbrock, Rastgrigin, Ackley, and De Jong's spherical
function. In our experiments, each problem was studied with =2and =30, and
the global minimum for all the 4 functions is 0 (at each dimension). The corresponding
D-dimensional formulations are as follows:

O1
Bopaz1a>@ =  1G1 G%,10 G (4.1)
&1
with 0=1and 1= 100 and 2048 G 24048
0
50BCcA868S = , G cos2 G (4.2)
&1
with =10and 512 & 512
—_— ~ |
© ¢ 10 a 10
52..441@ = Oexp- 1 — C%® exp — cost2@® , 0, exptl° (4.3)
« &1 &1

with 0=20,1=02,2=2 ,and 32768 G 32768

30 4ad@®= G (4.4)
&1
with 5412 & 512
Several algorithms were considered in the study: RS (which serves as abaseline), HC,
SA, GA, DE, S-PSO and A-PSO. The initial candidate solutions in each algorithm were
generated under the continuous uniform distribution, with parameters corresponding
to the constraints of the underlying problem. The neighborhood/mutation function
was the ball mutation with a fixed radius of 03, and a probability of mutating a
solution's representation a given index of 0s5and 02for = 2and = 30, respectively.
The GA was studied with tournament selection, whose pressure was set to 0408, and
geometric crossover; the probabilities of applying the crossover and the mutation
operators were set to 0«7 and 03 respectively; elitism and reproduction were allowed.
The PSO was studied in both synchronous and asynchronous variants (S-PSO and
A-PSO, respectively). Both variants shared the same parameters. The learning factors
that control the effect of the social and cognitive influence on a particle (1 and
2, respectively), were set to 2. A time-decreasing inertia weight ( F) was used in
range »0+4-0+9% The velocity vector was clamped at 3+0. The DE was studied in the
configuration *14B@-18=which correspondsto Egs= Gapc 1'Gu Gr°, 2'Gs
Gu®, where G 4pds the current best solution, 1 and » are the corresponding mutation
factors with values 1= 5 = 0¢7, and the crossover is binomial.
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All the algorithms were executed for 100 iterations with a neighborhood/popu-
lation/swarm size of 50 solutions; the only exception was RS, which was run for an
equivalent total number of fitness function evaluations ( 10x50). Performances were
reported after 30 independent runs. Figure 4.21 shows the cross-run average fitness
during various iterations, and Figure 4.22 illustrates the fitness distribution for the last
generation of each run. The Gaxis of in the Figure 4.21 enumerates successive iterations
of the experiment, whereas the Haxis represents the respective averaged (across 30
runs) fitness values; the last row of the lattice-plot provides the title for the Glabel,
that is shared by the sub-plots in above; at the top of each sub-figure, problems' names
and dimensionalities are reported. The Gaxis of in the Figure 4.22 report different
metaheuristics, whereas the Haxis represents the respective fithess values; at the top of
each sub-figure, problem's name and dimensionality are reported. All the problems are
minimization problems, and the fithess value corresponds to the function evaluation
itself. It is possible to observe that A-PSO performs consistently better than all other
algorithms. Most of them outperform the results obtained with RS, with the exception
of HC and SA for the 2D versions of Ackley and Rastrigin. Multiple explanations could
describe this behavior, namely the bad initialization, propensity of the LS algorithms
to get stuck on locally-optimal solutions, sub-optimal hyper-parameters, and mere un-
fitness of the specific algorithms for these functions. Nonetheless, the same algorithms
effectively outperform RS on the 30D versions of the Ackley and Rastrigin, along with
other problems and dimensions, thus suggesting a correct implementation.

4.8.2 Combinatorial optimization problems

We continued our study with the combinatorial problems, namely the Travelling Sales-
man Problem (TSP), Binary Knapsack (also referred to as 0-1 Knapsack), and Bounded
Knapsack. TSP was formulated in a 13-city instance of the problem, adopting the same
distance matrix as used in [209]. Both 0-1 Knapsack and Bounded Knapsack refer to
random problem instances with 100 items and a total capacity of 1000. The Bounded
Knapsack had a maximum item repetition set to 4 items.

The study comprised RS, HC, SA, and GA. Other algorithms, due to their nature
and the underlying problem types, could not be used in this study. The initial candi-
date solutions in each algorithm were generated at random, according to the problems'
search space. For the 0-1 and Bounded Knapsack problems, the initial solutions were
generated under discrete uniform with parameters corresponding to the constraints of
the underlying problem. For the TSP problem, the initial solutions are random permu-
tations of cities. We used the swap, bit-flip and discrete-range neighborhood/mutation
functions for the TSP, 0-1 and Bounded Knapsack problem instances, respectively; the
probability of applying the operator at a given index of the solution's representation
was set to 0<2. The GA was studied with tournament selection, whose pressure was
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Figure 4.21. Comparative analysis of algorithms' performance on four common
continuous optimization problems. Cross-run average fithess during various
iterations. 62



Figure 4.22. Comparative analysis of algorithms' performance on four common
continuous optimization problems. Fitness distribution for the last generation of each
run, median value in parentheses.
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Figure 4.23. Comparative analysis of algorithms' performance on three common
combinatorial optimization problems. Cross-run average fithess during various
iterations.

Figure 4.24. Comparative analysis of algorithms' performance on three common
combinatorial optimization problems. Fitness distribution for the last generation of
each run, median value in parentheses.

set to 0«08. When solving the 0-1 and Bounded Knapsack problem instances, the one-
point crossover was used; whereas, when solving the TSP instance, partially-mapped
crossover was applied. The probabilities of applying the crossover and the mutation
operators were set to 0«7 and 03 respectively; elitism and reproduction were allowed.

Allthe algorithms were executed for 100 iterations with a neighborhood/population
size of 500 individuals; the only exception was RS, which was run for an equivalent
total number of fithess function evaluations ( 100x500). Performances were reported
after 30 independent runs. Figure 4.23 shows the cross-run average fitness on various
iterations, obtained from the current-best solution, and Figure 4.24 illustrates the fithness
distribution for the best-found solution on the generation of each run. Note that with
the adopted standard formulation, TSP is a minimization problem, while the two
Knapsack variants are maximization problems. Although no individual algorithm
appears to have a definitive dominance across problems, all of them outperform, as
expected, the results obtained with RS.
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4.8.3 Supervised Machine Learning problems

We conclude our study with SML problems, addressed from the perspective of inductive
programming [108, 183]. Specifically, we focused on the Boston regression problem
and on the Breast Cancer classification problem: two popular benchmark problems
in the scientific community [158]. The Boston regression problem stems from the
Harrison and Rubinfeld housing dataset [84], which contains 506 instances of Boston
houses described by 13 numeric or categorical attributes. The target is predicting
the value (price) of the dataset houses. The Breast Cancer classification problem is
related to a dataset first addressed by Street et al. [199], and the target is to assign a
benign or malignant label to 569 samples of breast exams. These are described by
30-dimensional precomputed features, extracted from from a digitized image of a fine
needle aspirate (FNA) of the breast mass.

In addition to the baseline RS, our study involved the standard GP, GSGP, as well as
HC and SA applied to the tree-based representations (HC-GP and SA-GP, respectively)

The initial candidate solutions in each algorithm were generated at random, accord-
ing to the problems' search space. For the LS algorithms, grow initialization with a
maximum initial depth of five was used; the PB algorithms were initialized with RHH
algorithms (also with a maximum depth of five levels). The neighborhood/mutation
function was the sub-tree mutation; in the case of GSGP, the so-called geometric se-
mantic mutation was used, with a maximum mutation step of 5. The both GP and
GSGP were studied with tournament selection, whose pressure was set to 0408. For GP,
swap crossover was used. The probabilities of applying the crossover and the mutation
operators were set to 0«7 and 03 for GP; for GSGP, only the mutation was used.

All the algorithms were executed for 30 iterations with a neighborhood/population
size of 500 individuals; the only exception was RS, which was run for an equivalent
total number of fitness function evaluations ( 30x500). Performances were reported after
30 independent runs. The fitness function used for both problems is root-mean-square
error (RMSE), computed as the difference between the predicted probabilities and
the binary target in the case of binary classification.

Coherently with the analysis conducted for continuous and combinatorial optimiza-
tion problems, Figures 4.25 and 4.26 clearly highlight the improvement over the RS.
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Figure 4.25. Comparative analysis of algorithms' performance on two supervised
machine learning problems. Cross-run average fitness during various iterations.
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Figure 4.26. Comparative analysis of algorithms' performance on two supervised
machine learning problems. Fitness distribution for the last generation of each run,
median fitness value and median classification accuracy in parentheses.
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5

Parameters optimization of the
Structural Similarity Index

Abstract: We exploit evolutionary computation to optimize the hand-crafted Structural
Similarity method (SSIM) through a data-driven approach. We estimate the best combi-
nation of luminance, contrast and structure components, as well as the sliding window
size used for processing, with the objective of optimizing the similarity correlation
with human-expressed mean opinion score on a standard dataset. We experimentally
observe that better results can be obtained by penalizing the overall similarity only for
very low levels of luminance similarity. Finally, we report a comparison of SSIM with
the optimized parameters against other metrics for full reference quality assessment,
showing superior performance on a different dataset.

5.1 Introduction

Full-reference measures for image quality assessment (IQA) provide a comparison
value between a pristine reference image and a potentially corrupted version of the
same image. These measures are used in a wide variety of applications, such as the
assembly of pleasing photo-collages, perceptual image compression, and its subsequent
transmission [227]. More recently, differentiable full-reference measures have also been
exploited as a guiding loss for gradient-based learning of neural networks, in the fields
of image generation and enhancement [98].

The structural similarity method (SSIM) [222] has been introduced as an effective
full-reference measure for image quality assessment, showing a good correlation with
the subjective evaluation provided by human observers, such as mean opinion score
(MOS), on standard datasets. Due to this correlation, it has been used as proxy
evaluation for human assessment in different applications, such as image deblurring
and super-resolution [59]. As a guiding optimization measure, however, other measures
are often preferred, based on the comparison of visual features at different levels of
abstraction [98]. A better approximation of human perception typically characterizes
such measures, at the cost of higher computational time when compared to SSIM.
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SSIM is a hand-crafted measure, computed from the comparison of luminance,
structure, and contrast of the input pair. It is characterized by manually-defined
parameters, such as exponentiation of each comparison element, and the window's
size for its processing. In this work, we augment the hand-crafted SSIM through a
data-driven approach, which allows reaching a higher correlation with the human
response in terms of quality assessment. We exploit Evolutionary Computation (EC)
techniques on standard image quality datasets to efficiently define the best combination
of parameters for the application of the SSIM measure.

5.1.1 Background and Related Works

SSIM compares a reference imageGand a corrupted image H, based on three indepen-
dent components: luminance, contrast, and structure [227]. The luminance information
is represented by each image's average ( ), thus the luminance comparison is:

G-t 12 g p, 1% &, 4, 1° (5.1)

where 1 is a small constant for numerical stability, as are ,and 3 in the following
equations for the other components. Contrastis represented through the use of standard
deviation (), and consequently the contrast-based comparison is:

AG-H=12 g, 20 2, &, ° (5.2)

Structure is computed by normalizing the images by the corresponding mean and vari-
ance. They are compared with the inner product, computed through their covariance
GH
BG-t=1* gH, 3% g H, 32° (5.3)

Finally, the three components are combined into:
(" G—-H »1G-WMs »2G-Hs BGCG-Mi (5.4)

Statistics gy fc-gand cnare computed locally witha 11 11 gaussian weighting
function, and eventually averaged.

Multiscale SSIM (MS-SSIM) [226] is an extension of SSIM based on its efficient appli-
cation at different resolutions. The Visual Information Fidelity (VIF) [185] is computed
by comparing the mutual information contained in each image. Several measures have
also been recently developed in a data-driven fashion. The perceptual loss (PL) [98]
exploits a neural network pretrained for image classification to extract features of each
image at different levels of abstraction, which are then compared through mean square
error. Amirshahi et al. [6] perform the comparison using traditional image quality
metrics such as SSIM. Bosse et al. [34] explicitly train a neural network for regression
of local full-reference image quality.
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5.2 Proposed Method

5.2.1 Search Space

The work presented in this paper is conceptually divided into two steps, each exploring
a different search space (). First, we explore the optimization of relative importance
of the three components of SSIM: luminance ( ), contrast ( ) and structure ( ); in this
case, the sliding window's size is fixed at 11 as suggested in [227]; we denote this search
space aq(: __o. Second, we extend the previous idea by including the sliding window's
size as a parameter € ) in our optimization procedure; we denote this search space as
(» —_ _p. Further experiments might include the optimization of stability constants

1, 2, 3, although we reserve this for future works. By adapting nomenclature
from EC, a given candidate-solution can be seen as a fixed-length chromosome of
real-values which size varies from 3 to 4, depending if the window's size is included
or not; formally, assuming (: __ _p a chromosome 2 at iteration 8assumes the form
B g= » _p8 - 28 - _o-3 -F_2.% Since the chromosome's values represent the
exponents associated to each SSIM component, we bound them in thel0— 3Vinterval,
thus giving each component the chance to range from rooted form, to linear, quadratic,
and up to cubic order. As a consequence of this decision, initial candidate-solutions
were generated under continuous uniform distribution * 10— 3%regardless of the
search algorithm and the search space.

Taking into consideration that the sliding window's size is an integer number and the
fact we are approaching the problem from the perspective of continuous optimisation,
we decided to create a special mapping from the set of admissible real-values in the
chromosome, to the set of admissible values for the window's size. More specifically,
the 10—3%interval was divided in 5 even sub-intervals, each representing an admissible
window size F 2 »/—9-11-13-15%

5.2.2 Fitness Function

Since the goal of our optimization problem (OP) is to find a set of parameters for
SSIM which maximises its similarity with MOS, we formalize the similarity measure 5
as Spearman's rank correlation coefficient (SRCC) between both measures, such that
5: (!'» 1-1%with higher values representing higher similarity, i.e., better fitness.
The domain 8B 2 ( can be formally defined as R® and R* in 10— 3%for (. __. and
(1 __ _p respectively.

5.2.3 Optimization Algorithms

The motivation behind the application of EC-based techniques is related to their
adaptive capacity to learn and control their environments [144]. It is important to
highlightthat the objective of this paperis not to perform an exhaustive hyper-parameter
exploration for the considered algorithms. Instead, our goal is to prove the suitability
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of the proposed method to optimize SSIM's parameters. For that, we experiment with
a set of semantically diverse algorithms: genetic algorithm (GA), differential evolution
(DE) and particle swarm optimization (PSO).

Grid Search  Given that the number of fitting parameters can be said small, one could
be tempted to simply apply an exhaustive search of the parameters' space. However,
this does not seem to be such an easy task for the following reasons. Although we bound
the search-space int0—3Yhype-cube, the space is continuous which means that the set
of candidate solutions is, in theory, infinite. However, even if one admits discretization

of the continuous search-space, following results presented in this paper we consider

3 decimal points, and admitting only 3 fitting parameters (  — — ), there will be 300C°
candidate-solutions to evaluate. Considering that one candidate-solution takes, in
average terms, 5 seconds to be evaluated on the set of 1700 images, divided in batches
of size 100, using a MSI GS65 Stealth Thin 8RF computer and GPU capabilities, then
300@ candidate-solutions will take 135000000000 seconds or 1562500 days. Whereas a
single execution of an optimization heuristic like Genetic Algorithm parametrized as

in our experiments, takes 250 seconds to generate one solution.

Genetic Algorithm (GA) Genetic algorithm is a meta-heuristic introduced by Hol-
land [87]. The algorithm starts with a random-like population of the candidate-solutions
(called chromosomes). Then, by mimicking natural selection and genetically-inspired
variation operators such as crossover and mutation, the algorithm breeds a population
of next-generation candidate-solutions (called offspring population), which replaces
the previous population (a.k.a. parents population). The procedure is iterated until
reaching some stopping criteria, like a predefined number of iterations (also called
generations).

In our experiments, GA was used with a tournament selection of size 2. The
survival was elitist, always copying the best individual into the next generation. Given
that chromosomes are vectors of real-valued numbers, we opted to use a geometric
crossover and ball-mutation with probabilities 0s7 and 0+3 respectively. In this case, the
resulting offspring always stands on the segment joining the points representing the
parents in the search space. Box-mutation, which consists of a random perturbation of
chromosome's values in a given range, was applied at every chromosome's position
with a probability of 02 and the bound of perturbation was setto 1. No inversion was
used.

Differential Evolution (DE) Differential evolution is a stochastic and population-
based meta-heuristic originally designed for solving continuous OPs by Storn and Price
in 1995 [198, 197]. In DE, parents' selection is performed at random, meaning that
all chromosomes have an equal probability of being selected for mating, regardless of
their fithess value. The variation consists of two steps: mutation and crossover. The
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mutation creates an offspring based on a scaled difference between two randomly
selected parents, added to a third population member.

The scaling factor usually liesin »0«4—1%as reported in [55]. In a binomial crossover,
the type of crossover we have used in our experiments, the elements of the resulting
mutant (called the donoi) are exchanged, with probability A, with the elements of one
of the previously selected parents (called the targe?; that is, the crossover is performed
on each of the indexes of the donor with a probability  a by exchanging its values
with the target. Finally, the best solution passes to the next iteration. In our experiments,
DE was usedwith = 0s5and A= 0s2.

Particle Swarm Optimization (PSO)  Particle swarm optimization (PSO) is another
form of stochastic and population-based meta-heuristic, developed by Eberhart and
Kennedy in 1995 [104]. Following PSO's nomenclature, a population is called a
swarm, and a candidate-solution a particle. In PSO, the position of particle ? at
iteration 8 ®_g is updated at each iteration based on a procedure that takes two
components into account: the particle's and swarm's best-so-far positions. Formally,
the procedure for particle's position update is defined as [188]: @,_g= ®@,_g1o, Bo_g
suchthat @, g= F ®,_gpo, 1)®L18BLC @,_g1°, 2)B1618BC @,_ g1o° Where
®,_g represents the position of particle ? at iteration 8 ;1®BgCand 618 Bepresent the
local and global best, respectively, with 1 and » being two positive constants used
to scale their contribution. )@ and )@ are random vectors which follow  * 10-1° at
each dimension. Following the above-mentioned definition of PSO's update-rule, the
swarm's positions are updated taking into consideration the same version of the current
global best. Alternatively, Carlisle and Dozier [43] have proposed an Asynchronous
update (A-PSO), where global best is identified immediately after updating the position
of each particle.

Throughout our experiments, in both variants of PSO, we have used equal weights
for acceleration coefficients 1=, = 1<0, inertia weight F was set equal to 0«6, and
the components of ®_gwvere constrained in » 2—2Y

5.3 Experimental Setup and Results

5.3.1 Datasets

Experiments are conducted on two well-known datasets for assessment of image quality:
Tampere image database 2008 (TID2008) [164] and computational and subjective image
guality (CSIQ) [121]. These share a similar set of distortions, therefore allowing an
investigation of the generalizability across datasets sampled from similar distributions.
The first, TID2008 [164], was used for the estimation of SSIM's parameters with
the proposed method. TID2008 is composed of 25 reference images, each corrupted
with 17 types of distortions at 4 different levels for each type of distortion, resulting in
1700 reference-distortion pairs. The visual quality of distorted images was subjectively
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Figure 5.1. Distribution of SSIM parameters according to each algorithm. The left
chart is related to the optimization of luminance, contrast and structure exponents.
The right chart considers the joint optimization of exponents and window size.

evaluated through MOS of more than 800 volunteers of different cultural level from
three countries have participated to the experiments.

The second dataset,CSIQ [121], was used to assess the method's generalization
ability, i.e., the generalization of proposed parameters on a dataset created upon
completely different reference images. CSIQ was built from 30 reference images, each
corrupted with 6 types of distortions at 5 different levels, resulting in 900 reference-
distortion pairs. The visual quality of distorted images was subjectively evaluated by
35 different volunteers. Unlike for TID2008, authors reported their results in the form
of differential mean opinion score (DMOS), where larger values stand for greater visual
distortion when compared to the reference. For this reason, a negative correlation is
expected between SSIM and DMOS.

Wang et al. [205] argument that SS-SSIM is most effective if used at the appropriate
scale, which depends on both the image resolution and the viewing distance. For
this reason, all images are rescaled according to the empirical formula provided by
the authors. The viewing distance is fixed for both datasets, although it would be
interesting to further experiment on datasets which incorporate evaluation at varying
distance levels, such as VDID [80] and CID:IQ [129].

5.3.2 Parameters

All algorithms were executed for 30 generations with a population size equal to 20.
To account for the algorithms' stochastic nature and provide a statistically sustained
analysis of the experimental results, we repeated the experiments for 30 times (runs),
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TID2008ca08=8=6 TID2008c4Bc

Algorithms
G & B & & B
Baseline | 0.767 0.767 0.007 0.770 0.771 0.016
%($ . __o | 0.830 0.831 0.008 0.798 0.797 0.017
N 0.832 0.832 0.007 0.804 0.807 0.014
Lo 0.806 0.807 0.013 0.809 0.810 0.012

(%($: __o 0.826 0.826 0.007 0.806 0.807 0.014

%($ . ___p| 0840 0.838 0.009 0.795 0.797 0.028
1 0.841 0.840 0.008 0.816 0.822 0.024
1 _p 0.834 0.834 0.008 0.794 0.796 0.025
(%($:.___p | 0.839 0.838 0.012 0.799 0.800 0.027

Table 5.1. Statistics on SRCC between optimized SSIM and MOS, obtained with
different optimization algorithms. We report the sample mean ( @, median (& and
standard deviation ( B).

. Parameters TID20085 . : CSIQs5p::
Algorithms F| SRCC PCC KRCC| SRCC PCC KRCC
SSIM{%($ : __o 0054 0789 0843 11 0811 0769 0613 -0.923 -0.843 -0.751
SSIM- . __o 0.062 0731 0.883 11 0811 0770 0612 -0.925 -0.848 -0.752
SSIM- .+ p 0063 0529 0554 13 0821 0756  0.623 -0.916 -0.826 -0.743
ssiM- 0 0009 0826 0779 7 0821 0775 0620 -0.923 -0.833 -0.751
SSIM (default) [227] 1 1 1 11| 0773 0739 0575 -0.861 -0.780 -0.673
MS-SSIM [226] ] ) - 11| 0838 0784 0641 -0.893 -0.709 -0.714
VIFP [185] ; ; - 0.653 0637 0494 -0.880 -0.883 -0.696
VGG-based PL [98] ; ; - - | 0572 -0545 -0409 0788  0.738 0.571

Table 5.2. Enumeration of the suggested parameters, and comparison of the
corresponding performance with other image quality assessment measures on the
TID2008 and CSIQ datasets.

each with a different seed for the pseudo-random number generator. During training,

we have left away 30% of the reference-distortion pairs for estimation of the algorithms'
generalization ability to then have the possibility to compare these estimates with the
(real) fitness observed on a previously unseen dataset. To accelerate our algorithmic
procedures, we decided to use only 50% of the reference-distortion pairs from the
training partition, selected at random and without replacement at the beginning of
each iteration. When estimating SSIM's parameters on TID2008 we defined the simi-
larity measure 5as SRCC between the proposed SSIM and MOS. Nevertheless, after
estimating the parameters based on SRCC, we also assessed both Pearson's (PCC) and
Kendall's (KRCC) correlation coefficients.

5.3.3 Experimental Results

After 30 iterations of each run, we selected the best solution of each algorithm based
on its performance on unseen data.
Figure 5.1 reports the distribution of parameters obtained by each algorithm, after
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(' ("

Distortion type (' (" 13450D°C

Noise 0.825 0.833
Noise2 0.783 0.794
Safe 0.851 0.854
Hard 0.824 0.828
Simple 0.896 0.900
Exotic 0.679 0.668
Exotic2 0.742 0.735

Table 5.3. Average SRCC on each distortion type for TID2008.

repeating the experiments 30 times. The sub-figure on the left regards the study of
(1 —_o, whereas the sub-figure on the right regards the study of (. __ _p. All the
algorithms, regardless of the search space, suggest that the three components should
have a different impact on the overall SSIM computation. The luminance, contrast,
and structure components can be considered as independent pseudo-probabilities,
since each is constrained between 0 and 1, and they are multiplied to compute the
joint probability associated to the overall image similarity. By raising all components
to a lower-than-one exponent, as found by our optimization process, we are in fact
increasing each probability, with the effect of being less penalizing on the final similarity
score. In particular, the luminance component is subject to a stronger distortion due
to the extremely-low exponent found, meaning that it will impact the SSIM only for
very low values of luminance similarity. We consider this data-driven finding as an
important achievement since scientific community essentially uses = = =1 as
suggested in [227].

The right sub-figure shows that, in median terms, almost all the algorithms agree
upon window's size, 11, which is consistent with the literature [227]. GA is the only
algorithm in which the median is one level below (9); nevertheless, this does not
decrease GAs performance. This can be seen from Table 5.1, which reports the sample
mean (@, median (&) and standard deviation ( B of SRCC achieved by each algorithm,
on the training and test partitions of the TID2008 database, after 30 runs. Italso includes
SSIM's statistics when its components are subject to no exponentiation ( = = =1)
and the window's size equal to 11, as suggested in [227]. The latter is reported as the
baseline

From the analysis of Table 5.1, one can observe not only the large difference with the
baseline but also the fact that the algorithms' performance significantly differs from one
search space, denoted as;6>A8C < __o, to another, denoted as ;6>A8C < __ _p.
One can clearly see that the latter achieves higher SRCCs on training partition whereas
the former higher SRCCs on unseen partitions. This factor suggests that algorithms
overfit more on (. __ _p; nevertheless, the best-expected performance is achieved on
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(1 __ _» by DE. Another insight can be derived from the analysis of standard deviation
B although on (: __. algorithms tend to present higher stability from one run to
another, which can be related to previous observation about their generalization ability,
in general terms all algorithms present a fair stability: from 0.007 to 0.013 on training
and from 0.012 to 0.027 on the test partition.

The algorithms' median was compared to the baseline's employing Wilcoxon's
paired signed-rank test with a Bonferroni correction and significance level 0 = 005,
under the null hypothesis that the median difference between pairs of observations is
zero. Since for all the pairs algorithm-baseline the null hypothesis was rejected, we do
not report the tests' statistics table.

5.3.4 Recommended parameters

The objective of this sub-section is to provide a concrete solution for the initially
defined objective: the maximization of SSIM's similarity with MOS. Table 5.2 reports
the performance of eight image quality assessment measures on the two described
datasets: TID2008 [164] and CSIQ [121]. It is worth noticing that the table's results
were obtained from executing the measures on the full set of reference-distortion pairs
in each dataset.

The first rows regard four sets of suggested parameters for SSIM, obtained during
our experiments. More specifically, the (%($: __.and . __.were obtained from
the study of SSIM's components relative importance. The last two, 1 ___p and

o _» Were obtained from the extended study which also included the window's
size.

For comparison, we report the performance of four existing measures. The first
measure is the baseline SSIM, parametrized as in [227]. The second measure is a multi-
scale extension of SSIM (MS-SSIM), which incorporates different variations of viewing
conditions [226]. It is a more complete measure, although computationally more
demanding since it involves computation of several SSIM's components at 5 different
scales of the reference-distortion pairs. The third measure is the pixel-based version
of Visual Information Fidelity (VIFP) [185], a measure that combines the information
present in the reference image with the quantification of how much of this reference
information can be extracted from the distorted image. The fourth measure is the PL
and it is based on a pre-trained convolutional neural network (CNN), called VGG-16,
on ImageNet database [98]. More specifically, PL calculates the aggregated perceptual
differences in content and style between features of the reference-distortion pairs,
obtained at different levels of the network.

From Table 5.2 it is possible to observe the superior performance of SSIM with the
proposed parameters. On the TID2008 database, one can see that SSIM's similarity was
raised almost to the level of semantically more complete and computationally more
complex MS-SSIM. The difference between them, in terms of SRCC, was reduced from
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0.0651t0 0.017. On the CSIQ database, one can observe that SSIM under the parameters
we propose exhibits the highest similarity when compared to other measures, except
for MS-SSIM when measured in terms of PCC.

Table 5.3 shows a more detailed comparison between SSIM with default parameters,
and SSIM optimized through Differential Evolution, grouping the distortion types into
clusters as indicated in [204]. The column ('—(( « 13450pedepresents the average
SRCC calculated from SSIM with default parameter set, whereas ('—(( " repre-
sents calculations from one of the proposed sets of parameters (see Table 5.2).

5.4 Conclusions

In this work, we exploited evolutionary computation (EC) meta-heuristics to explore
SSIM parameters to increase its similarity with human mean opinion score (MOS)
on the TID2008 dataset. Our experiments proved the suitability of the proposed
approach, as the obtained results pointed to significantly superior similarity with
MOS when compared to the baseline. Moreover, SSIM with suggested parameters is
proved to be better or comparable to other more computationally expensive measures
on a completely different dataset (CSIQ). The optimized parameters provided by our
approach present an interesting insight in the application of SSIM, suggesting that the
luminance-based component should negatively impact the overall similarity score only
for very low levels of luminance similarity. In the future we intend to further investigate
the sensitivity of our optimization approach to different amounts of training data, and
to evaluate its generalization ability in optimizing other measures for image quality
assessment.
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Structural Similarity Index (SSIM)
Revisited: a Data-Driven Approach

Abstract: Several contemporaneous image processing and computer vision systems
rely upon the full-reference image quality assessment (IQA) measures. The single-
scale structural similarity index (SS-SSIM) is one of the most popular measures, and
it owes its success to the mathematical simplicity, low computational complexity, and
implicit incorporation of Human Visual System's (HVS) characteristics. In this paper,
we revise the original parameters of SSIM and its multi-scale counterpart (MS-SSIM) to
increase their correlation with subjective evaluation. More specifically, we exploit the
evolutionary computation and the swarm intelligence methods on five popular IQA
databases, two of which are dedicated distance-changed databases, to determine the
best combination of parameters efficiently. Simultaneously, we explore the effect of
different scale selection approaches in the context of SS-SSIM. The experimental results
show that with a proper fine-tuning 1) the performance of SS-SSIM and MS-SSIM
can be improved, in average terms, by 8% and by 3%, respectively, 2) the SS-SSIM
after the so-called standard scale selection achieves similar performance as if applying
computationally more expensive state-of-the-art scale selection methods or MS-SSIM;
moreover, 3) there is evidence that the parameters learned on a given database can be
successfully transferredo other (previously unseen) databases; finally, 4) we propose a
new set of reference parameters for SSIM's variants and provide their interpretation.

6.1 Introduction

An English adage says "a picture is worth a thousand words", and the fact that people
upload about 350 million new photos each day on Facebook alone [193] is a strong
argument in its favour. In fact, digital imagery became a new way of communication
and, due to technological progress, taking a photo or recording a video and then sharing
it to a virtual community of millions is now a matter of few clicks. Nevertheless, various
aspects play a significant role in the degradation of the visual quality of a digital image
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or video; these can be raindrops adhered to a window or camera lens, a low-light
environment, an accidental shake of the capturing device (or the target object) during
the acquisition process, an improper definition of the camera's parameters, etc. As if
these factors were not enough, in the background, there is a whole set of technological
steps that occur before the final users can make use of the digital image acquisition
process' outcome; typically, these are organized into a pipeline of sequential steps, like
digitization, compression, storage, transmission and reproduction, and may result in
a noticeable visual degradation of the final rendering. From the perspective of media
quality perception, this might result in an annoying viewing experience; whereas, for
instance, from the perspective of a radiology practice, this might result in visual artifacts
that can make it harder for a radiologist or an automated system to detect a disease on
an MRI. The scientific community has developed numerous computational systems
to remove the undesirable visual artifacts that degrade images' visual quality and
reduce their usefulness for the underlying tasks. Despite the heterogeneity of contexts
that motivated their creation and the discrepancy of methodological approaches, these
systems have at least one element in common - their assessment is mainly based on the
structural similarity index (SSIM), a popular full-reference image quality assessment
(FR-IQA) measure. Before presenting the reader with the core topic of our research,
we provide a smooth immersion into the wold of IQA. We start by introducing IQA
measures and their classification, then we make a short overview of the research track,
highlight some of the advancements and problems relevant to the context of our study;
finally, we provide the reader with some examples which, in our opinion, illustrate the
importance of our research in both.

The IQA measures are commonly divided in two categories: subjective and objective.
For the applications in which humans ultimately view the images, the most appropriate
method for quantifying image quality is through the subjective evaluation of the human
visual system (HVS), i.e., by involving people to assess image quality [227]. However,
in practice, subjective evaluation becomes complex, time-consuming, expensive and
highly sensible to the experimental design [200]. Considering the aforementioned lim-
itations, several researchers have proposed objective measures that can automatically,
i.e., without human involvement, estimate the perceived visual quality. The objective
IQA measures can be classified based on the availability of a pristine reference image.
When a measure compares a reference image and its potentially corrupted variant, it is
classified asfull-referencdQA (FR-IQA). When the reference image is not available, the
measure is classified asno-referencéQA (NR-IQA). When the reference image is not
entirely available, i.e., only some partial information is provided, like a given set of the
extracted features, the measure is classified ageduced-referend®A (RR-1QA). In this
paper, we focus our attention on the FR-IQA. The following paragraphs are intended
to provide the reader with an introduction to the FR-IQA measures and highlight some
of the advancements and problems relevant to the context of our study.

Until (approximately) the last fifteen years, the assessment of signal quality and

80



fidelity, which also includes digital images, was mainly performed through the mean
squared error (MSE) and its derivations. In the context of FR-IQA, to determine the
degree of distortion, this class of measures relies upon the global amount of pixel
errors obtained from reference-distortion pairs. The major advantages of this class
of measures are the mathematical simplicity, the differentiability, i.e., they can be
exploited as a guiding loss for gradient-based learning of artificial neural networks
(ANNSs), and the low computational complexity. However, this class of measures
does not happen to correlate well with humans' perception of visual quality; several
experiments show the low sensitivity of MSE-based approaches when considering
several levels of different distortion types, even though the images present significantly
differentvisual quality [223]. Several researchers have proposed other FR-IQA measures
that explicitly incorporate characteristics of the HVS to overcome these limitations.

The structural similarity index (SSIM) [227] is an FR-IQA measure inspired by the
theory that HVS is highly adapted for extracting structural information from the scenes.
The incorporation of this characteristic as the intrinsic component of an IQA measure
allowed authors to outperform not only the MSE-based measures but also the existing
state-of-the-art perceptual image quality measures, showing a better correlation with
the subjective evaluation provided by the human observers, such as the mean opinion
score (MOS) and differential MOS (DMOS), on different IQA databases. The increased
performance, simple mathematical formulation, differentiability, and high degree of
computational parallelization allowed SSIM to become one of the most popular FR-IQA
measures in the scientific community, and it has been used as a proxy evaluation
for human assessment in different image processing (IP) and computer vision (CV)
applications. The following paragraph presents several illustrative examples of SSIM's
utilization in a varied set of application fields.

In[170], SSIM was used to quantitatively compare the state-of-the-art methods with
a novel attentive generative adversarial network (GAN) to remove raindrops from a
single image. The work of [207] utilized SSIM in the context of satellite imagery to
assess a novel framework to train an artifact-free thin cloud removal model using GAN
with thick cloud masks, and compare it against conventional methods. The research
of [182] employed SSIM in the context of medical imaging applied to different clinical
scenarios, like uterine fibroid segmentation in MR-guided focused ultrasound surgery
and brain metastatic cancer segmentation in neuro-radiosurgery. Specifically, SSIM is
used to compare the conventional state-of-the-art image enhancement techniques with
a novel framework for image enhancement, based on genetic algorithms, to improve
the appearance and the visual quality of images characterized by a bimodal gray-level
intensity histogram. The work of [242] relied on SSIM to compare state-of-the-art
techniques for image denoising with a novel convolutional neural network (CNN),
called subband denoising CNN (SD-CNN), that incorporates frequency information
with spatial context and, therefore, recovers image details more effectively. The research
of [244] employed SSIM to compare state state-of-the-art-models for JPEG restoration
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with a novel deep residual autoencoder, which effectively restores images with any
level of compression that leverages both the learning capacity of deep residual networks
and prior knowledge of the JPEG compression pipeline. In [27], SSIM was applied
to assess a novel approach to analyze the capability of deep visual representations
to characterize different types of image distortions intrinsically. To demonstrate the
usefulness of their approach, authors experiment on differentimage quality assessment
tasks. In [28], the authors used SSIM to assess a novel method for single image
dehazing that exploits a physical model to recover the haze-free image by estimating
the atmospheric scattering parameters. Similarly, in [221], the authors used SSIM to
assess a novel weakly supervised network based on the multi-level multi-scale block
and quantitatively compared the proposed approach with state-of-the art methods
for single image dehazing. Furthermore, in [184], the authors proposed a domain
adaptation framework for single image dehazing, which includes two parts: an image
translation module and two domain-related dehazing modules. To quantitatively assess
and compare their method with state-of-the-art approaches for image dehazing,the
authors used SSIM.

Since its introduction, SSIM was mainly used at a single spatial-scale (SS-SSIM).
However, in practice, subjective evaluation is highly dependent on the numerous view-
ing conditions. These include, among many others, the conditions of the displaying
device, such as display resolution and response time, viewing distances, network
bandwidth and latency, etc. In this context, the single-scale approach may only be
appropriate for specific settings. Notably, it was shown that SSIM, as with several
other IQA measures, is highly sensitive to spatial scale selection [80, 219]. The problem
of determining a proper spatial scale originated two conceptually different research
tracks and, consequently, solutions. The first consisted of estimating the overall simi-
larity by aggregating the inner similarity indexes obtained from a range of reasonable
spatial scales; this approach has originated the multi-scale SSIM (MS-SSIM), which has
inspired several other metrics like visual information fidelity (VIF) [226, 185]. Instead
of considering a range of scales, the second research track focused on determining the
most appropriate spatial scale before computing the single-scale similarity between
reference-distortion pairs [127, 79, 78, 80]. Both proved to be effective approaches in
accommodating the diversity of viewing conditions.

In this work, we take a data-driven approach to revise the default parameters of a
popular FR-IQA measure - SSIM - under the light of the above-mentioned discussion
regarding scale selection. Specifically, we apply the genetic algorithm (GA) and particle
swarm optimization (PSO), in a comparative fashion, to find the best combination of
parameters for the single-scale SSIM (SS-SSIM), considering different scale selection
approaches, and its multi-scale extension (MS-SSIM). Although, both GA and PSO
can be used interchangeably in many applications, these are conceptually different
population-based stochastic metaheuristics (i.e., with different inspirations and me-
chanics). The paragraph below briefly presents both modi operandi and discusses their
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main advantages and limits.

GA and PSO belong to a larger class of evolutionary computation and swarm
intelligence metaheuristics. They are generally applied to solve optimization problems
that are computationally hard (as we show in this paper, the problem of optimizing
SSIM's variants can be classified as NP-hard). They are known for their capability to
produce fit solutions, which are either optimal or sub-optimal, in a reasonable amount
of time. GA is a meta-heuristic introduced by [87], which was strongly inspired by
Darwin's theory of evolution. The algorithm starts with a random-like population of
candidate-solutions (a.k.a. chromosomes). Then, by mimicking the natural selection
and genetically-inspired variation operators, such as the crossover and the mutation,
the algorithm breeds an offsprings' population that replaces the previous population
(a.k.a. the parent population). This procedure is iterated until reaching some stopping
criteria. PSO is another form of population-based stochastic metaheuristics introduced
by [104], and, contrarily to GAs, it was inspired by the social behaviour of living
organisms, such as the birds and fishes when looking for some food source. Following
PSO's nomenclature, a candidate-solution is called a particle, and a population is called
a swarm. Each particle's position in the search space is updated based on a procedure
that takes into account the cognitive component of the particle (i.e., particle's personal
memory) and the social component of the patrticle (i.e., its cooperation with the swarm).
Since its introduction in 1995, PSO rapidly became popular in the scientific community.
Compared to GAs, PSO is known to be more efficient in terms of time-complexity,
requires fewer parameters, and is simpler to implement. Several studies point to PSO's
superiority over GAs in terms of performance across several domains [230, 93]. However,
there is also evidence for the opposite [82, 177]. The work of [14] presents a benchmark
of a varied set of functions evaluated across several dimensions and shows no clear
advantage of one metaheuristic over another. In this context, we decided to employ
both GA and PSO comparatively to leverage algorithms' potential in this particular
application. Moreover, our motivation relies on top of one of the fundamental theorems
in the field of optimization - the no free lunch theorem - which roughly states that the
average performance of any pair of algorithms across all possible problems is exactly
identical [231]. Finally, given that the principal interest of this study is to revise IQA
measures' parameters in a data-driven manner, by comparatively applying the GA and
PSO, we can bypass an exhaustive hyper-parameters' exploration for each metaheuristic.
Instead, their parameters are chosen according to our best understanding and findings
from the literature.

The main contributions of this paper can be summarized as follows:

" We present a methodology to enhance the SS-SSIM and MS-SSIM measures
by exploring their parameters search space efficiently, exploiting evolutionary
computation and Swarm Intelligence.

" We obtain statistically significant improvements on both measures: in average
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terms, SS-SSIM is improved by 8% apropos the Spearman correlation with human
MOS, and MS-SSIM by 3%.

We provide a set of recommended parameters, which can be used by the scientific
community to both train and evaluate various computer vision solutions using a
similarity function that is highly correlated with the human response.

We show that, with proper parameters, SS-SSIM can be as effective as if applying
the more computationally-demanding state of the art optimal scale selection (OSS)
or using its multi-scale counterpart.

We conduct an extensive cross-dataset analysis to highlight the actual efficacy of
our parametrizations in a novel scenario, and provide distortion-type details to
identify their most effective fields of application.

We experimentally corroborate the hypothesis that the HVS is highly adapted
for extracting structural information from the scenes, which is prioritized over
contrast and luminance information.

The document is organized as follows. Section 6.2 provides a definition of SSIM,
its multi-scale extension, and the spatial scale selection approaches used in this study.
Section 6.3 enumerates and describes the research contributions that relate the most
to ours. In Section 6.4 we formalize the research objectives and propose a scientific
method to achieve them. The Section 6.5 presents the benchmark environment and
the hyper-parameters that were used in our experiments. The Section 6.6 exhibits the
experimental results and provides a detailed discussion of the main findings. Finally,
Section 6.7 summarizes the main contributions of the paper and suggests possible
directions for future research.

6.2 Background

6.2.1 Single-Scale Structural Similarity

Almost every FR-IQA measure developed upon principles of HVS can be characterized
by two steps (from now on, we will refer to IQA measures as algorithmg. First,
algorithms gather local information of the reference-distortion pair of digital signals to
obtain local metrics. Second, algorithms combine these metrics into an overall quality
assessment [117]. Under this perspective, SSIM is not an exception as it separately
measures the local brightness (a.k.a.luminance, contrast, and structure of both images,
and then aggregates all the local assessments to obtain the overall measure. Unlike
MSE-based measures, which compare pair's differences pixel-by-pixel of the whole
range, SSIM operates on patches obtained from a sliding-window. This technique better
resembles the functioning of HVS because our eyes can easily perceive local information
differences in a specific area of the two images, instead of the individual differences
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in pixel value in the whole area. Formally, SSIM performs a comparison between a
pristine reference image Gand a potentially corrupted version of the same image H
based on three independent components extracted at a single spatial scale (resolution):
luminance, contrast, and structure. Each image's patch average represents the
luminance information. Thus the luminance comparison is:

2

AG_pEe S H 1 (6.1)
2 2
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where ; is a small quantity introduced for numerical stability, as are > and 3in
the following equations for the other components. The three quantities are given as
functions of the dynamic range of the pixel values ! (! = 255 for 8 bits/pixel gray-scale
images) and two scalar constants 1  land » 1 (traditionally setto 0.01 and 0.03,
respectively): =1 1192 ,=1 ,102 5= ,e2 Contrastis represented through
the use of standard deviation . Consequently, the contrast-based comparison is:
G-t %— (6.2)
G. H, 2
The structure element is represented through the standardization of each image with
the corresponding mean and standard deviation. Comparison of the structure can be
obtained through the inner product of these signals:

BG_t= o % (6.3)
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Finally, the three components are combined into a unique expression that is weighted
with exponents , , and

(" G-t G-, AG—MW, BG—M,e (6.5)

Since it was first introduced to the scientific community, SSIM rapidly grew in pop-
ularity and propelled a significantamount of research in different sub-fields, including
the aforementioned recent contributions presented in Section 6.1.

6.2.2 Multi-Scale Structural Similarity

It is known that subjective evaluation is highly dependent on the viewing conditions
such as the display resolution, the distance from the display to the observer, the
environment illumination, the intrinsic capability of the observer's visual system, etc.
For example, as the viewing distance to a fixed-sized monitor increases, the viewing
angle shrinks gradually and fewer image details can be noticed. By leveraging such
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a biological phenomena, one could extract positive outcomes. For instance, applying
a higher level of image compression to save the bandwidth without deteriorating the
perceived visual quality (assuming a fixed monitor size) [80]. However, in the context
of IQA, overlooking viewing conditions when estimating the perceived visual quality
might result in significant underperformance of the measures.

In this context, Wang et al. [226] pointed out that SSIM considered at a single scale
(SS-SSIM) would be appropriate only for specific viewing conditions, as such, unable
to incorporate their vast diversity. To remedy this drawback, they have proposed a
MS-SSIM by estimating the perceived visual quality by aggregating of inner similarity
indexes calculated from a range of different spatial-scales (resolutions). Formally MS-
SSIM is defined as:

&
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Taking the reference-distortion pair as the input ( Gand H, respectively), the measure
computes, at each scale9 the contrast and structural similarities ( 2gand By, respectively).
When changing from scale 9to 9, 1, a low-pass filter, followed by a down-sampling
operation with a factor of 2, is applied over the reference-distortion pair. The luminance
similarity, denoted by ;» 1G-His computed only at scale " . The exponents - — g
and gare used to adjust the relative importance of different components. The overall
cross-scale evaluation is then given by a weighted product of the aforementioned
components extracted at different scales.

6.2.3 Selection of Spatial Scale

After being introduced to the scientific community, MS-SSIM has become one of the
most precisé-R-IQA measures. Nevertheless, several researchers investigated how to
consider diverse viewing conditions in the context of IQA through a different perspec-
tive. Instead of considering a range of admissible scales, researchers have focused
on determining the right scale before computing the similarity between reference-
distortion pairs in a single-scale approach [127, 79, 78, 80]. We have considered two
models for scale selection in this work, both described in the following sub-sub-sections.

6.2.3.1 Standard Scale Selection.

The first is a simple although popular scale selection method that assumes a typical
viewing distance (3 5 times of the image height or width) and estimates the down-
scaling factor as a function of the image's height:

| 3= <0G— A>D=23 g 256°— (6.7)

where gindicates the image's height. Note that, from now, we will refer to this method
as standard scale selection (SSS).
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6.2.3.2 Optimal Scale Selection.

The second is the OSS method [80], which makes use of a cascade of adaptive high-
frequency clipping (AHC) in the discrete wavelet transform domain and adaptive
resolution scaling. More specifically, it is a method designed upon the AHC model [78]
and so-called Self-Adaptive Scale Transform (SAST) model [79].

The AHC model, instead of using the spatial domain, focuses on discarding part
of image details by adaptive high-frequency clipping in the discrete wavelet transform
(DWT) domain, and then synthesizing the AHC model filtered sub-band coefficients
back to an image at its original resolution to be used by IQA metrics. Formally the
AHC model is characterized by a weighting function applied to all the LH, HL and
HH sub-bands of a wavelet transformed image [78]:

.0

1 :¢
F18-32: —3 (6.8)
where ! indicates the decomposition layer (setto 4) and — :— Cs8orrespond to the
model parameters (set to 10, 10, 2, and 512 respectively)- Notice that the parameter
setting follows the original definition in [78].

The SAST model was designed to simulate the spatial filtering mechanism of the
HVS [79]. Its fundamental idea is to estimate the suitable scaling parameter from the
original image resolution and the given viewing distance before resizing input images
to boost the performance. The OSS model uses a modified SAST model, formally
defined as [80]:

! Bop& ! :310113C_>JO_ (6.9)
where and control the speed of modification process caused by different aspect
ratios (both are selected as 2), stands for the aspect ratio of reference-distortion pair
whereas - for the the aspect ratio human eyes are well suited to (selected as 9:16),
which is also called optimal because it the international standard format for digital
television; / gosgepresents the SAST model, formally given by [79]:

r— S 5
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where g and, g are the visual height and width, and  separately indicate

horizontal and vertical visual angles and, following [80], assumed to be to be 40 and
50 respectively. Notice that parameters' selection follows the original definition in [79,
80].

In such a way, the OSS model is given by the modified SAST model, after applying
the AHC model. Combining both AHC and SAST, the OSS model better removes
indiscernible details caused by the varying viewing conditions in different but comple-
mentary domains.
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6.3 Related Works

6.3.1 Optimization of SSIM parameters

Researchers' interestin optimizing different aspects of the SSIM is not novel. To estimate
the relative importance of different scales in MS-SSIM, Wang et al. [226] applied an
image synthesis approach. In their experiments, they considered five scales (* = 5)
and, assuming 9= 9= gto simplify parameters' selection, conducted a quantitative
subjective test with ten original 64 64 images with different types of content and 12
distortion levels. The test involved eight subjects, and each was shown the ten sets of
test images, one set at a time. The viewing distance was fixed to 32 pixels per degree
of visual angle. The subject was asked to compare the quality of the images across
scales and detect one image from each of the five scales. At the end, the authors
obtained the following set of parameters: 1= 1= 00448 , = , = 02856~ 3 =

3= 03001 4= 4=02364 5= 5= 01333respectively [226]. In our opinion, the
guantitative subjective test that was conducted to estimate the relative importance of
scales is only appropriate for the previously described viewing conditions. That is to
say, we speculate that the potential of MS-SSIM might be unexplored due to a limited
experimental setup that was used to deduce the relative importance of different scales.
Moreover, the authors did not provide a clear justification for why they considered
using five scales.

Silvestre et al. [189] optimized the value of regularization constants 1 and »
through parameters enumeration. They observed that changing these values from
the default setting would introduce variations in the output similarity measure up
to 0.5 points and affect the ranking of distorted images similarity, thus proving the
measure's sensitivity with respect to such parameters. However, the optimization
was conducted in a limited search space, evaluating a total of only six parameter
combinations, which prompted us to explore this idea more in-depth by resorting to
continuous optimization and extending the evaluation to other parameters as well. In
addition to the parameters' optimization, the authors derived a function that maps
image complexity to optimal SSIM window size. As such, they were able to produce
a dynamic value for the window size parameter. In our work, we search for a unique
window size that is optimal for a given dataset, and we dynamically rescale each image
based on viewing distance through OSS, thus implicitly impacting the relationship
between image size and window size. Finally, the analyzed work is evaluated on
the laboratory for image and video engineering (LIVE) dataset only. Although this
provides a reasonable starting point to evaluate parameters optimization, we consider
it fundamental to assess the generalizability of the proposed solution and therefore
extend our evaluation to other FR-IQA datasets.

Charrier et al. [48] addressed the problem of optimizing MS-SSIM exponents ,
and , dedicated respectively to the luminance, contrast, and structural components.
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They used maximum likelihood difference scaling, a psychophysical method that
allows estimating a perceptual interval scale on image quality, to assess and tune
the performance of MS-SSIM. The authors explored a 15-dimensional search space,
given by three parameters at five different scales, through GA. Similarly, we exploit
GA as well as PSO to explore different search spaces. We also extend our analysis
to SS-SSIM optimization and show how proper parameters optimization can, in fact,
reduce the gap in performance between single-scale and multiple-scale analysis. Finally,
the authors specifically addressed the problem of image compression and how the
corresponding artifacts affect perceived image quality. For this reason, they focused
their optimization on JPEG2000-related distortions on a custom dataset, and evaluated
the proposed solution both on the LIVE and TID2008 datasets. Aware of the importance
of resorting to a commonly-adopted benchmark, we structure our work by optimizing

for five popular image quality datasets independently and performing a cross-dataset
evaluation to assess the robustness and reliability of the optimized parameters.

Skurowski et al. [192] devised a log-log regression-based optimization procedure
to select the optimal values for MS-SSIM , , and exponents and constrained
each component exponent to be the same at each scale of the processing. In our
work, we experiment with different constraints and levels of optimization and provide
a solution that takes advantage of such constraints in reducing the computational
complexity of MS-SSIM at little-to-no cost in terms of performance drop. The authors
performed a regression by minimizing least squares (L2) and least absolute deviation
(L1), which required reformulating MS-SSIM to an approximated version, thus not
directly addressing the official similarity measure. Their optimization procedure
was run on the TID2008 dataset and cross-evaluated on the LIVE and CSIQ datasets,
producing mixed results.

Recent advancements show the benefit of applying meta heuristics to optimize the
SS-SSIM. Specifically, in [16], the authors explored a varied set of meta-heuristics to
optimizethe , ,and exponents, aswell as the sliding window size, used to compute
the similarity values. Experimental results point that better correlations with human-
expressed MOS can be obtained. The study's outcomes motivated us to continue this
research track by augmenting the number of optimizable parameters in SS-SSIM and
including a wide range of MS-SSIM parameters.

In the field of FR-IQA, several SSIM improvements were proposed based on the
exploitation of visual features at different spatial scales (resolutions) [226]. Neverthe-
less, relatively few works explore how the set of weights used to adjust the relative
importance of SS-SSIM's components - , , and - influences its correlation with
human perception of image fidelity and quality. We speculate that this oversight has
to do with the fact that Wang et al., in their manuscript, which presents a structural
similarity paradigm for IQA [227],set = = = 1to simplify the aforementioned
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expression of SSIM into:

) 12 6, 192 gy 2
(( 1G— = —— > - (6.11)
G, Hs 1 Gs Hs 2

Consequently, numerous libraries which implement SS-SSIM are parametrized as
= = = 1by default.

6.4 Proposed Method

In this work, we apply and compare two popular and conceptually different population-
based stochastic metaheuristics - GA and PSO - to optimize the parameters of SS-SSIM,
under the light of different spatial scale selection approaches and MS-SSIM. Our work's
objectives go beyond mere optimization and can be summarized in by the following
points:

" excel measures' correlation with subjective evaluation;
compare different metaheuristics;

compare single-scale SSIM against its multi-scale counterpart in the context of
parameter optimization;

study the appropriateness of different scale selection methods, in the context of
SS-SSIM optimization;

understand the usefulness of different optimization parameters;
provide an interpretation for the learned parameters;

verify to which extent the set of parameters learned on a given IQA database can
be transferred to other, previously unseen, databases;

We will rely upon formal definition of optimization problem (OP) and its compo-
nents - the search spacg and the fitness function 5- to describe the proposed method.

6.4.1 The Search Space

The work presented in this paper is conceptually divided into six parts, each corre-
sponding to different types of OP characterized by a unique search space ((). In the
following, we provide a detailed characterization for each search space and formally
define chromosomes' representation.
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To begin with, we consider the problem of optimizing the relative importance of
SS-SSIM's components: luminance (), contrast ( ), and structure ( ). Following
the original settings [227], we use an 11 11 circular-symmetric Gaussian filter that
from now on, will be mentined as sliding-windowand represented by F, F = fF ¢8=
1-2— «e«— ¢ having standard deviation of 1.5 and normalized to unit sum ( ’;1 Fg=1);
the parameters ; and ,were setto 0.01 and 0.03.

From now on, the search space for optimization of f — — gfor SS-SSIM will be
denoted as(( ((" : _ _ o. Adopting the nomenclature from evolutionary com-
putation, a given candidate-solution for an instance of continuous OP can be seen
as a fixed-length chromosome of real-values whose length is directly proportional
to the search space's hyper-cube dimensionality. Considering ( = (( (" 1+ _ _ o,
the chromosome 2 at iteration 8is defined as a 3D real-valued vector of the form
B, & » _p5- _25- _s¥Since the three real-values represent the exponents associ-
ated with SS-SSIM's components, we considered it reasonable to bound chromosomes'
values in 10— 3%real-valued interval meaning that we allow the exponents to vary up
to the cubic order. Consequently, (( ((" . _ _ o is defined in a 3D real-valued

hyper-cube bounded in 0-3Yintervals at each dimension.

Given the fact that we explore SS-SSIM in the context of different spatial scale
selection approaches, to distinguish between benchmarks that involve optimization of
(C (" 1. _ _ oafterapplying SSS and OSS methods, we extend the above-defined
nomenclature by including the scale selection approach in the superscript. In this sense,
(( ((" 1 __ oafter applying SSS will be denoted by (( ((" BBB |, whereas
after OSS, it will be denoted by ((  ((" BB ..

At this point, it might seem that, since the number of fitting parameters can be
said to be relatively small one could be tempted to simply apply an exhaustive search
of the parameters' space. However, our rationale is the most appropriate solution
for the following reasons. Although we bound the search space in 10— 3Yhype-cube,
the space is continuous, which means that the set of candidate solutions is, in theory,
infinite. Nevertheless, even if one admits discretization (( ((" 1 — _ o (inthis paper,
we consider 3 decimal points), there will be 300F candidate-solutions to evaluate.
Considering that one candidate-solution takes, in average terms, 5 seconds to be
evaluated on TID2008 (made of 1700 reference-distortion pairs), divided into batches
of size 100, using an MSI GS65 Stealth Thin 8RF computer and GPU capabilities, then
300C candidate-solutions will take 135000000000 seconds or 1562500 days. Whereas
a single execution (run) of an optimization heuristic like GA, if parametrized as in
table 6.2, takes about 720 seconds. Moreover, as one will be presented further, in
this study, we consider significantly more complex search spaces comprising a higher
amount of optimizable parameters (up to 45); this makes the exhaustive search of the
parameters' space even less appropriate for this kind of experiments.
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In continuation, we extend the aforementioned problem (6.4.1.1) by including six addi-
tional parameters in the joint optimization process. Following the original definition
of SS-SSIM [227], Wang et al. introduced two scalar constants ; and », to scale 1,
2 and (indirectly)  3; the latter were included as functions of the dynamic range of
the pixel values (! ) to avoid instability during the calculations of SS-SSIM. Wang et al.
defined ;= 0¢0l1land 5= 0403 and mentioned that these values were "somewhat arbi-
trary" and that SS-SSIM was'fairly insensitive to variations of these valueiowever [189]
proved the opposite. For this reason, we have considered it important to include both
p1and »inthe joint optimization of SS-SSIM's parameters. Since both normalization
constants are desired to be small, they were bounded in 10— 03%in the chromosome.

Additionally, we have considered the size of the sliding-window and the standard
deviation used to initialize its values (denoted by F and |, respectively). It happens
that the default F = 11and = 15 might be correlated to the viewing conditions used
in the subjective tests of the underlying visual data. By allowing to optimize F and
we optimize the SS-SSIM with respect to the viewing conditions of the subjective tests,
more specifically, the visual resolution (number of pixels per degree of the visual field).

Finally, since SS-SSIM works upon a systematic application of a circular-symmetric
Gaussian filter, which is equivalent to a convolution, we have considered optimizing
the stride of the aforementioned filter (denoted by B and its dilation rate (denoted by
3). In the original settings [227], the sliding-window's stride and dilation were set to
11-1°and 1 respectively, but no clear justification was provided for this setup, neither
were experiments done to verify the suitability of these parameters. The stride can
be characterized as the amount of movement between applications of the filter to an
input image and, in the majority of cases, it is symmetrical in height and width; by
default, most convolutions (including SS-SSIM's) use B= 11-1° However, Bcan be
enlarged, which will affect how the filter is applied and, consequently, the size of the
resulting feature map. More specifically, the larger the stride, the fewer operations are
performed to apply convolution. We speculate that, by using a larger stride, we could
reduce the computational effort of SS-SSIM without the loss of performance. A dilated
convolution can be formally definedas . 3 5°-= L 1 - %3 ,where 5istheinput
signal, : is the filter (a.k.a. kernel), and 3 the dilation factor [233]. Dilated convolutions,
unlike standard convolutions, allow the filter to use the spatial information only at each
3C pixel. Consequently, this allows for enlarging the receptive field without loss of
resolution or coverage. Motivated by the potential advantages of the aforementioned
facts, we decided to include the dilation factor 3 in the optimization of SS-SSIM.

From now on, the search space for SS-SSIM's optimization made off — — — 1— »—
3— B— F—gwillbe denoted as (( ((" sp:: Considering ( = ((  ((" sp;the
chromosome 2 at iteration 8is then formally defined as a 9D real-valued vector of the

form =, _g= » -8 - 28 - 28 - ;278 - ,—2=8 -3-2=8 -B_2=8 “F—2-8 - —2-%which
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values are allowed to vary in 10—3v4

To deal with the search spaces which include integer-based parameters (which
is the case of stride, dilation factor, and window size), we have considered a map-
ping between integer values and the continuous space, accounting for the fact that
we are searching for the best combination of the aforementioned parameters from
the perspective of continuous optimization problem-solving. To include parameters
3— Band F in the chromosome, we have decided to create a special mapping from
hyper-cube's dimensions which regard dilation factor, stride, and window's size to the
set of admissiblenteger-based quantities. More specifically, we have divided the 10-3Y4
real-valued interval in even sub-intervals, each representing an admissible value in the
mapped space. In such a way, we easily convert continuous values into integer-based
guantities. Our inspection of the experimental results (see Section 6.6) proves that this
approach is effective in widely exploring the search space. Figure 6.1 illustrates such
continuous! integer mapping. Each horizontal line corresponds to *0-3%seal-valued
intervals respective to a given dimension in the hyper-cube. The vertical arrows delimit
the aforementioned even sub-intervals such that the upper values are the sub-intervals'
upper-bounds, whereas the lower values are the mapped integer-based values for the
respective parameters. Assuming that, in the chromosome, - 3_>_g 15— -g_>_3 06 and
- F_2_& 2+2 (these values are represented by the gray circles in the corresponding hori-
zontal lines), the SS-SSIM will have a 21 21 circular-symmetric Gaussian filter, applied
with a stride 12—2°and a dilation rate of 3. As illustrated in the figure, in our experiment,
we define 3 2 f1-2-3-4-5¢g, B2 f1 1—1°-12— 2013 3°—14—4°—15_5°0_16—G°—17—7°(g
and F 2 f7-9-11-13-15-17-19-21-23-25g.

Figure 6.1. lllustration of how dilation rate, stride, and sliding-window size are

mapped to the interval Q- 3Ysthe set of chromosome's admissible values. Assuming
that 3— Band F are defined in the chromosome as 1.5, 0.6, and 2.2, respectively (these
are represented by the gray circles in the corresponding real lines), the SS-SSIM will
have a 21 21 circular-symmetric Gaussian filter, applied with a stride 12—2°and a
dilation rate of 3.
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Similarly to the nomenclature adopted in 6.4.1.2, (( ((" sp:.after applying SSS
: w BBB nw  >BB
will be denoted by (( (( 5D whereas after OSS by((  (( ;D;:

6.413 "( ("

& & ¢
Besides optimizing SS-SSIM, in this work, we also considered its multi-scale version
(MS-SSIM). To start with, we considered the problem of finding the optimal weights
for MS-SSIM's spatial scales, assuming 9= g¢= gas in [226], where 9represents
the & scale and 9= f§j8= 1-2-3-4-5¢g. In this sense we wanted to revise, in a
data-driven approach, the appropriateness of the set of weights proposed through the
experimental setup described in [226].

From now on, we denote the search space for MS-SSIM made off 1— >— 3— 4— sgas
"( ((" & & gWhere g= g= gfor 95 5and g= o= g= gofor 9= 5. Under
this perspective, the chromosome 2 at iteration 8is defined as a 5D real-valued vector
oftheform & _ & » . s5-, 258-,028-,23-2%Similarlyto 6.4.1.1 and 6.4.1.5,
we allow the exponents to vary up to the cubic order.
6.4.1.4 "( (" 1. kg

9

We consider that assuming equal importance for different SSIM components calculated
at each scale (i.e., 9= 9= o), proposed by Wang et al. to simplify parameter
selection [226], might deteriorate MS-SSIM's potential to estimate the perceived visual
quality. For this reason, we have decided to relax the aforementioned assumption
and optimize the relative importance of each component at each scale. That is, when
combining measurements of contrast and structure at different scales, we allow the
search-algorithms to optimize the exponents gand ¢8 92 f1-2-3-4-5gand gat
scale9= 5.
From now on, we denote the search space for MS-SSIM made off 1— ;—lee®—

5— 5— sgas”( ((" :._ & ¢ Under this perspective, the chromosome 2 at iter-
ation 8is defined as a 11D real-valued vector of the form -®2_8: » 28 ;278 - ,-2-8
- ,o=glee¥— - o3 - . 2 - _2.gWhich values are allowed to vary up to the cubic
order.

6.415 "( (" ¥

e e @

If one applies a periphrasis to the MS-SSIM, one could get something like an ag-
gregation of SS-SSIM components, calculated on a range of plausible scales. In fact,
the similarity indexes that are calculated at different MS-SSIM scales use exactly the
same 11 11 circular-symmetric Gaussian filter, generated with = 1¢5, and are ap-
plied with B = 11-1° and 3 = 1; besides that, all the measures use equal scaling
constants ( 1 = 001 and - = 003). We speculate that, by assuming equality of
B- 3—- F— i,and »during the calculation of similarity indexes at every spatial scale,
the performance of MS-SSIM might be under-explored. For this reason, we decided
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to (jointly) optimize not only the scales' relative importance but also the parameters
of SSIMs at different spatial scales. At this point, we define the following search
space:f 1— 13_10— 1p_10— B- 3— F— 1—te*®— 5— 1 50— 1y 50— B- 3— F— 50, Where
9= 9= gfor 95 5and g= g= g= gofor 9= 5.

Furthermore, we consider it necessary to revise the suitability of the range of scales
proposed by Wang et al. [226] when desighing MS-SSIM. In fact, the authors did not
provide a clear justification for the set of considered spatial scales when computing MS-
SSIM. We speculate that an unaware inclusion of inner similarity indexes, calculated
across all the five scales, may introduce a fruitless computational burden to the measure
and deteriorate its performance. To shed light on this issue, we decided to extend
the aforementioned search space by adding a combinatorial sub-space defined as
fli— 32— 3— %— %9, where 19 2 fO-1g 8 92 f0- 1- 2— 3— 4- 5g and works as an
interrupter for scale 9 In other words, if at a given scale 9 a candidate-solution assumes
value 1, then the & scale is included in MS-SSIM's calculation; otherwise, it is excluded.

Given the combinatorial nature of the proposed extension, we decided to pro-
cess candidate-solutions in a parallel fashion alternating between continuous and
combinatorial sub-spaces. Consequently, we adapted GA to act upon the respective
sub-spaces in parallel, manipulating each with a distinct type of operators (consult
Sub-section 6.5.3 for more details). Under this perspective, chromosome 2 at iter-
ation 8is defined as a tuple of two vectors. The first is a 35D vector of the form

Ry g=»1 1= 220F "1 4y 1o 298 "1 4, o 298 "1 298 "13;_ 298 “iF - 20§ -1 ;_ 2_og **¥—

T 1502008 "1, o 2% 1o, g 298 "1 208 "13;- 208 “iFs— 208 - o_ 2-ofaWhich val-
ues are allowed to vary in 10—3Yreal-valued intervals. The second is a 5D vector of the

form -®2—E8: » 11 9 og -1)_ 2_0g -~13_ 2_0F ~14_ 2_0F -~1i5_ 2_0%4WhiCh values can be either
(( n 10_10

1 - — 0"

1 or 0. From now on, we will define this search space as "( = -

6416 "( ((" 2T _,

Following the rationale exposed in Sub-Sub-Section 6.4.1.4, we relax the assumption
9= 9= ginthe search space"( (& 10_1°9F o which generates another search

1o

space that we denote by "( o" ioflj < & In fact, this is precisely the same search
space that differs only by the first representation of the chromosome, which now is a
40D vector: By _g=» 1 |_ o5 <1 ;- 208 1 - 298 1 4 - 2-98 “1B- 2-°F 13, 2-°F

T 1F— 2-9% "1 45— 2—08'1..0_ TLg— 298 "1 5 208 "1y o 298 "1 4, - 2-°8 T1B— 2-°8 "135— 2-°%
- 1p— 2.0 -1 . 2-ofawhich values are allowed to vary in 10—-3%eal-valued interval. We

find it important to highlight that the second representation is kept the same as in

G (G

9 9 9
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6.4.2 The Fitness Function

Since the goal of our OPs is to find a set of parameters for an SSIM-based IQA measure
that maximizes its similarity with the subjective evaluation provided by human ob-
servers (the target), we formalized the fitness function 5as Spearman's rank correlation
coefficient (SRCC) between both measures - the subjective evaluation and the respective
outcome of SSIM; in fact, the SRCC is a widely accepted and used evaluation measure
for IQA metrics in the community [227, 224]. Insuchaway, 5 : ( !'» 1-1%with
higher values representing higher similarity when the target is MOS; the opposite
when the target is DMOS. Figure 6.2 provides a detailed description of the fitness
calculation procedure for a given candidate-solution Bconsidering:

Let Bbe a candidate-solution, ( the underlying search space related to a given IQA measure
& <,1-— . %atuple of reference-distortion pairsand "$( the respective target:

1. ifB2(:
a) estimate the objective quality scores by parametrizing & < with B

b) compute SRCC between values obtained in 1.a) and the target; assign it as the fithess
value of B

2. else:

a) assignBa very badfitness value (like -1.0);

Figure 6.2. Pseudo-code for fitness-value calculation-

6.5 Experimental Setup

The objective of this section is to describe the IQA databases and the experimental
parameters that were used in our benchmark.

6.5.1 IQA Databases

The experimental results of this document are reported on five well-known databases
for assessing image quality aspects. In this sub-section, the reader can find a detailed
description of these databases. It is important to highlight that two of them, VDID2014
and CID:1Q, are dedicated viewing distance-changed image databases, i.e., the under-
lying perceptual experiments were conducted at (two) different viewing distances. For

a summarized description, the reader is referred to Table 6.1.

6.5.1.1 TID2008

The Tampere image database 2008 (TID2008) is a well-known and publicly available
database that satisfies the main requirements for evaluating full-reference metrics [164,
163]. The crux is that the database was created upon reference images that comprise a
wide variety of scenes and contains several different types of distortion that relate to
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| Name [ , X s | D/ g | #References | #Distortions | #Pairs |

TID2008 [164, 163] 512 384 3 25 17 1700
TID2013 [162] 512 384 3 25 24 3000
CSIQ[121] 515 515 5 30 6 866
VDID2014 [30] 768 512,512512| 4,6 8 4 160
CID:IQ [129] 800 800 2.45,4.75 23 6 690

Table 6.1. Summary characteristics of IQA databases considered in our experiments.
Notice that the columns , gx gand D/ gstand for image resolution and viewing
distance in terms of image height, respectively, while References, Distortions, and Pairs
refer to the number of reference images, distortion types, and resulting
reference-distortion pairs, respectively.

various peculiarities of the HVS. More specifically, TID2008 was built from 25 512 384
reference images taken from the Kodak lossless true color image suite [110], except
for one atrtificially synthesized image. For each reference image, authors have applied
17 types of distortions with four different levels for each type of distortion, resulting

in a database containing 1700 reference-distortion pairs. More than 800 volunteers
with different cultural levels (researchers, tutors, and students) from three different
countries (Finland, Italy, and Ukraine), subjectively evaluated the visual quality of
distorted images. The subjective test was carried out at the viewing distance of three
times the image height. In total, about 256000 individual human quality judgments
were performed and, as a result, MOS values were obtained. Further details about the
database, namely a complete enumeration of distortion types and levels, can be found
in [164, 163].

6.5.1.2 TID2013

The Tampere image database 2013 (TID2013) is an extension of the aforementioned
TID2008, which contains more distortion types and levels [162]. Similarly to TID2008,
the database is publicly available and rapidly became popular in the scientific com-
munity. Ponomarenko et al. motivated the creation of TID2013 mainly by the new
types of distortions and improved methodologies of quantitative subjective tests. More
specifically, the authors of TID2013 re-utilized the reference images used for TID2008.
For each reference image, the authors applied 24 types of distortions for each reference
image with five different levels each, resulting in a database containing 3000 reference-
distortion pairs. The visual quality of distorted images was gathered by performing 985
subjective experiments with volunteers from five different countries (Finland, France,
Italy, Ukraine, and the USA). Similarly to TID2008, the subjective test was carried out
at the viewing distance of 3 times the image height. In total, about 524340 individual
human quality judgments were performed and, as a result, MOS values were obtained.
Further details about the database, namely a complete enumeration of distortion types
and levels, can be found in [162].
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6.5.1.3 CSIQ

The computational and subjective image quality (CSIQ) database is another popular
database for IQA of measures and other aspects of image quality. The main reason
for the inclusion of this database in our benchmark was the fact that it was built
upon completely different reference images than those in TID2008, TID2013, and
VDID2014. The CSIQ database was built from 30 512 512 reference images taken from
public-domain sources, predominantly from the U.S. national park service. For each
reference image, the authors applied six types of distortions with five different levels
for each type of distortion, resulting in a database containing 866 reference-distortion
pairs. The distortion types comprise commonly encountered acquisition, registration,
and compression artifacts: global contrast decrements, additive pink Gaussian noise,
Gaussian blurring, JPEG compression and JPEG2000 compression. Thirty-five different
volunteers subjectively evaluated the visual quality of the distorted images. In total,
5000 individual human quality judgments were performed. The subjective test was
carried out at a viewing distance of five times the image height. Unlike for TID2008,
the authors reported their results in the form of DMOS, where larger values stand
for greater visual distortion when compared to the reference. For this reason, a high
negative correlation is expected between FR-IQA measures and DMOS. Further details
about the database, namely a complete enumeration of distortion levels, can be found
in[121].

6.5.1.4 CIDIQ

Unlike the previously presented TID2008, TID2013, and CSIQ sources, the ColourLab
image database: image quality (CID:I1Q) is a viewing distance-changed IQA database,
i.e., the underlying perceptual experiments were conducted at (two) different viewing
distances [129]. Moreover, it is uniquely characterized by following objectivedesign
principles when selecting the reference images, i.e., the reference images were selected
based on objective analytical procedures following the most recent achievements in the
research field. CID:1Q was built from 23 800 800 reference images. For each reference
image, the authors have applied six types of distortions with five different levels of
degradation each, resulting in a database containing 690 reference-distortion pairs.
The distortion types comprise commonly encountered acquisition, registration, and
compression artifacts: Poisson noise, Gaussian blur, constanthue minimum E gammut
mapping, SGCK gammut mapping, JPEG compression and JPEG2000 compression.
Seventeen different volunteers subjectively evaluated the visual quality of distorted
images. The subjective test was carried out at a viewing distance of 2.45 and 4.75 times
the image height. The authors reported their results in the form of MOS. Further
details about the database can be found in [129].
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6.5.1.5 VDID2014

The viewing distance image database 2014 (VDID2014) is another viewing distance-
changed IQA database, first published in 2015 with the objective of deploying the impact
of viewing distances and image resolutions on IQA [80]. VDID2014 was built from eight
reference images with resolutions of 768 512 and 512 512. It is worth noting that the
largest four are original from the Kodak lossless true color image suite [110]. For each
reference image, the authors have applied four types of distortions with five different
levels for each type of distortion, resulting in a database containing 160 reference-
distortion pairs. The distortion types comprise commonly encountered acquisition,
registration, and compression artifacts: white noise in the RGB components, Gaussian
blur, JPEG compression, and JPEG2000 compression. Twenty different volunteers
subjectively evaluated the visual quality of distorted images. The subjective test was
carried out at a viewing distance of four and six times the image height. The authors
reported their results in the form of DMOS. Further details about the database can be
found in [80].

6.5.2 Data Usage

It is worth highlighting that we approach the problem of optimizing SSIM-based
measures from the perspective of machine learning (ML) in this work. Since ML refers
to the task of inducing a general pattern when provided a set of training (a.k.a. learning)
examples, the ML algorithms, in this work GA and S-PSO, are expected to achieve a
fair generalization on unseen examples of the same pattern. A common issue faced in
almost every ML application is overfitting - a situation when the algorithms simply
memoarize the set of training examples instead of learning the underlying pattern. To
ensure that our ML algorithms are suggesting parameters for SSIM that are as good on
previously unseen reference-distortion pairs as on those used for learning, although
being of the same kind, we performed internal cross-validation and computed both
training and unseenfitness. More specifically, during the optimization of an IQA
measure on a given database, we have left out 30% of the reference-distortion pairs to
estimate the algorithms' generalization ability and then create the possibility to, further,
compare this estimate with the real fithess observed on previously unseen data. The
IQA databases were partitioned randomly, using a different seed for a pseudo-random
number generator at each run, following the Monte Carlo cross-validation scheme.
Given the fact we worked with real-world images, i.e., data-structures of consid-
erable size, to accelerate our algorithmic procedures, we decided to use only 50% of
reference-distortion pairs of the training partition at each iteration; these were selected
at random and without replacement. In other words, we used batch-training where the
batch-size equals 50% of the training partition. Such a training scheme allowed us to
significantly reduce the training times while still ensuring an equal positive probability
of using any training data instance. Moreover, we can confidently say that such a
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training scheme did not introduce a significant information loss from the obtained
results.

6.5.3 Parameters

In this sub-section, the reader can find a detailed description of the parameters used
in our experiments. It is paramount to highlight that the objective of this paper is not
to perform an exhaustive hyper-parameter exploration of the optimization algorithms.
Instead, our goal is to prove the suitability of the proposed method for IQA measures'
optimization. Therefore, we experimented with two semantically diverse algorithms
whose parameters were chosen according to our best understanding and findings from
the literature. In the first paragraph, the reader is exposed to the set of parameters
that are shared across the optimization metaheuristics, along with the computational
cost. The second and the third paragraphs describe, in detail, the parameters of GA
along with the aforementioned adaptation of GA towards simultaneous processing

of combinatorial and continuous sub-spaces in the case of "( " 110;_109: ¢ and
O (G The third paragraph chronicles the parameters of PSO. Finally,

1 . — 9< 90'
the last paragraph introduces details regarding the search spaces' hyper-cube. For a

summarized description, the reader is referred to Table 6.2.

Considering the stochastic nature of the search-algorithms employed and results'
volatility upon data partitions (i.e., to provide a robust and statistically-consistent
analysis of experimental results), we have repeated experiments ten times (runs), each
with a different pseudo-random number generator (a.k.a. seell used for partitioning the
data, algorithms' initialization and their subsequent execution. We have fixed an equal
population-size and number of generations at values 40 and 50, respectively, throughout
our experiments; the exception for this setting was the proposed adaption of GA, which
from now on, will be referenced as 2, Where the population-size and number of
generations were fixed at 25 and 80, respectively. Thus, the resulting computational
effort for each experiment was defined at 2000 fitness evaluations per algorithm at
one run. As it was described in 6.4.1, the search space consists of a multidimensional
hyper-cube whose dimensions are defined in *0-3Yseal-valued interval (recall that the
number of dimensions varies according to the problem-instance). For this reason, the
initial candidate-solutions were generated under continuous uniform distribution
* 10— 3v4 The stopping criterion for the search-algorithms was defined as the number
of generations.

In our experiments, GA was used with tournament selection with a selection
pressure of 10%. Such a high selection pressure was adopted to foster the convergence
given a reduced amount of generations that GA was provided. The survival was
elitist, i.e., the parent that presents the best training fitness, if better than the best
offspring, was automatically copied to the next generation. In this sense, it becomes
possible to maintain the traits of the most fitting individuals and flow their genetic
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| Algorithm(s) || Parameter | Value

#runs 10
{GA, S-PSO, GA} || #fitness evaluations 2000
Initialization * 10-31,
Stopping criteria #generations
#generations 40
{GA, PSO} Population size 50

Selection type Tournament
Selection pressure 0.1

GA Elitism True _
Crossover Geometric
Mutation Ball
% ° 0.7
og" © 0.3
#generations 80

GA> binary update frequency 8
Population size 25
Crossover (Geometric, Point)
Mutation (Ball, Flip)
Synchronization of the swarm | True
Neighborhood model gbest

PSO Social factor 1.0
Cognitive Factor 1.0
Inertia weight 0.79

Table 6.2. Enumeration of hyper-parameters for GA and PSO.

material to the next generation, improving, therefore, the convergence [60]. It is worth
noting that, in this work, the GAs are divided across the two kinds of the search
space: purely continuous and mixed (continuous and combinatorial); to distinguish
between both, the variant of GA that is applied in a mixed search space will be
referenced as . For the purely continuous search spaces, which is the case of
(C (" v (C (" 5o (" v e pand"( (" +._ g ¢ GA
was used with geometric crossover and ball-mutation. Both operators are representation
independent search-operators, defined in precise geometric terms using the notions of
line segment and ball, that generalize search operators for the major representations
used in GAs, such as binary strings, real vectors, permutations, and syntactic trees [149].
In the case of geometric crossover, the offspring always stands on the segment joining
the points representing the parentsinthe -dimensional hyper-cube. The box-mutation
consists of a random perturbation of chromosome values in a given range; it was applied
at every position of the chromosome with a probability of 03 and a perturbation
magnitude generated from #1 = - g_o=g = 0¢1°, where 9represents the & position
in the chromosome, and 2 and 8uniquely identify the chromosome 2 at iteration 8
For the search spaces consisting of a mix between continuous and combinatorial sub-

spaces, which is the case of'( " 15051?. and "( " 110'10 < &
e g o "

we used
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an adaption of GA where variation operators act upon each sub-space appropriately
in a parallel fashion. To operate upon continuous sub-spaces, we decided to reuse the
aforementioned operators and parameters; whereas to manipulate candidate-solutions
co-represented by 5D binary vectors, we considered using point crossover and bit-
flip mutation as defined in [144]; the latter was applied at every position of the
chromosome with a probability of 03 (similarly to the aforementioned ball mutation).
The probabilities of applying crossover ( %4 ©) and mutation (%" °) were set at 07
and 03, respectively, following the recommendation provided in the literature [144],
independently of the type of search space.

As we explained in 6.4.1.5,  , was designed to operate upon chromosomes rep-
resented by a tuple of vectors: the first represents SS-SSIMs' parameters at different
spatial scales, the second indicates which spatial scales to include in the MS-SSIM's
calculation. In this sense, chromosome processing alternates between continuous and
combinatorial sub-spaces (as such, variation operators). While the optimization of
continuous sub-space was conducted traditionally, iteration after iteration, optimiza-
tion of the combinatorial sub-space was paused and only manipulated at each 8 ©
iteration (binary update frequency). We introduced such a delayto allow 2> to adjust
continuous parameters after, in our opinion, disruptive changes that would result in
the combinatorial sub-space.

Following the work of [20], PSO was used with equal weights for acceleration
coefficients 1= 5 = 10, and the inertia weight F was set to 0+79. At a given iteration,
particles in the swarm are updated with the same gbestobtained from examining the
whole swarm. This operation means that the neighborhood model we used in our
experiments is gbest and the swarm's position updates are synchronous. In such a
way, the update can be performed in a computationally more efficient way, therefore
accelerating the experiments' execution.

Whenever a given candidate-solution leaves the search space's hyper-cube, i.e.,
when some of the coordinates at a given position get out of the 10— 3%real-valued
interval, the coordinates were randomly reinitialized following  * 1g_3,, This action
is based on the scientific community's common practice regarding hard-constrained
continuous problem-solving [14, 19].

6.6 Experimental Results

This section presents and discusses the experimental results; due to the vast amount
of experimental findings, we have divided this section into five parts: the overall
performance, the statistical assessment, the cross-database analysis, the performance
by distortion groups, and the parameters' presentation and discussion. We highlight
the fact that the analysis is mostly based on SRCC, which is a widely accepted evaluation
measure for IQA metrics [227, 224].
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6.6.1 Overall Performance of Optimization Framework

Figure 6.3 exhibits a series of five box-plots, one per IQA database. The box-plots show
the distribution of the SRCC, calculated on the unseen data, between the subjective
evaluation provided by the human observers and the objective evaluation of the
proposed improvements of the SSIM. More specifically, the y-axis reports the SRCC,
whereas the x-axis identifies the target search spaces (following the nomenclature
defined in 6.4.1). The three stylized lines in each sub-figure represent the baseline
SSIMs. The baseline SS-SSIM is present in two versions: after the SSS, illustrated in
black dashed lines , and after the OSS, shown in blue dotted lines; also, the baseline
MS-SSIM, calculated after gray-scaling reference-distortion pairs, is provided in red
dot-dashed lines. The boxes' colors stand for different optimization algorithms: blue
for GA, golden for S-PSO and green for GA,. Notice that GA , was only used for
"( o" 110; e @ and "( (& Ioflo_ < & the search spaces whose candidate-
solutions are co-represented by 5D binary vectors.

From Figure 6.3, it becomes clear that optimizing SS-SSIM on the set of parameters
f - — — 1— 2— 3— B- Fggenerally yields better SRCC thanonf — — galone,
independently of the scale selection method. It is worth detailingthat ((  ((" sb:
generally outperforms the baseline variants of SSIM, including the multi-scale extension
(MS-SSIM). By comparing two scale selection methods, one can conclude that the
advantage of applying a more complex OSS is not granted; first, for some IQA databases
(like CSIQ and CID:1Q), the baseline SS-SSIM after SSS seems to outperform SS-SSIM
after OSS, which results in a more productive optimization of SS-SSIM after SSS when
compared to OSS; second, for the databases where OSS seems more advantageous for
SS-SSIM, the benefit of applying OSS, although visible, seems to be minimal when
compared to SSS; the only IQA database where OSS seems to provide a clear visual
advantage is VDID2014.

By looking at MS-SSIM's optimization, it becomes clear that optimizing the relative
importance of each component at each scale, instead of assuming their equality, allows
the measure to achieve better SRCC. However, to our surprise, a deeper fine-tuning
of MS-SSIM as in"( (& IO; - and "( (& 110'1_ < & (where candidate-
solutions are co-represented by 5D binary vectors), did not provide a clear visible
advantage when compared to "( (" 1 & & o and"( (" *»= g< &
respectively. When comparing SS-SSIM with its multi-scale counterparts, it becomes
clear that the fine-tuned SS-SSIM can be as good or even better; the only two IQA
databases where this does not hold, although the difference seems to be relatively
small, are TID2008 and TID2013. Considering that SS-SSIM can be said five times
computationally less complex, we consider this finding as a strong argument to reinforce
its relevance as a low-cost and high-quality IQA measure. Finally, we will comment on
the differences between different optimization algorithms. To ensure a fair comparison,
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Figure 6.3. Box-plot of SRCC calculated on unseen data, at a given IQA database and
for each search space.
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the comparison will be carried between GA and S-PSO alone since GA; is a specifically-
designed adaption of GA for searching in two distinct search spaces simultaneously.
By analyzing the box-plots, one can argue that, in general terms, the two algorithms
behave identically; such a level of agreemenbetween these two conceptually distinct
metaheuristics suggests a fair level of convergence on the underlying optimization
problems.

To better understand which variant of SSIM's optimization (from now on, refer-
enced as the experiment), is the most appropriate at each IQA database, we analyzed
both SRCC and the performance ranks on unseen data partitions. More specifically,
on a given IQA database, we have sorted the experiments according to the SRCC and
assigned a value (the rank) for each run and optimization algorithm. Then we aggre-
gated these ranks across all the runs and selected the five most performing experiments
for each IQA database (notice that lower values stand for better ranking). Additionally
we computed the median SRCC on unseen data partitions across all the runs for each
experiment. This information can be found in Table 6.3, and the reader can find the
table's description in the following paragraphs.

From Table 6.3, we can see that for the two distance-changed IQA databases (CID:1Q
and VDID2014) and CSIQ, the experiments which achieve the highest generalization
ability comprise optimization of SS-SSIM 5 p:; notice that all the remaining ranks, except
forvVDID2014, comprise optimization of MS-SSIM. Regarding the TID2008 and TID2013
IQA databases, which exhibit the most variety of distortion types and levels, it becomes
clear that the best correlation with MOS is achieved when optimizing the multi-scale
variant of SSIM after the relaxation of the g¢g= g= gassumption; the second-best
group of experiments comprises the search space SS-SSII?%E;‘: By comparing (* C4BC
between the most well-ranked MS-SSIM and SS-SSIM, one can notice that the difference
happens to range from 0.01 (for TID2008) to 0.02 (for VDID2014); bearing in mind the
increased complexity of MS-SSIM, we consider this difference minor yet benevolent
for SS-SSIM's revised importance. When assessing the impact of scale selection, one
can conclude that OSS allows the SS-SSIM to achieve the highest generalization for
VDID2014 (where it occupies the top 4 in the ranking), TID2008, and TID2013; whereas
for CSIQ and CID:IQ, it is the SSS that allows the measure to achieve the highest
generalization (such experiments occupy the top 2 in the ranking). Finally, we will
comment on the differences between the metaheuristics. Following the rationale
exposed during the analysis of Figure 6.3, the comparison will be carried out between
GA and S-PSO only. From the table one can confirm the aforementioned agreement
between GA and S-PSO - both achieve a very similar (‘ p=B44; although, the
difference is minimal, it is clear that GA tends to achieve slightly better ranks.

To prove the effectiveness of the optimization approach and identify potential
overfitting, we analyzed the learning curves. Figure 6.4 provides an illustrative example
comprising two forms of SSIM's optimization: SS-SSIM 28%and MS-SSIM: . _ . Our
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’ IQA database \ Search space's ID | Algorithm \ (" D=B44=\ Rank ‘

SS-SSINEBE GA -0.951 1
BB
s SS-SSIME® S-PSO -0.952 2
Q MS-SSIM . _ - o | GA -0.936 3
MS-SSIM . _ . » | S-PSO -0.934 4
MS-SSIM®Y _ . | GA, -0.935 5
MS-SSIM . _ . » | GA 0.865 1
MS-SSIM . _ . o | S-PSO 0.858 2
TID2008 Y i
MS-SSIM®Y . | GA, 0.859 3
SS-SSINEY S-PSO 0.855 4
SS-SSIMEEE GA 0.844 5
MS-SSIM®T_ _ . | GA; 0.793 1
MS-SSIM . _ . » | GA 0.787 2
TID2013 MS-SSIM . _ ¢ | S-PSO 0.783 3
1040
MS-SSIMgp. | GA 0.788 4
SS-SSIMEE GA 0.781 5
SS-SSINEBE S-PSO 0.817 1
SS-SSIMEE GA 0.810 2
ciblQ MSSSIM .~ 4 | GA 0.806 3
MS-SSIM’Y . | GA, 0.806 4
MS-SSIM ., y | S-PSO 0.806 5
SS-SSIMEE GA -0.960 1
SS-SSINEY S-PSO -0.958 2
vDID2014 SS-SSIMIBE GA -0.952 3
SS-SSINPE_, S-PSO -0.951 4
MS-SSIM™Y _ . | GA -0.930 5

Table 6.3. Rank of different SSIM's optimization forms based on their generalization
ability, for each IQA database.

choice was based on two factors: first, we wanted to include one single and one multi-
scale variant of SSIM; second, we decided to include the experiments which, according
to the analysis of figure 6.3 and table 6.3, were shown to be among those which
generalize better. It is worth remembering that, to reduce the training times, we
conducted the optimization on batches of training data (consult 6.5.3 for more details);
for this reason, the training curves are not monotonically decreasing functions. The
following paragraph describes the figure.

From Figure 6.4, one can notice that, in general terms, the optimization process
does not exhibit clear overfitting patterns. Additionally, one can see that after 10-15
generations, the level of generalization tends to stabilize, meaning that no further
optimization brings a significant improvement. It is worth noticing that TID2013 is the
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IQA database where the optimization seems to bring little-to-no benefits. A possible
explanation can be found in the richness and variably of distortion types, including

a wide range of color-specific distortions, making the optimization of SSIM naturally

harder.

Figure 6.4. Learning curves from optimizing SS-SSIM EBDE;‘;and MS-SSIM. . _ « o With
GA.

We finish this subsection by comparing the complexity of each optimization algo-
rithm in terms of the processing time. Table 6.4 presents the average processing times
of a single run of each experiment identified by the tuple 1Search space's ID, Algo-
rithm ©. It happens that the optimization algorithms' time-complexity depends on (i)
the imaging database, because images usually have different size across different DBs,
(i) the IQA measure, as different measures have different time-complexity, and (iii)
the experiment's type, because different experiments imply a different search-space,
therefore processing time. Therefore, we averaged the experiments' processing time
across databases. From the table, we can see that all the experiments involving SS-SSIM
are approximately 10x faster than the MS-SSIM's. This fact is directly linked to the
time-complexity of each measure: SS-SSIM computes similarity at a single spatial scale,
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Search space's ID | Algorithm [ Time (sec.) |

MS-SSIMJ5.. | GAz 12391.36
h :' g g d
MS-SSIMojl_ s GA, 11975.21
GA 13125.79
MS-SSIM . _ « ¢ SPSO 13009.36
GA 13212.84
MS-SSIM & « o SPSO 13048.65
SS-SSINEE GA 1422.79
- SPSO 1200.05
- GA 1520.93
— o SPSO 1342.95
S GA 1610.06
'\'ED;; SPSO 909.08
Ss.SSnfos GA 1173.96
'\%D;; SPSO 629.70

Table 6.4. Algorithms' time complexity across different search spaces.

whereas MS-SSIM computes (and then aggregates) the similarity across five different
spatial scales; moreover, the number of optimized parameters for the MS-SSIM is ten-
dentiously larger than for its single scale counterpart. It is pertinent to highlight that
S-PSO takes notably less time than GA on the same experiments. This is mostly related
to the fact particles' updates rely upon vectorized operations; specifically, given that
all the particles in the swarm use the same gbest one can make use of more optimal
and pre-compiled functions and mathematical operations on array objects to update
the whole swarm at once. For a more detailed comparison between GA and PSO,
including an empirical comparison on a varied set of optimization problems, the reader

is referred to [14].

6.6.2 Statistical Assessment

In this sub-section, the reader can find the statistical assessment and the analysis of the
experimental results. The statistical assessment was performed through the Wilcoxon
rank-sum test for pairwise data comparison (from now on, referenced as Wilcoxon's
test), under the null hypothesis that the differences between two related paired samples
are symmetric about zero. More specifically, we compared the SRCC between two
samples, obtained on unseen data partitions and at the end of the evolutionary process
(the records were taken at the last generation). It is worth pointing out that we reject the
null hypothesis when the p-value of the test is smaller or equal to 5% (i.e., we assume
a significance level, formally represented by , of 5%).

Table 6.5 provides a statistically sustained comparison between the proposed vari-
ants of SSIM's optimization and the respective baseline. Through Wilcoxon's test, we
compared the SRCC achieved by each type of SSIM's optimization against the respective
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baseline; recall that the comparison was performed across unseen data partitions. For
those experiments where two different metaheuristics were engaged, GA and S-PSO,
Wilcoxon's test was conducted on the subset involving GAs because it was shown to gen-
eralize (slightly) better (see Table 6.6 and its description for more details). The column
Search Space'a |IE2presents the different variants of SSIM's optimization, following the
nomenclature adopted in 6.4.1, whereas the column Baselingepresents the respective
baseline parameter set for the SSIM, as defined in [226]; the columnPreprocessingas
the name suggests, represents the preprocessing that the IQA databases were subject
to, before applying the measures; the columns Statisticand p-valuerepresent the test's
statistic and p-value, respectively; finally, the column Sign holds value , when the
proposed optimization of SSIM correlates with subjective evaluation better than the
baseline, in median terms, otherwise. See the following paragraph for the main
findings.

| Baseline | Preprocessing | Search space's ID | Statistic | p-value | Sign |

<ss SS-SSIM _ _ - 40 | 8.03E-09] +

<S.SSIM SS-SSIMp.. 0 756E-10 +
0SS SS-SSIM _ _ . 0 7.56E-10] +
SS-SSIMp.. 0 7.56E-10| +

MS-SSIM ~ - ¢ 534 0.3178 | +

MS-SSIM | grayscale MS-SSII\/Iiollo_ <o | 99 |201E-07] +
Ms-ssIM®T _ 561 0.4602 | -

MS-SSIM® < o| 193 |178E-05] +

Table 6.5. Statistical assessment against the baseline. The table provides both statistic
value and the respective p-value after Wilcoxon's paired signed rank test, under the
null hypothesis that the median difference between pairs of observations is zero.

From Table 6.5, one can observe a clear superiority of the proposed optimization
approaches: the majority are statistically better than the respective baseline, assuming
a significance level of 5%. The only optimizations for which the difference is not
statistically significant are SS-SSIM. _ _ - and MS—SSII\/IiOfO_ < & the latter is the only
optimization variant that does not outperform the baseline numerically.

Table 6.6 exhibits the results of a series of Wilcoxon's tests conducted on semantically
different subsets of experiments; with each test, we tried to achieve, in a statistically
rigorous way, one of the research objectives defined in 6.4. The columns Sample and
Sample label the two related paired samples - the objects of statistical assessment; the
columns Statisticand p-valuerepresent test's statistic and p-value, respectively; finally,
the column Signholds value ; when Sample achieves a higher generalization ability, in
median terms, than Sample. See the following two paragraphs for the main findings.

The first test compares the subset of experiments conducted using GA against a
related subset but involving S-PSO; from the results, one can say that GA is statistically
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| Sample | Sample Statistic | p-value | Sign |
GA S-PSO 19358.0| 0.032 -

SSS 0SS 9579.0 0.565
SS-SSIMZE [ MS-SSIM . _ 4 | 2021.0 | 0.083

SS-SSIMPP [ MS-SSIM. . _ « o | 2203.0 [ 0.268

+| 4|+

Table 6.6. Results of Wilcoxon's paired signed rank test, under the null hypothesis that
the median difference between two paired samples is zero. The table provides both
statistic value and the respective p-value.

better than S-PSO. The second test compares the two scale selection methods for
the experiments involving the two kinds of SS-SSIM optimization: SS-SSIM: _ _ o
and SS-SSIM p-; from the test's results, one can say there is no statistically-sustained
difference between SSS and OSS, although, in median terms, OSS achieves slightly
better generalization ability. The third and fourth tests compare two most-performing
optimization approaches for each kind of SSIM - SS-SSIMs p. against MS-SSIM ., _ « ;
the only difference between these two tests consists of the scale selection approach used
for SS-SSIMs p;; the third test compares SS-SSIM2Pwith MS-SSIM. . _ . o, whereas
the fourth test compares SS-SS”\/E%‘?;With MS-SSIM: . _ « ¢- Fromthe testresults, one
can say that MS-SSIM . _ . o is not statistically different from SS-SSIM 5p.; despite
achieving a better overall generalization (in median terms) regardless of the scale
selection method. Nevertheless, the p-value associated with the comparison of the
third test is about three times smaller than that of the fourth test; this result suggests
that SS-SSIM>BBp;better approximates to MS-SSIM: . _ « o than SS-SSIMBBBp.;

In generalterms, we can conclude the following. First, GAis better than S-SPO when
considering the optimization tasks formalized in 6.4. Second, there is no statistically
sustained difference across scale selection methods; when relating tests outcomes
with discussions originated from Figure 6.3 and Table 6.3, it becomes clear this topic
deserves better investigation by the scientific community as the so-called Optimal Scale
Selection (OSS) does not happen to beoptimalfor all the IQA databases considered in
our benchmarks. Third, a properparameter setting for SS-SSIM results in a performance
as good as its fine-tuned multi-scale counterpart.

6.6.3 Cross-Database Analysis

To verify to which extent the set of parameters learned on a given IQA database can be

transferred to other (previously unseen) databases, we created the so-called Spearman's
rank cross-database correlation table (Table 6.7). In this table, the columnTrained on
represents the IQA databases that were used to estimate SSIM parameters (that from
now on, will be referenced as training databases), whereas Tested orrepresents the
databases on which those were assessed (that from now on, will be referenced as
testing databases). Note that, differently from the previously shown and discussed
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experimental results, where the assessment was made on a given partition of data, a
cross-database assessment was performed for all the reference-distortion pairs. The
column Benchmarkuniquely identifies the set of parameters learned at each search
space for each training database; each identifier is provided as a tuple consisting of
the SSIM's search space (labeled following the nomenclature defined in 6.4) and the
metaheuristic that was employed. For those experiments involving SS-SSIM, the label
includes the best scale selection method in the superscript. The three bottom rows
regard the baseline set of parameters. The values presented in the table regard SRCC
between measure's proposed optimization and databases' subjective evaluation. The
red-green color range allows the reader to better understand the benchmarks with the
highest SRCC: the greener the values at a given column are, the better the SRCC is. See
the following two paragraphs for the main findings.

The analysis of Table 6.7 suggests that, as was expected, the highest correlation at
a given IQA database can be achieved if the optimization system is performed on the
database itself. Nevertheless, the table also suggests a high potential for transferring
the learned parameters to other IQA databases. When considering the optimization
of MS-SSIM, the most cross-database generalization can be observed on the tuple
(MS-SSIM . _ « ¢, GA). When trained on CID:IQ, CSIQ, TID2008 or TID2013, this
benchmark is shown to outperform the baseline SSIM almost for all the databases; the
only exception is VDID2014 where the baseline SS-SSIMBBachieves the best results.
When considering the optimization of SS-SSIM, the most cross-database generalization
can be observed on the tuple (SS—SSII\/@BDE;‘: S-PS0), if trained on CSIQ or TID2008, and
(SS-SSIMY, S-PSO), if trained on TID2013.

It is important to highlight the IQA databases which allow the optimization system
to achieve the highest cross-database generalization, regardless of the measure. From
the table's analysis, we consider that CSIQ, TID2008 and TID2013 are the most befitting
in the context of knowledge transferthe reason for such adequacy can be found in
databases' variability: these IQA databases happen to have the highest amount of
reference images and distortion types. Under this light, it turns out to be clear why the
parameters learned on VDID2014 did not exhibit a good cross-database generalization -
VDID is composed of just eight reference images and four distortion types; nevertheless,
the tuples (SS-SSIMBB |, GA) and (SS-SSI %B;: S-PSO0) trained on TID2013 happen
to outperform the baseline SSIMs on VDID204.

6.6.4 Performance by distortion groups

Our experiments also examined the performance of the proposed parameters set on
different image distortion types. Table 6.8 reports SRCC calculated for each distortion
type. To illustrate the performance of the SSIM optimization framework by distortion
groups, we relied on TID2008 as it is among the largest, most heterogeneous, and most
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SRCC
Tested on CID:IQ [ CSIQ [ TID2008 | TID2013 | VDID2014
Trained on | Benchmark
(MS—SSIMO':: - ¢ GA2) 0.646 | -0.808| 0.630 0.668 -0.930
(Ms-sSIM™" . GA;) | 0675 | -0.851| 0702 | 0.705 -0.932
(MS-SSIM. . _ 4, GA) 0.759 | -0.883| 0.814 | 0.769 -0.916
VDID2014 "(MS-SSIM - - ¢, S-PSO)| 0.755 | -0.877| 0.811 0.766 -0.915
(SS-SSINB®__ GA) 0.639 | -0.679 0.64 0.684 -0.949
(SS-SSINEE, GA) 0.566 | -0.737| 0.592 | 0.649 -0.959
(Ms-ssnvﬁo':: - ¢ GA2) 0.8 | -0.904| 0.848 0.782 -0.899
(Ms-sSIM™" . GA;) | 0.802 | -0.910| 0852 | 0.785 -0.907
(MS-SSIM. . _ 4, GA) 0.809 | -0.939| 0.863 | 0.792 -0.904
CIDIQ  [(MS-SSIM - - 4 S-PSO)| 0.799 | -0.912| 0.856 | 0.789 -0.900
(SS-SSINFE__ GA) 0.8 | -0.903| 0774 | 0.726 -0.894
(SS-SSIMEE, S-PSO) 0.827 | -0.918| 0.755 | 0.713 -0.880
(Ms-ssnvﬁo'glj ) 0.787 | -0.922| 0.862 0.789 -0.908
(MS-SSIM™" . GA;) | 073 |-0.936 085 0.779 -0.888
(MS-SSIM. . _ 4, GA) 0.776 | -0.952| 0874 | 0.791 -0.904
CsIQ (MS-SSIM. ¢ + ¢, GA) 0.754 | -0.929| 0.845 0.779 -0.899
(SS-SSINFBE__ GA) 0.766 | -0.932| 0.802 | 0.742 -0.895
(SS-SSIMEE S-PSO) 0.737 [=0.965| 0853 | 0.771 -0.916
(MS-sSIM®Y _  GA,) 0.788 | -0.915| 0.863 0.792 -0.911
9 9 9
(Ms-sSIM™ . GA;) | 0784 | -0.928| 087 0.8 -0.900
(MS-SSIM. . _ 4, GA) 0.793 | -0.948| 0.880 | 0.796 -0.905
TID2008 (MS-SSIM - ~ », GA) 0.792 | 0917 0.859 | 0.789 -0.901
(SS-SSINB®__ GA) 0.745 | -0.861| 0.854 | 0.784 -0.928
(SS-SSIMZE S-PSO) 0.746 |-0.953| 0872 | 0.786 -0.912
(MsS-sSIM®™ | GAp) 0.765 | -0.912| 0.85 0.789 -0.893
ME o
(Ms-sSIM™" . GA;) | 0791 |-0.927| 0871 | 0805 -0.899
(MS-SSIM. . _ « 4, GA) 0.797 | -0.937| 0.872 | 0.801 -0.901
TID2013 (MS-SSIM - », GA) 0.796 | -0.910 0.857 | 0.791 -0.901
(SS-SSINB®__ GA) 0.735 | -0.840 0.851 | 0.786 -0.935
(SS-SSIMEE, S-PSO) 0.706 | -0.864| 0.858 | 0.792 -0.949
Baseline | (( ((" ©e®B 0.773 | -0.864] 0.773 | 0.741 -0.895
(G 0.695 | -0.772| 0.777 | 0.748 -0.931
"(— ((~ CAUHBZUA 0.793 | -0.913 0.858 | 0.790 -0.901

Table 6.7. Spearman's rank cross-database correlation table. Color format is
normalized per-column, with green indicating best correlation, and red least

correlation.
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popular IQA databases; moreover, TID2008 is primarily composed of structural distor-
tion types which are more appropriate for the assessment of SSIM-based techniques
because the latter were designed to exploit the theory about HVS's high adaptability
for the extraction of structural information from the scenes.

The column Distortion Typeuniquely identifies the databases' distortion types. The
row Training IQA DB identifies the so-called training IQA database - the one that was
used to optimize a given type of SSIM (these are reported as table's columns). Note that
this table also includes the baseline SS-SSIM, reported for each scale selection method,
and MS-SSIM. The table is divided into two halves: the first regards SS-SSIM, the
second is MS-SSIM. The red-green color range allows the reader to better understand
the benchmarks with the highest SRCC: the greener the values at a given row are, the
better the SRCC is. See the following two paragraphs for the main findings. Note that
the reported SSIMs were optimized using GAs.

[ Training IQA DB [ TID2008 [ ¢csio TID2008 [ CsIQ |
| Distortion Type | SS-SSIMPE®[ S5-SSIM”PP[ SS-SSIMZE | SS-SSIMERE | MS-SSIM [ MS-SSIM: . — < ¢ [ MS-SSIM1 . _ « ¢ |
Additive Gaussian noise 0,810 0,826 0,864 0,847 0,815 0,811 0,810
Noise in color components 0,804 0,806 0,855 0,860 0,806 0,805 0,806
Spatially correlated noise 0,814 0,841 0,889 0,870 0,823 0,830 0,830
High frequency noise 0,873 0,890 0,906 0,910 0,871 0,878 0,875
Impulse noise 0,674 0,697 | 0,788 0,805 0,691 0,692 [ 0,704
Quantization noise 0,859 0,864 0,898 0,891 0,866 0,867 0,867
Gaussian blur 0,955 0,956 0,966 0,958 0,957 0,956 0,958
JPEG compression 0,924 0,924 0,936 0,942 0,932 0,930 0,930
JPEG2000 compression 0,963 0,973 0,971 0,962 0,970 0,970 0,970
JPEG transmission 0,867 0,849 0,849 0,857 0,872 0,869 | 0,866
JPEG2000 transmission 0,858 0,859 0,878 0,887 0,861 0,861 0,859
Mean shift 0,723 0,723 0,735 0,782 0,734 0,737 0,737
Contrast change 0,525 0,525 0,637 0,559 0,638 0,634 0,634
Non eccentricity pattern 0,711 0,722 | 0,706 0,682 0,740 0,746 | 0,737
Masked noise 0,780 0,767 0,824 0,861 0,811 0,813 | 0,809
Image denoising 0,953 0,962 0,967 0,958 0,959 0,957 0,955
Local block-wise distortions 0,845 0,841 0,867 0,832 0,769 0,693 0,719

Table 6.8. SRCC values of SSIM-based IQA metrics for each distortion type in TID2008.

From Table 6.8, one can clearly see that the proposed optimization approaches
outperform the respective baselines in the majority of distortion groups. The most
significantimprovement in terms of SRCC can be observed from SS-SSIM;%E,‘,trained on
TID2008. Surprisingly, SS-SSIM®Ptrained on entirely different IQA database achieves
slightly worse levels of correlation;’fhis fact is further proof of high for cross-database

generalization ability of the proposed optimization approach.

6.6.5 Parameters distribution

In this sub-section, the reader will be presented with the suggested parameters, along
with their discussion. The results will be provided for SS-SSIM 5p;; MS-SSIM . _ « ¢
and MS-SSIMicfli < ¢3S these types of search spaces were shown to exhibit the highest
correlation with subjective evaluation.

Table 6.9 shows the set of parameters learned for SS-SSIMp..on each IQA database.
More specifically, we averaged the parameters at the end of the evolutionary process
across all the runs. The results are divided across the two scale selection methods: SSS
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and OSS. It is worth highlighting that we show the results obtained by GA, as it was
found to be slightly better than S-PSO (consult sub-section 6.6.2 for more details). See
the following two paragraphs for the main findings.

[ SSIM

IQADB | | | | 1 [ 2 | ws [stride | dilation |
CSIQ 0.211] 0.208] 2.506| 0.249] 0.114] 15 15| (4, 4) 4
TID2008 | 0.123| 0.533| 2.164| 0.234| 0.096| 19 19| (4, 4)
SS-SSIMB [ TID2013 | 0.107 | 1.237| 1.943] 0.205| 0.093| 19 19 | (4, 4)
CID:IQ 1.136| 0.557| 1.827| 0.207| 0.020| 15 15| (4, 4)
VDID2014 | 0.703| 0.082| 2.236| 0.116| 0.211| 15 15| (4, 4)
CSIQ 0.020| 0.054| 2.565| 0.211 0.094| 19 19| (5, 5)
TID2008 | 0.077| 0.457 | 2.478 0.206| 0.075| 21 21| (4, 4)
SS-SSIMY>. | TID2013 | 0.092| 0.844 | 1.531 0.217| 0.065| 17 17 | (4, 4)
CID:IQ 0.685| 0.220| 2.450| 0.205] 0.023| 11 11| (4, 4)
VDID2014 | 1.919| 1.837| 1.270] 0.138] 0.228] 13 13| (4, 4)

W RNN RPN W

Table 6.9. Table of aggregated (by average) parameters learned for SS-SSIMp..at each
IQA database.

By analyzing Table 6.9, one can clearly see that SSIM's optimization suggests
unequal importance of its inner components: in general, the structure () is prioritized
over contrast ( ), whereas contrast is prioritized over the luminance ( ). In such
a way, we empirically, in a data-driven manner, reinforce the hypothesis that the
HVS is highly adapted for extracting structural information from the scenes and
prove the inappropriateness of assigning them equal weights in SS-SSIM. A further
indication of the relative importance of different components is given by optimizing
normalization constants K ; and K. In general, the SSIM optimization suggests setting
them respectively at least 20 and 3 times higher than the default values (0.01 and
0.03) [227]. Specifically, K; directly affects constant 1, which is used to protect
luminance equation 6.1 from a division by zero. A higher value in such an equation
forces the ratio to be closer to 1: in the final SSIM computation, where all components
are combined via multiplication, this behavior makes the luminance component have
a lesser impact on the overall similarity score. The most impressive revelation, in our
opinion, was related to the sliding-window's size, stride and dilation - all of them are
suggested to be significantly larger than the ones proposed in the literature. It happens
that, by optimizing the sliding-window size, we allow the system to optimize the SS-
SSIM with respect to the visual resolution used during databases' subjective evaluation
of the underlying visual data (number of pixels per degree of the visual field). From
the experimental results, we can conclude that the default 11 11 window size does
not happen to fit with IQA databases' experimental settings; the only exception to this
observation can be found at CID:IQ, when optimizing SS-SSIM $3%, When considering
the proposed sliding-window's stride, it becomes clear that SS-SSIM can be used with
significantly fewer applications of the filter to an input reference-distortion pair of
images, without loss of performance; from the table, the number of filter's movements
between convolutional applications, on both the horizontal and vertical axis, can be

114



enlarged about four times. The usage of spatial information and the receptive field was
also substantially revised through the dilation rate. The optimization system generally
suggests a larger dilation rate, at least two times higher than the default parameter
(which is 1), and the value is highly dependent on the IQA database. One of the effects
of applying a dilation term larger than 1 is thatimage distortions are sampled instead of
densely analyzed. A preference for smaller dilation suggests the existence of fine-level
distortions that cannot be overlooked and should be considered in the overall similarity
score. Conversely, a larger dilation might suggest to either actively ignore unimportant
fine-level distortions, or that such distortions are not present at all. In practice, the
biggest difference can be observed between datasets CID:1Q (optimal dilation term 1),
and VDID2014 (optimal dilation term 3/4). Since the two datasets are built with a very
similar set of distortions, the different behavior is found in the characteristics of the
reference images, which are affected differently by the same distortions.

Finally, we consider it is necessary to highlight the noticeable differences between
SSS and OSS methods. First, the dilation rate for the latter happens to be smaller when
compared to SSS; in our opinion, this is a natural consequence of the adjustments
brought by a more awarespatial-scale selection approach in the usage of spatial infor-
mation and the receptive field. Regarding other parameters, the general distribution
can be considered to be comparable between the two scale selection methods.

Table 6.11 shows the set of parameters learned for MS-SSIM . _ . o on each IQA
database. Similarly to Table 6.9, we have averaged the parameters obtained by the GA,
at the end of the evolutionary process and across all the runs. See the following two
paragraphs for the main findings.

[ADB | 2 [ 2] s | af s | 2 [ 2] 3[ al s [ 5|
CSIQ 0.248] 0.479] 0.315] 0.228] 0.097 | 0.028] 1.769| 1.959| 1.857| 1.727] 0.309
TID2008 | 0.031| 0.729| 0.349 0.105| 0.098 | 0.091| 0.891| 1.314| 1.542| 1.477| 0.343
TID2013 | 0.323| 1.187| 0.398| 0.058| 0.085| 0.110| 0.539| 1.337| 1.485| 1.496| 0.499
CIDIQ | 0.248| 1.104] 0.292| 0.202| 0.326| 0.022| 1.408| 2.568 | 1.851 | 0.308| 2.172
VDID2014 | 0.038| 0.492| 1517 | 1.444| 0.691| 0.027| 0.073| 1.539| 1.998 | 1.264| 0.718

Table 6.10. Table of aggregated (by average) parameters learned for MS-SSIM . _ <
at each IQA database.

Similar to what we observed in Table 6.9, the measure's parameters associated with
the structural component (¢ are, in general terms, suggested to be larger than those
associated with contrast gand luminance 5. This fact serves as another supportive
argument to favor the theory that HVS is highly adapted for extracting structural
information from the scenes and proves the inappropriateness of assigning equal
weights to different components at different scales in MS-SSIM. Moreover, one can
observe that database-wise, the largest weights for contrast ( g) can be observed at scale
9= 2, except for VDID2014 where the largest values can be observed for 92 f 3—4g; the
largest contrast magnitudes ( ¢ can be seen at deeper scales92 f 3—4-5g.
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Table 6.11 shows the set of parameters learned for MS-SSII\?f&i < o ON each
IQA database. Similarly to Table 6.9, we averaged the parameters at the end of the
evolutionary process, across all the runs. See the following two paragraphs for the
main findings. The column Scaleuniquely identifies the five spatial-scales embedded
into MS-SSIM. The column Prop represents, at the & scale, the proportion of runs
where the GAs final solution (proposed set of MS-SSIM's parameters) included the &
spatial scale in the calculations; notice that, when building Table 6.7, MS-SSIMiO;:10 -
and MS-SSIMinli < & did not include the & spatial-scale for the Propvalues smaller
than 0.5. The naming nomenclature of the remaining columns was already presented
in Table 6.9 and Table 6.10.

| IQADB [Scale[Prop| o | o | -+ | 1| 2 | ws |stride | dilation |
1 0.5 | 0.301| 0.630 0.053] 0.059| 11 11| (2,2) 1
2 1.0 | 0.318] 0.823 0.037] 0.043| 11 11| (1,1 1
CsIQ 3 1.0 | 0.363| 0.585| 0.247| 0.041| 0.028| 11 11| (1,1) 1
4 0.0 | 0.420]| 0.635 0.042] 0.047| 11 11| (1,1) 1
5 1.0 | 0.062| 1.117 0.029| 0.046| 11 11| (1,1) 1
1 1.0 | 0.222| 0.120 0.038] 0.045| 11 11| (1,1 1
2 1.0 | 0.393| 0.374 0.048| 0.037| 11 11| (1,1) 1
TID2008 3 1.0 | 0.301| 0.388| 0.142| 0.031| 0.029| 11 11| (1,1 1
4 1.0 | 0.202| 0.498 0.046| 0.035| 11 11| (1,1) 1
5 0.5 | 0.140| 0.467 0.025] 0.033| 11 11| (1,1 1
1 1.0 | 0.548| 0.222 0.025] 0.068| 11 11| (1,1) 1
2 1.0 | 0.432] 0.379 0.038] 0.051| 11 11| (1,1 1
TID2013 3 1.0 | 0.300| 0.429| 0.279| 0.049| 0.02 | 11 11| (1,1) 1
4 1.0 | 0.166| 0.332 0.029] 0.029| 11 11| (1,1) 1
5 1.0 | 0.201 | 0.826 0.03 | 0.033]| 11 11| (2,2 1
1 0.0 | 0.395]| 0.199 0.045] 0.032| 11 11| (1,1 1
2 1.0 | 0.300| 0.332 0.038| 0.03 |11 11| (1,1 1
CIDIQ 3 1.0 | 0.276| 0.305| 0.316| 0.042| 0.036| 11 11| (1,1 1
4 1.0 | 0.254| 0.286 0.024] 0.014| 11 11| (1,1 1
5 1.0 | 0.157| 0.140 0.02 | 003 |11 11| (1,2) 1
1 0.0 | 0.309| 0.786 0.126| 0.06 | 13 13| (2,2) 2
2 0.0 | 0.671| 0.660 0.08 | 0.073| 11 11| (3,3) 1
VDID2014 3 1.0 | 0.609| 1.419| 0.653| 0.091| 0.138| 13 13| (2,2) 1
4 1.0 | 0.833| 1.371 0.074] 0.075| 15 15| (2,2) 2
5 1.0 | 0.410| 0.657 0.07 | 0.108| 11 11| (3,3 2

Table 6.11. Table of aggregated (by average) parameters learned for
MS-SSIMZ2 at each IQA database.
kN g

Similarly to what we observed in tables 6.9 and 6.10, the measure's parameters
associated with structural component (¢ are, in general terms, suggested to be larger
than those associated to contrast ( ¢) and luminance - - which, once again, supports
the aforementioned argument to favour the theory that HVS is highly adapted for
extracting structural information from the scenes and proves the inappropriateness
of assigning equal weights to different components at different scales in MS-SSIM.
Differently from the findings of Table 6.9, the suggested values for the parameters
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K1, K2, sliding-window's size, stride, and dilation seem not deviate significantly from
the baseline settings (except VID2014). We suspect this happen for two reasons. First,
it might happen that the suggested parameters are, in fact, optimal in the context

of MS—SSIM?@Z _ search space optimization. Second, the reason might be the
! 9

- 10_10

5D . - &
that the population size is equal to 25, and the optimization algorithm is seeded
the default parameter set in the initial population, the elite rapidly dominates the

population, and the evolutionary process becomes limited to it.

unappropriated algorithmic parameterization for MS-SSIM > given the fact
9

6.7 Conclusions

Numerous computational systems that remove undesirable visual artifacts rely upon
full-reference image quality assessment measures (FR-IQAMs). High-quality and
computationally simple FR-IQAMs are in high demand, and the Structural Similarity
Index Measure (SSIM) is among the most utilized. In this paper, we revised the original
parameters of SSIM through a data-driven framework with the objective of increasing
its similarity, measured through Spearman's Rank Correlation Coefficient (SRCC), with
the subjective evaluation provided by human observers, such as the mean opinion
score (MOS) and differential MOS (DMOS). The inclusion of viewing conditions in IQA

is one of the central points in this paper. For this reason, we paid particular attention to
other research branches in addition to MS-SSIM, which led us to confront the so-called
standard scale selection (SSS), proposed by Wang et al. and the optimal scale selection
(0SS), proposed by Gu et al. We exploited evolutionary computation and swarm
intelligence metaheuristics on five popular IQA databases, including two dedicated
distance-changed databases, to efficiently define the best combination of parameters
for the application of SS-SSIM and MS-SSIM. The empirical results show that proper
parameter settings allow to improve both SS-SSIM and MS-SSIM significantly in terms
of correlation with human perception of visual quality; moreover, we prove that the set

of optimal parameters learned on a given IQA database can be successfully transferred
to other databases, different and previously unseen during the training, including
distance-changed databases.

Among the original motivations of this study was the intention to challenge a set of
assumptions and implications commonly accepted in image quality assessment. The
first of such assumptions is the equally-weighted importance of luminance, structure,
and contrast similarities. Our data-driven method suggests to prioritizing structure
over contrast, these being the most critical components of SS-SSIM, whereas luminance
emerges as the least important by correlation with responses from the human visual
system. Moreover, we prove that the conventional values of normalization constants
K1 and K2, the sliding-window's size, stride, and dilation factor have to be revised -
our optimizations generally suggest significantly larger values - and better adjusted
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with respect to the viewing conditions used during databases subjective evaluation
of the underlying visual data. Another observation is related to the role of scale
selection, and its relationship to viewing distance: by comparing SS-SSIM with its
multi-scale counterpart, we show that proper fine-tuning of SS-SSIM can be as good or
even better than MS-SSIM (even when the latter is also fine-tuned). By comparing the
results obtained from optimizing SS-SSIM after SSS with those after OSS, we concluded
that the advantage of applying the more complex OSS is not granted; although, in
general terms, the latter exhibits higher generalization ability, such a difference is not
statistically substantiated. Finally, by allowing the estimation of the relative importance
of each similarity component at each scale, instead of assuming their equality as is done
in the literature, the measure achieves better performance.

With this work, we have proposed and interpreted a new set of reference parameters
for SSIM variants. These parameters can be effortlessly embedded and exploited
in any existing implementation of SSIM without additional overhead in terms of
computational resources. The practical applications include all fields where a proxy for
human judgement is needed to either evaluate a solution or provide feedback during its
training. In particular, it is worth noting that both the original SSIM and our proposed
parametrizations are entirely differentiable, and as such, can be used as loss functions
for backpropagation-based training of convolutional neural networks.

In terms of the exploited optimization metaheuristics - Genetic Algorithms and
Synchronous Particle Swarm Optimization - we found that, in general terms, they
exhibit comparable behaviors; such a level of agreement between two conceptually
distinct technigues suggests a fair level of convergence on the underlying optimization
problems and gives us more confidence about the precision of our results. Nonetheless,
we might consider the exploitation of alternative metaheuristics in the future, such
as Differential Evolution [198] and Salp Swarm Algorithm [143], in order to either
consolidate the findings that emerged from our current analysis or potentially discover
unexplored areas of the parameters search space.

The work presented in this paper solves the dependence on viewing distance by
resorting to image downscaling, as itis commonly done by the approaches of MS-SSIM,
0OSS-SSIM, and SSS-SSIM. Although proven effective in terms of MOS correlation,
the resulting similarity measure, , does not explicitly handle the viewing distance,
relying instead upon data-driven statistical optimization. It would be interesting to
consider the inclusion of the viewing distance as an additional input to the similarity
measure formulation. To this extent, the main limitation is currently the scarcity of
appropriate MOS-annotated datasets with multiple viewing distances, which is why an
investigation in merging existing datasets could be considered for future developments.
Additionally, the ever-increasing success of deep learning-based solutions in computer
vision suggests the possibility of extending our parameter optimization methodology
to the combination of higher-abstraction similarity components derived from existing
solutions for convolutional neural networks for image-quality assessment.
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7

Full-Reference Image Quality
Expression via Genetic Programming

Abstract: Full-reference image quality measures are a fundamental tool to approximate
the human visual system in various applications for digital data management: from
retrieval to compression to detection of unauthorized uses. Inspired by both the effec-
tiveness and the simplicity of hand-crafted Structural Similarity Index Measure (SSIM),
in this work, we present a framework for the formulation of SSIM-like image quality
measures through genetic programming. We explore different terminal sets, defined
from the building blocks of structural similarity at different levels of abstraction, and
we propose a two-stage genetic optimization that exploits hoist mutation to constrain
the complexity of the solutions. Our optimized measures are selected through a cross-
dataset validation procedure, which results in superior performance against different
versions of structural similarity, measured as correlation with human mean opinion
scores. We also demonstrate how, by tuning on specific datasets, it is possible to obtain
solutions that are competitive with (or even outperform) more complex image quality
measures.

7.1 Introduction

Nowadays, digital imaging constitutes a whole new way of communication and, due

to technological advancements, creating any sort of digital content and sharing it to a
virtual community of millions of people is just a matter of a few clicks and seconds.
Such ease of digital content creation also encourages the demand for its efficient man-
agement. In this sense, one of the key concepts underpinning numerous digital imaging
management techniques is the one of image similarity. Notwithstanding, the concept
of similarity is vague and multifaceted, therefore open to different interpretations and
definitions: it can be analytically defined with objective criteria, but it can also refer
to subjective interpretations. Image similarity can be used to quantify the perceived
visual quality of digital images, typically employed in the field of signal compression
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and telecommunication, serve as the basis for image-based search and image clustering,
both useful in the management of personal photo collections and in detecting cases of
copyright infringement and use of proprietary content without proper credit. In this
study, we focus on the objective means to quantify images' visual quality.

Many aspects influence the perceived visual quality of a digital image or video. For
instance, an accidental shake of the capturing device during the acquisition process
can blur the whole image. Likewise, poor lighting conditions can result in images
with a low dynamic range and high noise levels. Also, raindrops adhering to a
window or camera lens can significantly decrease the performance of scene recognition
systems for automotive applications, etc. Moreover, several image processing steps
usually occur before the final users can employ the digital imagery. Frequently, these
are organized into a sequential set of steps, like digitization, compression, storage,
transmission, and reproduction, and may result in a noticeable visual degradation of
the output digital imagery. From the perspective of media quality perception, this might
result in a sub-optimal viewing experience. In this sense, to better manage the ever-
growing digital content (images in particular) and improve users' experience, itbecomes
necessary to efficiently quantify the perceived visual quality of images. For those types
of applications in which humans ultimately view the images, the most appropriate
method for images assessment is through the human visual system itself [227], i.e., by
involving people to assess images' quality. However, in the context of a digital society
where hundreds of millions of photos are being generated and uploaded to social
media every day, subjective evaluation becomes impractical as it is time-consuming,
expensive, and highly sensible to the experimental design [200]. Considering the
aforementioned limitations, several researchers have proposed objective measures that
can automatically (i.e., without human involvement) estimate the perceived visual
guality as humans would do. These are called image quality assessment measures
(IQAMs) and are frequently classified based on the availability of a pristine reference
image. When a measure assesses the similarity between a pristine reference image and
its degraded variant, it is usually called full-reference IQAM (FR-IQAM). On the other
hand, when the reference is not available, the measure is often called no-reference
IQAM (NR-IQAM). Moreover, when the reference image is not completely provided
(i.e., only some partial information is available, as a given set of the extracted features),
the measure is frequently called reduced-reference IQAM (RR-IQAM). Historically,
researchers handcrafted these measures based on their understanding of the human
visual system, mathematics, and information theory. One of the most notable is the
Structural Similarity Index Measure (SSIM) and its numerous variations [227]. The
simplicity of the SSIM formulation resulted in high levels of human interpretability
(each component amounting to the final SSIM value can be individually analyzed and
assessed), as well as high efficiency.

Following a different direction from the development of handcrafted solutions,
multiple attempts have been made to embed machine learning (ML) in the design
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process of image quality. This goes from learning the free parameters of handcrafted
measures [16, 17], to exploiting deep learning for the training of an image similarity
neural network [70, 16]. These approaches have successfully raised the bar in the
effectiveness of image similarity. However, especially for deep learning methods, the
resulting models tend to be particularly fine-tuned to a specific annotated dataset as
they are notoriously data greedy. Furthermore, they are particularly computationally
expensive, although hardware accelerators mitigate the problem.

In this paper, we present a different application of machine learning to the definition
of image quality measures. Specifically, we explore a novel approach based on genetic
programming (GP) to define a computationally-constrained formulation of FR-IQAMSs.
We use GP because GP is typically able to evolve solutions to complex problems without
any predefined hypothesis on the shape of the model. Furthermore, GP is versatile,
allowing the user to define the most appropriate language to code the evolving solutions
(this is typically done by defining two sets: the set of primitive functions and the set
of terminal symbols, that are composed to construct the models). Last but not least,
GP has reported a noteworthy number of practical successes in real-world applications
in the last decade [8]. We explore different sets of terminals and primitive functions,
all based on differentiable operators, thus making the final solutions potentially useful
as loss functions in machine learning applications based on gradient backpropagation.
We constrain the complexity of the tree of operations via hoist mutation during the
optimization phase, and through mathematical simplification for the final application.
We run our experimentin a cross-dataset scenario, compare selected individuals against
existing image quality assessment measures, and provide an analysis of their structure
and behavior.

The paper is organized as follows: Section 7.2 introduces the necessary theoretical
background by providing an overview of SSIM and its variants, the conceptually
different approaches to formulate novel IQAMs, and presents the reader with GP
- the technique that sustains our approach. Section 7.3 describes the proposed GP-
based approach to formulate novel FR-IQAMs based on SSIM. Section 7.4 presents
the research objectives, characterizes the datasets considered in our study, presents
and discusses the hyper-parameters that were used, and shows the obtained results.
Section 7.5 discusses the obtained experimental results. Finally, Section 7.6 concludes
the work and proposes ideas for future research.

7.2 Background and related literature

7.2.1 Structural Similarity

The Structural Similarity Index Measure (SSIM) compares a reference pristine image
G and a corrupted version H, based on three components that are independently
evaluated: luminance similarity, contrast similarity, and structure similarity [227]. The

123



so-called suggested usage by Wang et al. [205] requires the grayscale conversion of
color images, therefore always considering Gand Has 2-dimensional matrices. The
luminance information is represented by each image's average ( ), thus the luminance-
based similarity is:

2
AG-t S 2 (7.1)
Gs H.s 1

where 1 = 1001 259 is a small constant for numerical stability, as are , = 1003
2533 and 3= - in the following equations for the other components. Contrast is
represented through the use of standard deviation (), and consequently the contrast-
based similarity is:

2
2G-t = 2 (7.2)
Gs H. 2

Finally, structure is computed by normalizing each image by the corresponding mean
and variance. These are then compared with the inner product, computed through
their covariance gH

GH, 3

BG-H= — (7.3)

G H, 3
All statistics gy fc-gand gnare computed locally with a Gaussian weighting
function, and eventually averaged. The three components are then combined into an
overall similarity value as:

(" G-tk G-, 2G-W, BG-W, (7.4)

where exponents , and can be tuned to regulate the impact of the individual
components in the overall similarity. When these exponents are all set equal to 1, the
expression is simplified as

. 2 6H, 1264 2
(( G-t 12 2 o1 2 2 o (7.5)
G’ H> 1 G> HQ 2

Wang et al. [226] pointed out that SSIM considered at a single scale (SS-SSIM) would
be appropriate only for specific viewing conditions related to viewing distance and
display size. To remedy this drawback, they proposed Multi-Scale SSIM (MS-SSIM) by
aggregating intermediate similarity indexes from a range of differentimage resolutions:

&
O -((" G—H=» 1G-My g G— B G— ° (7.6)
o1
Moving from scale 9to 9, 1, a low-pass filter followed by a down-sampling operation
with a factor of 2, is applied over the reference-distortion pair. The luminance similarity,
denoted by ;- 1G—tMs computed only at scale " due to its scale invariance.
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7.2.2 Hand-crafted FR-IQAMs

Among the most simple approaches for quality assessment is the use of non-image-
specific measures such as Peak Signal-to-Noise Ratio (PSNR) or the Root Mean Square
Error (RMSE). These are known to be suboptimal and poorly correlated to the response
of the human visual system [226], and are commonly used as a baseline for comparison.

In addition, a wide variety of hand-crafted measures for FR-IQA has been developed
through the years. Authors of Normalized Laplacian Pyramid Distance (NLPD) [119]
propose decomposing the input image pair using a Laplacian pyramid representation
and normalizing the resulting representation by a local amplitude estimate. The root
mean squared error of the normalized features is then used as a proxy for image
similarity. The Visual Information Fidelity measure (VIF) [187] models image qual-
ity assessment as a distortion channel communication, based on a two-stage process:
they first quantify the information loss from reference image to distorted image and,
subsequently, correlate this quantity to perceived image quality. Authors of Most Appar-
ent Distortion (MAD) [121] exploit the intuition that two different macro-categories of
distortion levels can be identified and treated differently. Specifically, images with close-
to-imperceptible distortions are modeled via local luminance and contrast masking,
while extremely-low-quality images are characterized with spatial-frequency compo-
nents. Feature SIMilarity (FSIM) [238] models the local image similarity by exploiting
phase congruence to identify the significance of different image regions for overall
quality assessment and gradient magnitude to account for contrast information in the
reference-distortion comparison. Authors of Gradient Magnitude Similarity Devia-
tion (GMSD) [128] propose an IQAM that exploits structure contrast and luminance
similarity in an SSIM-inspired fashion, although incorporating mechanisms to model
masking effects and modeling the relative importance of the similarity components
with an adaptive weight approach.

In this work, we also address the formulation of FR-IQAMs by exploiting SSIM-
inspired components. However, we leverage machine learning to optimize the combi-
nation of such components in a data-driven fashion.

7.2.3 Learning-based FR-IQAMs

In more recent years, the attention of the scientific community has gravitated towards
deep learning-based methods for image quality assessment.

DeepSim [70] exploits a pre-trained convolutional neural network (CNN) to extract
layers activations of the input image pair at different levels. Local similarities are
computed between the corresponding activation maps, and subsequently pooled to
produce an overall quality score. Mid-level representations after Rectified Linear Units
(ReLUs) and max-pooling operations were found to be the most useful forimage quality
assessment. DeeplQA [16] is a neural network specifically designed for image quality
assessment, which can be trained end-to-end for quality score regression of eitherimage
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pairs (FR-IQA) or single images (NR-IQA). The architecture is devised so as to allow the
inspection of learned relative importance of local quality contributions. PieAPP [165]
is a deep-neural-network-based perceptual quality metric. The underlying neural
model is trained on comparative labels in a pair-wise learning, i.e. during training the
objective is not to explicitly regress a similarity value for the input reference-distortion
image pair, but to predict the preference between two distorted images. Authors of the
Learned Perceptual Image Patch Similarity (LPIPS) [239] compared the effectiveness
of neural features extracted from different deep architectures, as commonly done by
so-called perceptual loss functions in the domain of image synthesis. They thus
trained a neural model that assesses image similarity, akin to full-reference image
quality assessment, in a patchwise fashion, tested with both both traditional distortions
and CNN-based distortions. The Deep Image Structure and Texture Similarity index
(DISTS) [57] was developed to explicitly embed tolerance to texture resampling (i.e.
repositioning image patches). The underlying neural model first builds a multi-scale
overcomplete representation of the input images. The correlations of spatial averages
in the resulting feature maps are then combined to correlations of the feature maps
themselves to model the overall image quality.

Our solution to measuring image quality is a learning-based approach that does
not involve deep neural models, relying instead on low-level features that are properly
combined according to a tree of operations, optimized by targeting a combination of
effectiveness and efficiency.

7.2.4 Genetic Programming

Genetic Programming is a population-based stochastic iterative search algorithm pro-
posed and popularized by J. R. Koza [114], that extends genetic algorithms to explore
the search space of computer programs. Like other evolutionary meta heuristics, GP
evolves a set of candidate solutions (the population) by mimicking the basic principles
of Darwinian evolution. The evolutionary process involves an iterative application
of a fitness-based selection of the candidate solutions and their variation throughout
genetically-inspired operators, such as crossover and mutation [114]. If abstracted from
some implementation details, GP can be seen as a genetic algorithm in which the ini-
tialization and the variation operators were specifically adjusted to work on computer
programs, typically (but not necessarily) represented as trees. In this form of represen-
tation, the evolving programs are constructed by composing elements belonging to two
specific, predefined, sets: a set of primitive functions , which appear as the internal
nodes of the trees, and a set of terminals) , which represent the leaves of the trees. In
the context of supervised ML problem-solving, the trees encode data-driven predictive
models, often represented as mathematical expressions in the so-called Polish prefix
notation, in which the operators (a.k.a. primitive functions) precede their operands
(a.k.a. terminals).
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Typically, GP is used with the so-called subtree mutation and swap crossover [114].
The latter exchanges two randomly selected subtrees between two different parent
individuals. The former randomly selects a subtree in the structure of the parent
individual and replaces it with a new, randomly generated tree.

7.2.5 Evolutionary approaches to IQA

The application of genetic programming and other evolutionary technigues to the field
of image processing and computer vision has been conducted for several decades, as
documented in arecent survey by Khan etal. [106]. The authors present the different GP
techniques applied to a wide variety of fields, such as image enhancement, compression,
segmentation, classification, registration, retrieval and object detection. The last two
categories, in particular, are tightly related to the task of image similarity, as they require
the definition of a matching function between a query and elements in a dataset.

Most of the existing literature is, in fact, focused on image similarity for content-
based image retrieval systems, exploiting genetic algorithms for image matching, and
genetic programming to search a proper image similarity function.

Joshi et al. [99] propose an image retrieval solution that formulates image similarity
at the level of content, whereas we focus on the level of signal and image quality. The
authors devise an unsupervised segmentation technique to decompose the image into
regions, which are described in terms of color and texture features, and compared
using a genetic algorithm applied to feature selection. Syam et al. [201] conduct image
retrieval by extracting color, shape, texture and contourlet features from the database
and query images. They then resort to genetic algorithms to search the database for
the best matching items, using image indices as chromosome genes, and relying on the
square euclidean distance to measure the fitness of the corresponding pre-computed
features.

Torres et al. [208] proved the effectiveness of genetic programming applied to image
similarity. The authors focus on shape-based image retrieval, therefore exploiting a
set of domain-specific terminals and fithess functions. In particular, they precompute
similarity over beam angle statistics descriptors, multiscale fractal dimensions, Fourier
decomposition, and moment invariants. These similarity values constitute the terminal
set, and are combined using a function set composed of multiplication, addition,
division, and square rooting. They exclude subtraction to prevent generation of
negative values. In our case, we do not limit our terminals to precomputed similarities,
and as such we consider the subtraction function a fundamental element in developing
a new similarity measure. In a related work by Ferreira et al. [65], the authors extend
the application of GP-based image similarity to color and texture similarity, thus
introducing a larger set of precomputed similarity terminals. They also introduce
mechanisms for relevance feedback in their image retrieval objective, and consequently
reformulate the fitness functions to another set of domain-specific solutions. In our

127



Figure 7.1. Example of a tree-based representation of SS-SSIMfor = = = 1-0.

paper, we focus on image similarity for quality assessment, and our fithess function
minimizes the correlation with human-provided judgements (mean opinion scores) on
a number of datasets. Calumby et al. [41] also present a framework for image retrieval
with relevance feedback. The authors use genetic programming to effectively learn a
similarity perception function specific to the user interacting with the system, based on
the provided feedback on a given set of proposed retrieved items. Similarly to previous
works, they combine multiple pre-computed image similarity measures, relying on
color and texture descriptors, and additionally incorporate textual similarity measures
to include human-written labels in the retrieval loop.

Bakurov et al. [16, 17] focused on the existing single-scale SSIM formulation. They
exploited several evolutionary computation techniques to estimate the best combination
of luminance, contrast and structure components, through the search of parameters

and in Equation 7.4, as well as the optimal sliding window size used for processing.
By contrast, in this work we completely deconstruct the original SSIM measure, and
as such we are able to explore a much wider space of similarity functions. We also
include a comparison between the results of this paper and the ones presented in [17].

7.3 Proposed search for image quality measures

In this study we propose to exploit GP to design novel IQAMs, inspired by the
foundations of SSIM and the underlying theory of image quality assessment.

Figure 7.1 shows with an example how single-scale SSIM (SS-SSIM) can be repre-
sented as a tree of program elements. Note that the SS-SSIM presented in this figure is
a simplified version of the one presented in Equation 7.4 for = = = 1«0[227].

Given our interestin finding simple and human-interpretable similarity expressions,
we exploit novel strategies to effectively initialize GP's population, and the conceptual
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Figure 7.2. Representation of how subtree and hoist mutations work.

differences between GP's mutation operators. Specifically, we propose to use the
evolutionary demes despeciation algorithm (EDDA) initialization technique [214, 13],
known for its ability to generate small and high-quality initial solutions, and split
the evolutionary procedure in two: the first half uses subtree mutation, due to its
exploratory stoutness, whereas the second half uses hoist mutation, due to its pruning
properties, thus simultaneously encouraging smaller and high-quality solutions. Hoist
mutation randomly selects a subtree in the parent individual's structure and replaces
it with a subtree within itself; therefore, it is guaranteed that the mutant will be smaller

in size. Notice that, in the case of the subtree mutation, the mutant's size may decrease
or increase. Figure 7.2 provides a visual intuition to distinguish between the subtree
and the hoist mutation operators. Subtree mutation produces an offspring that is
more complex than its parent. Contrarily, the offspring produced by hoist mutation is
smaller.

The pseudocode of our proposed method is shown in Algorithm 7.3: for a given
terminal set ) g, we execute a first run of 62 optimization generations using subtree
mutation, and use the resulting population %to start a second run of 6«2 optimization
generations using hoist mutation.

We use Spearman's rank correlation coefficient (SRCC) to evaluate the proposed GP-
driven formulation of novel FR-IQAMSs, both for optimization and for final assessment.
Specifically, the computed image quality scores of a given candidate solution, for a
given IQA dataset, are correlated with the respective subjective evaluation provided by
the human observers, such as mean opinion score (MOS) and, in the case of VDID2014,
differential MOS (DMOS).

We explore four different terminal sets, leveraging the SSIM components at various
levels of detail. Sections 7.3.1, 7.3.2, 7.3.3 and 7.3.4 motivate and describe in detail
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each set, along with the corresponding functions. The original SSIM and MS-SSIM
formulations apply Equation 7.4 and 7.6 to spatially-varying information extracted with
local statistics, thus obtaining a map of local similarity, which is eventually averaged:

(" G- <40=5'61G—M° (7.7)

where 5represents the generic application of any combination (such as Equations 7.4
and 7.6) of the local statistics maps extracted with 6 (such as and ). In this work,
we are in fact optimizing the structure of combination function 5 itself. Exploring
the space of combination functions with full-size maps from 6 is here considered to
be beyond practical computational constraints: these functions would be computed
and processed on-the-fly at each optimization iteration, thus extending the duration
of the optimization phase, and/or be stored for memoization, thus bloating memory
occupation. For these reasons, we opted to reformulate the similarity computation as:

(" G- 5'<40=161G— P (7.8)

that is, we first aggregate by average the extracted local statistics 6, corresponding to
the terminals described in the following sections, and then we apply the combination
function 5, optimized through GP. In the experimental section we will also explore
the impact that this shift has on the original SSIM formulation, for all the terminals set
defined in the following.

7.3.1 Low-level terminals

The terminal set with the lowest level of abstraction involves the application of a filtering
function  to process two input images - and . (standing for the reference and the
distortion, respectively), using a Gaussian kernel with a standard deviation of 1.5 and
window-size of 11 11 pixels:

~ )ll:: 1_ O

~ )I2:: 1_ 20
T )ig= L°

~ )|4: 1 20

T )isi = -0

where the power and the multiplication operators are point-wise functions. These
terminals, from now on called low-level() ), serve as the essential building-blocks of
SSIM, and can be further used to formulate more abstract components such as the
luminance, contrast and structural similarity.

The set of functions strictly necessary to reach the full SSIM formulation from these
terminals include subtraction, multiplication, and exponentiation to the power of 2, as
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Let) =»,—-) -} —) ¥Ybeacollection of terminals’ sets.
Let TID2013ca0sand TID2013g(.g3 respectively be the training and validation datasets.
Let & _  =[TID2008, CSIQ, LIVE, VDID2014] be a collection of unseen IQA datasets.
Let 6 be the number of generations, the crossover operator and " = »' gpicaz4 >ss¥a
collection of mutation operators.
~ for)gin):
generate) gfor TID2013¢capsand TID2013g0:53
generate) g8 datasetin &

" split TID2013 into training and validation partitions: TID2013 caosand TID2013g¢ g3
respectively;

~ for)gin):
initialize GP's population using EDDA technique;

execute GP for 6+2 generations with )g and " gpicasusing TID2013caps-2nd
TID2013:0.34s the training and validation datasets;

extract the final population %

with %as the initial population, execute GP for 62 generations with )gand " -ggg
using TID2013ca0sand TID2013g¢:83

extract the best similarity expression Sgs:
calculate SRCC of g8 datasetin & _ ;

Figure 7.3. Pseudocode of the proposed GP-driven method for the formulation of
image similarity expressions.

highlighted in Section 7.3.2. We extend this function set with the addition and division
operators, in order to enlarge the space of explored solutions.

7.3.2 Middle-level terminals (asymmetric)

The terminals presented in Section 7.3.1 can be translated into more abstract terms that,
in the scope of the GP search process, can be potentially combined into SSIM itself:

) 1E oL =)

T ) 2= = )3

Ty s= 2 =)

T a= 2=

") 5= 2=)2 )3

) 6= 2=)ia )G

)= oL :ql)!z )% Dia )P
T)e 8= o )5 )i )3
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Note that a solution (similarity expression) computed from this terminal set, or
from the low-level terminal set, will notin general be symmetric (i.e. 5t-—. °< 5., —- 9),
Therefore, the resulting behavior is more fit for a FR-IQAM, where either of the two
inputs is defined as the reference, as opposed to a more generic image similarity
function. In this sense, we decided to label this set of terminals asymmetric mid-level
0~ )

The set of functions that allow to define and combine the luminance, contrast,
and structural similarities, include multiplication, addition and division, as shown in
Equations 7.1 to 7.4. We extend this function set by also including the subtraction, and
the power of two, in line with the ), terminal set.

7.3.3 Middle-level terminals (symmetric)

The third set, from now on called symmetric mid-leve{) - ), increments the abstraction
level as it covers the same pre-computed and statistics from )« , although paired so
that each individual terminal is symmetric and, by extension, any resulting similarity
expression will be symmetric as well:

) )" (1::

T )= 202

") 3=

T )ra= 2,8
A)"(5:

" )re= 22

T)grE oL,

" )= 2, 2

) ) (9=

A solution computed from this terminal set can be applied for image similarity
instead of the more specific FR-IQAM, because it does not require the explicit indication
of a reference and distorted image.

The set of functions that allow to define and combine the original SSIM components
only include division and multiplication, according to Equations 7.1 to 7.4. We extend
this function set by also including the addition and subtraction, to once again enlarge
the space of explored solutions.

132



7.3.4 High-level terminals

The fourthand the lastterminal set, from now on called high-level) ), increasesthe level
of abstraction by including precomputed SSIM's major components: the luminance,
the contrast and the structural comparison measures, defined by Equations 7.1, 7.2
and 7.3, respectively. Following the rationale behind MS-SSIM [226], we considered it
necessary to estimate the luminance, contrast and structure components from a range
of different spatial-scales, to account for the varying viewing conditions (such as the
display resolution and the distance from the display to the observer):

[0}

T) o1

;B20:411-—.
") 2= 2B20a1t-—. °

") 3= Beogart-—. ©

") w »:=B204 -—. °

") w 10= 2820 -1 °

") o= Beoar t-—. °

Following the work of Wang et al. [226], we set the number of scales " = 5.
Therefore, the total number of multiscale high-level terminals ( ) .. )is 15. We will also
experiment with a single-scale variant of the same high-level terminals () ).

The function set necessary to reach the same complexity as MS-SSIM includes the
multiplication, and the exponentiation operator. We select a discrete set of exponents
to be explored through GP: [0.05, 0.15, 0.30, 0.50, 0.80, 1/0.80, 1/0.50, 1/0.30, 1/0.15,
1/0.05]. These, when combined through the power rule for exponents, allow the GP to
potentially reach exponentiations that are outside the initial set. We also integrate the
above function set with the inclusion of addition, subtraction, and division operators.

7.4 Experiments

7.4.1 IQA datasets

We explore the feasibility of the proposed approach using five well-known datasets
for assessing image quality aspects. In this section, the reader can find a detailed
description of each dataset. For a summarized description, the reader is referred to
Table 7.1.

133



Table 7.1. Summary features of the considered IQA datasets. Notice that the column
D/ grelates to viewing distance, while #Ref., #Dist., and #Pairs refer to the number of
reference images, distortion types, and resulting reference-distortion pairs.

Name Resolution (px) D/ g #Ref. #Dist. #Pairs
TID2008 [164, 163] 512384 3 25 17 1700
TID2013 [162] 512 384 3 25 24 3000
CSIQ[121, 111] 515515 5 30 6 866
LIVE [186, 130] 480 (min) 768 (max) 3 3.75 29 5 779
VDID2014 [80] 768 512,512 512 4,6 8 4 160

7.4.1.1 TID2008

The Tampere image dataset 2008 (TID2008) is a well-known and publicly available
dataset specifically designed for the evaluation of full-reference image visual quality
assessment metrics [164, 163]. The central aspect of this dataset is that it was created
upon reference images that account for a wide variety of visual scenes and contains
several different types of distortion that relate to various peculiarities of the human
visual system. More specifically, TID2008 was built from 25 512 384px reference
images taken from the Kodak lossless true-color image suite [110], apart from one
artificially synthesized image. For each reference image, authors have applied 17 types
of distortions with four different levels for each type of distortion, resulting in 1700
reference-distortion pairs. To subjectively evaluate the visual quality of distorted images,
more than 800 volunteers were involved. Moreover, to remove possible judgemental
bias, volunteers with different cultural levels (researchers, tutors, and students) from
three different countries (Finland, Italy, and Ukraine) were involved. The subjective
test was carried out at the viewing distance of three times the image height. In total,
about 256'000 individual human quality judgments were performed, and, as a result,
MOS values were obtained. Further details about the dataset, namely a complete
enumeration of distortion types and levels, can be found in [164, 163].

7.4.1.2 TID2013

The Tampere image dataset 2013 (TID2013) is an extension of the aforementioned
TID2008 and contains more distortion types and levels [162]. This dataset is publicly
available and rapidly became popular in the scientific community. The authors moti-
vated the creation of TID2013 mainly by the new types of distortions and improved
methodologies of quantitative subjective tests. More specifically, they re-utilized the
reference images used for TID2008 and applied 24 types of distortions, with five differ-
ent levels each, resulting in a dataset containing 3000 reference-distortion pairs. The
visual quality of the reference-distortion pairs was assessed through 985 subjective ex-
periments with volunteers from five different countries (Finland, France, Italy, Ukraine,
and the USA). Similarly to TID2008, the subjective test was carried out at the viewing
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distance of 3 times the image height. In total, about 524'340 individual human quality
judgments were performed, and, as a result, MOS values were obtained. Further details
about the dataset, namely a complete enumeration of distortion types and levels, can
be found in [162].

7.41.3 CSIQ

The computational and subjective image quality (CSIQ) dataset is another popular
dataset for the evaluation of image quality aspects. The main reason for the inclusion of
this dataset in our benchmark was the fact that it was built upon a completely different
set of reference images than those in TID2008, TID2013, and VDID2014. The CSIQ
dataset was conceived from 30 512 512px reference images taken from public-domain
sources, predominantly from the United States national park service. For each reference
image, the authors applied six types of distortions, with five differentlevels for each type,
resulting in a dataset containing 866 reference-distortion pairs. Thirty-five different
volunteers subjectively evaluated the visual quality of the reference-distortion pairs.
In total, 5000 individual human quality judgments were performed. The subjective
test was carried out at a viewing distance of five times the image height. Unlike for
TID2008, the authors reported their results in the form of differential MOS (DMOS),
where larger values stand for greater visual distortion when compared to the reference.
For this reason, a high negative correlation is expected between FR-IQA measures and
DMOS. Further details about the dataset, namely a complete enumeration of distortion
levels, can be found in [121].

7414 LIVE

The Laboratory for Image & Video Engineering (LIVE) database (conceived in the
university of Texas at Austin) is one of the most renowned datasets in the research
community [186]; in our research, we rely on its second release (made available in
2006). The dataset contains 779 reference-distortion pairs, generated from artificially
corrupting 29 reference images using 5 distortion types: JPEG compression, JPEG2000
compression, Gaussian blur, white noise, and bit errors in JPEG200 bit stream (169,
175, 145, 145, and 145 reference-distortion pairs, respectively). The subjective test was
carried out at a viewing distance of 3 to 3.75 times the image height, and the scores are
reported in the form of DMOS.

7.4.15 VDID2014

The VDID2014 is a viewing distance-changed IQA dataset, first published in 2015 to de-
ploy the impact of viewing distances and image resolutions on IQA [80]. VDID2014 was
built from eight reference images with resolutions of 768 512px and 512 512px. Note
that the largest four are original from the Kodak lossless true-color image suite [110].
For each reference image, the authors have applied four types of distortions with five
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different levels for each type, resulting in a dataset containing 160 reference-distortion
pairs. Twenty different volunteers subjectively evaluated the visual quality of distorted
images. The subjective test was carried out at a viewing distance of four and six times
the image height. The authors reported their results in the form of DMOS. Further
details about the dataset can be found in [80].

7.4.2 Data usage

A common issue with supervised machine learning is overfitting: a situation when the
algorithm learns overly-specific correlations to the point of memorizing samples and
fails to generalize on unseen data. We exploit GP to formulate novel FR-IQAMs that
effectively resemble human subjective evaluation on a wide variety of visual scenes
and viewing conditions. Thus, it is of our primary interest that the obtained similarity
expressions achieve superior performance on several different FR-IQA datasets and
not just the ones seen during the training phase. To ensure that, we performed both
inter and intra-dataset cross-validation. Specifically, we chose one IQA dataset for
training and validating the proposed GP approach, whereas the remaining datasets
were used to assess the generalization ability of the solutions learned. Taking into
accountthe size and the diversity of datasets considered in our study, we chose TID2013
for training and validation, leaving the remaining datasets for an unbiased assessment
of the generalization ability. Specifically, during the training at the beginning of each
run, 70% of TID2013's reference images (along with the respective distortions) were
randomly selected for optimization and the remaining 30% for assessment (referred to
as validation , in the continuation of the paper).

7.4.3 Experimental setup

This section presents the experimental settings. Table 7.2 provides a complete enumer-
ation of the experimental parameters for the proposed GP-driven approach.

Taking into account the stochastic nature of Genetic Programming, we repeated
the experiments 30 times (runs), each with a different seed for the pseudo-random
numbers generator used to partition the data and to initialize and execute the algo-
rithms. Throughout our experiments, we guaranteed, for each experiment, an equal
computational effort (measured as the total number of fithess evaluations per run).
Specifically, given that we used EDDA initialization technique with 100 individuals per
deme, each left to evolve for 5 generations ( 5), the effort to generate 1000 initial
solutions for the GP algorithm comprises 1000 100 5= 500000fitness evaluations.
The main evolutionary process requires 1000 20 = 20000fitness evaluations; therefore,
the total computational effort comprises 520000fitness evaluations per run.

The selection was tournament-based, with pressure 8%. The pressure was slightly
increased from the traditionally used 5% to stimulate faster convergence given the
relatively small amount of generations [114]. During EDDAS initialization, subtree
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Parameters Values

> runs 30
> generations 20
Population's size {100 , 1000}

Terminals () ) Di=) =y -)1}
{+.-, % /, MEAN, MAX, MIN, G,

Functions ( ) 82 [0.05, 0.15, 0.3, 0.5, 0.8,

1/0.8, 1/0.5, 1/0.3, 1/0.15, 1/0.05]}
Initialization 5 with 100% subtree mutation
Selection tournament with selection pressure of 8%
Crossover swap crossover
Mutation {subtree mutation, hoist mutation}
% © {0.7, 0.05}
98" © {0.3, 0.95}

Stopping criteria > generations

Table 7.2. Enumeration of GP hyper-parameters. Note that % °and %" °indicate
the crossover's and the mutation's probabilities

mutation was the only variation operator being used in order to foster the search-space
exploration. Once the population was initialized, the first half of GP's main evolutionary
process (i.e., the first 10 generations) was conducted using the swap crossover and the
subtree mutation, with probabilities 0.7 and 0.3, respectively. In the second half of the
process (i.e., the remaining 10 generations), the hoist mutation was instead used, and
the mutation's probability was increased to 0.95 to foster the pruning of the trees (this
leaves 0.05 to crossover's probability).

As described in Section 7.3, the set of functions depends on the choice of ter-
minals, and it includes the traditional arithmetic operators ({+, -, x, /}), as well as an
exponentiation operator that raises an input terminal to the power of a given exponent
(G%, 82[0.05,0.15,0.3, 0.5, 0.8, 1/0.8, 1/0.5, 1/0.3, 1/0.15, 1/0.05]); all the elements of

admit two operands, except for the exponentiation operator which takes only one.
In addition to the operators that are tightly related to the existing SSIM and MS-SSIM
formulations, we considered the inclusion of the minimum, the maximum, and the
mean operators (i.e., two values are taken at each index and the operator is applied) as
they were successfully used for the fusion of saliency estimation maps through genetic
programming [32]. Therefore, we divided all our experiments into two groups: with
and without {MEAN, MAX, MIN}.

Itis necessary to point out that, for each experiment, the initial population of the GP
was seeded with the default version of SSIM (regarding the underlying set of terminals).
The rationale behind this was to foster convergence and avoid the evolution to take an
undesirable and, consequently, counter-productive path by providing a high-quality
starting genotype.
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Figure 7.4. Visualization of the learning curves computed on the validation set of
TID2013 for different configurations of terminals and functions: single scale (SS) vs.
multi-scale (MS); low-level (LL) vs. middle-level asymmetric (ML _0), vs. middle-level
symemtric (ML_ B), vs. high-level (HL) terminals.

LIVE VDID2014 CsIQ TID2008 TID2013 (validation)
SSIM MAX AVG STD | SSIM MAX AVG STD |SSIM MAX AVG STD |SSIM MAX AVG STD | SSIM MAX AVG STD

) 0.873 0.868 0.841 0.0170.907 0.916 0.839 0.0950.808 0.922 0.801 0.0680.637 0.811 0.786 0.0250.665 0.815 0.781 0.023
)1 (MMM) 0.873 0.874 0.852 0.0200.907 0.914 0.841 0.0940.808 0.918 0.821 0.0370.637 0.818 0.789 0.0280.665 0.824 0.780 0.017
) 0.897 0.896 0.871 0.0600.901 0.908 0.883 0.0220.887 0.912 0.868 0.0270.767 0.850 0.837 0.0110.717 0.847 0.805 0.020
)+ (MMM) 0.897 0.895 0.874 0.01p0.901 0.910 0.879 0.0260.887 0.901 0.860 0.0240.767 0.861 0.846 0.0060.717 0.838 0.808 0.015
) 0.897 0.904 0.855 0.0200.901 0.897 0.845 0.0440.887 0.915 0.863 0.0300.767 0.876 0.842 0.0210.717 0.842 0.812 0.023
)+ (MMM) 0.897 0.897 0.860 0.01p0.901 0.904 0.854 0.0480.887 0.909 0.872 0.020.767 0.871 0.838 0.0210.717 0.843 0.809 0.024
) 0.900 0.898 0.885 0.0070.894 0.891 0.727 0.0780.867 0.923 0.884 0.03{L0.791 0.882 0.853 0.0200.753 0.878 0.860 0.012
)
)
)

Terminal set

«
« (MMM) | 0.900 0.904 0.887 0.02p0.894 0.891 0.714 0.0770.867 0.918 0.889 0.0520.791 0.883 0.873 0.0080.753 0.883 0.871 0.006
- 0.903 0.908 0.897 0.0080.901 0.907 0.777 0.0800.914 0.930 0.891 0.03R0.858 0.889 0.877 0.0060.789 0.879 0.867 0.008
. (MMM) | 0.903 0.916 0.897 0.01p0.901 0.895 0.762 0.0750.914 0.938 0.899 0.03830.858 0.901 0.880 0.01p0.789 0.890 0.870 0.012

Table 7.3. Cross-dataset assessment of elite individuals at the last generation
optimized on TID2013 (training set). For each combination of terminal set and dataset,
we report SRCC statistics (maximum, average and standard deviation), as well as the
SSIM-equivalent that can be obtained from the corresponding terminal set.

7.5 Experimental Results

7.5.1 Results of GP optimization

In this section, we show and discuss the experimental findings. We start with GP's
learning curves because their analysis is essential to demonstrate the utility of the
proposed approach and identify the potential overfitting. Figure 7.4 is made of two
sub-plots, each regarding the use of a different set of program elements: without and
with {MEAN, MAX, MIN} respectively. Every sub-plot presents five colored curves,
each color representing a different terminal set: sky blue, dark blue, purple, red and
darkred stand for ),,)- ,)- ,) (single-scale)and) (multi-scale), respectively. The
curves were obtained by aggregating the elites' validation fitness across 30 runs. The
gray vertical line in the middle of the plots (at generation 10), represents the transition
point between the two phases of GP (characterized by different mutation strategies).
By observing the figure, one can notice that the optimization process does not exhibit
overfitting patterns, possibly manifested by degrading fit curves. Additionally, one
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IQAM TID2008 TID2013 LIVE VDID2014 CSIQ
SSIM 0.775 0.741 0.901 0.842  0.876
OP-SSIM [17] 0.858 0.792 - 0.949  0.864
GP-SSIM), 0.790 0.791 0.868  0.896 _ 0.922
GP-SSIM) - 0.847 0846 0870  0.908 0.885
GP-SSIM)- -A(MMM)  0.857 0.831 0.873  0.892  0.898
GP-SSIM) - -B 0.852 0.823 0.867  0.859  0.905
GP-SSIM)- -C 0.842 0770 0.851  0.892  0.917
GP-SSIM)  -A (MMM) 0.882  0.802 0.903 0.908  0.930
GP-SSIM)  -B 0.870 0.800 0.899  0.900  0.917
MS-SSIM 0.853 0.787 0.945 0.900  0.913
OP-MS-SSIM [17] 0.871  0.805 - 0.899  0.927
GP-SSIM) . -A(MMM)  0.897 0.815 0.904 0.924  0.947
GP-SSIM) ., -B 0.887  0.803 0.908 0.921  0.947

For each row group: best results in bold, and second best underlined.

Table 7.4. SRCC statistics of selected individuals obtained from the cross-dataset
genetic programming optimization with different terminal sets. We report different
versions of structural similarity (SSIM) for direct comparison.

can see that using 20 generations is sufficient to achieve a fair level of convergence:
aggregated SRCC values tend to stabilize in the last generations, suggesting that further
optimization would not bring a significant improvement. When comparing the curves
between the two plots, we can observe that there is a slight advantage from using
the {MEAN, MAX, MIN} operators in the function set. Moreover, by adding the
{MEAN, MAX, MIN} operators to the function set, it is possible to evolve the single-
scale similarity expressions based on) to a performance level comparable with those

evolved at multiple scales.

Table 7.3 shows summarized SRCC values obtained by the elite individuals trained
on TID2013 and extracted at the end of the evolutionary process. For each combination
of terminals and functions that characterize our experiments, the table shows the
maximum, the average, and the standard deviation of the fitness values in the columns
MAX , AVG and STD, respectively. Moreover, the column SSIM provides the baseline
estimate of SRCC for each terminal set calculated using the spatially-aggregated features.
For this reason, the rank-based correlation with the subjective evaluation might not
correspond to that observed in the literature. For example, the value of SSIM for CSIQ
(0.867) indicates the SRCC of SS-SSIM calculated fron) . From the table, we can
see that the elite individuals obtained by the proposed approach exhibit a larger or
comparable SRCC with the subjective judgment in absolute (MAX) and average terms
(AVG) when compared to the baseline.
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7.5.2 Analysis of selected individuals

In this section, we analyze some of the solutions obtained with the proposed optimiza-
tion strategy across the various terminal levels. Table 7.4 shows the performance of
selected individuals, evaluated in the cross-dataset scenario from Table 7.3, directly
compared with the original SSIM and MS-SSIM formulation, as well as an optimized
version of both metrics (OP-SSIM and OP-MS-SSIM) from the work of Bakurov etal. [17].
The expressions for some of these individuals are particularly compact, as shown in
the following, while we refer the reader to the supplementary material additional
individuals.

The middle-level symmetric solutions ()~ ) exploit a set of terminals that includes
both local average and local variance . However, some of the output solutions
completely exclude components. Consideringthat . and . are used in the original
SSIM formulation to define the luminance component, this result is coherent with
the findings of Bakurov et al. [16, 17], according to which the luminance similarity
component is assigned an extremely low weight in the evaluation of overall similarity.
Additionally, the emergent removal of local average terminals makes it possible to
visually analyze the behavior of the solutions since their formulation is now dependent
only on three variables: ., ., and . . Figure 7.5 (a) presents the actual data
distribution and scores of the TID2008 dataset, relying solely on the variance variables.
Figure 7.5 (b) shows the application of an SSIM-like expression that excludes the
luminance component for similarity assessment, and it is provided as a comparison
reference. Figure 7.5 (c) shows the behavior of a simple, yet effective, solution:

2 2 2 2
GH xy H,2G6H & H., G

GP-SSIM)+ -C = (7.9)

G H

Figure 7.5 (d) visualizes a solution that performs best on average across all test
sets, under the constraint of depending only on variance components for the sake
of visualization (GP-SSIM ) - -B). In general, one can observe that the original data
distribution is extremely localized, within the feature space defined by ., _, and

. large portions of the space are unaccounted for, and the gradient from low
similarity to high similarity (as expressed with MOS) takes place in a very compact
range. The solutions found by our optimization process focus on providing a similarly
fast-changing behavior following the overall distribution, whereas the behavior of the
original handcrafted SSIM produces a smoother and less accurate transition.

Similarly, it is possible to visually inspect the behavior of high-level terminal solu-
tions when constrained to a single scale, as is the case for the original SSIM formulation.
Figure 7.6 (a) shows the training distribution for luminance (L) contrast (C) and struc-
ture (S) similarity on the TID2008 dataset, highlighting once again the sparse nature of
the training data when considering these SSIM-related features. Figure 7.6 (b) presents
the behavior of the original SSIM formulation, which combines the three individual
similarities through a multiplication. Please note that in this case, we used a volumetric
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(@) (b)

(c) (d)
Figure 7.5. Visualization of middle level symmetric solutions. The color coding goes
from less-similar (blue) to most-similar (yellow). (a) Data distribution from TID2008.
(b) SSIM-like behavior without luminance component. (c) Behavior of a simple yet
well-performing solution (GP-SSIM ) - -C). (d) Best cross-dataset solution behavior
relying only on sigmas (GP-SSIM ) - -B).

visualization as it better highlighted the pattern in the data. Figure 7.6 (c) displays
the effect of the best cross-dataset genetic expression without using functions {MEAN,
MIN, MAX}, which results in a relatively compact expression:

2200 12500 533600
B16 2. g22iil  »

GP-SSIM) -B= 5 5 (7.10)

2200 2889778 Hl66T5

Here, ;, 2 and Brespectively refer to the luminance, contrast and structure com-
ponents between the reference and distortion image, as defined in Equations 7.1, 7.2,
7.3. Figure 7.6 (d) displays the effect of the best cross-dataset genetic expression found
in this paper (GP-SSIM )  -A). We refer the reader to the supplementary material
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() (b)

(©) (d)
Figure 7.6. Visualization of high level solutions. The color coding goes from
less-similar (blue) to most-similar (yellow). (a) Data distribution from TID2008. (b)
SSIM behavior. (c) Best cross-dataset high-level single-scale solution behavior without
{MEAN, MIN, MAX} functions (GP-SSIM ) . -B), and (d) with {MEAN, MIN, MAX}
functions (GP-SSIM)  -A).

for the full expression. The general behavior of both solutions follows the concept of
reducing the influence of luminance in the computation of the overall similarity, as
suggested in the optimization performed by Bakurov et al. [16, 17]. This is manifest
in the tendency of having high similarity values (depicted in yellow) regardless of the
value of the luminance component.

Figure 7.7 presents a visual tree-based representation of our best overall individual
GP-SSIM) ., -A (based on extended function set with {MEAN, MAX, MIN}). In this
case, a component-based visualization such as those presented for other individuals is
not possible, as the solution depends on more than three variables. We also refer the
reader to the supplementary material for the full equation.
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Figure 7.7. Tree-based representation of our best overall individual GP-SSIM ) .. -A
based on extended function set with {MEAN, MAX, MIN}.

Figure 7.8 illustrates visually the different behavior of MS-SSIM and our best cross-
dataset solution (GP-SSIM)  -A). We compute the similarity according to the two
analyzed functions for all reference-distortion image pairs in the TID2008 dataset. We
obtain three possible rankings of all pairs, respectively based on users MOS, MS-SSIM,
and our GP-SSIM)  -A. This procedure allows us to visually compare similarity
metrics that produce outputs in different ranges, focusing only on the relative ordering
that they produce and mirroring the use of the Spearman Rank correlation coefficient
in standard quantitative evaluation. For selected image pairs of different distortion
types and levels, we report the three similarity ranks. The first three columns represent
the case where the expected similarity is very low, as shown by MOS rank, which is
well-matched by our rank, and less well-captured by standard MS-SSIM. The fourth
and fifth columns show examples of our rank failing to capture the extremely low
image similarity expressed by MOS, with the Gaussian blur, in particular, being better
handled by MS-SSIM. Finally, the last column shows a case of strong contrast change
that is disregarded by most users (high MOS) and similarly ignored by our solution.

7.5.3 Comparison with State of the Art

We extend the evaluation of FR-IQAMs generated from our Genetic Programming
approach by including a comparison with existing solutions from the state-of-the-art,

at varying levels of complexity, introduced in Sections 7.2.2 and 7.2.3. The results
are presented in Table 7.5 for datasets TID2013, LIVE, and CSIQ: here, the choice of
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Figure 7.8. Visual examples of similarity rank between reference and distorted images.
Higher similarity ranks correspond to higher predicted quailty. Reported values
include human mean opinion scores (MOS), our multiscale similarity (OUR), and
multiscale structural similarity (MSSSIM).

datasets is driven by the availability of publicly-declared performance.

The first rows in the table represent two different views of our approach. The very
firstone, GP-SSIM ) .. -A (MMM) , is our best cross-dataset individual. Recall that
this specific solution was trained on 70% of the TID2013 dataset and applied for testing
to all three datasets. In this sense, the results for TID2013 are here reported for reference
but are not entirely representative. The second row, GP-SSIM ) . -avg (MMM) (per
dataset) , reports the average statistics of our approach, akin to the results presented
in Table 7.3, specifically targeting each individual dataset. In this case, each dataset
was optimized in two-fold cross-validation to produce fair results when assessed on
the entire datasets.

By comparing the results to other FR-IQAMSs, it is possible to observe the nature of
the highest-performing solutions. PieApp [165] and DeepSim [70], respectively the best
on TID2013 (SRCC 0.876) and LIVE (SRCC 0.974), are both learning-based solutions
based on deep neural networks. GMSD [128] is an SSIM-inspired handcrafted FR-IQAM
that incorporates image-adaptive weights and presents excellent performance on the
CSIQ, with 0.950 SRCC. In particular, our solutions present competitive results for both
TID2013 and CSIQ datasets. The LIVE dataset appears to be a setup where our solutions,
despite obtaining excellent results with correlation above 90%, are outperformed by
several other measures, suggesting a possible focus for future developments. Finally,
one can note how all reported IQAMs exhibit excellent performance only on two out
of three datasets.

7.6 Conclusion

We have presented an optimization process to define full-reference image quality
measures based on genetic programming. Our choice of terminal sets, used to construct
the evolving programs, has been guided by the objective of formulating SSIM-like

measures due to their efficacy and effectiveness. For our optimized solutions, we
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IQAM TID2013 LIVE CSIQ

GP-SSIM) .. -A (MMM) 0.815 0.904 0.947
GP-SSIM) .. -avg (MMM) (per dataset) 0.864 0.936 0.943
PSNR 0.687 0.873 0.810
RMSE 0.674 0.936 0.805
VIF (2006) [187] 0.677 0.964 0.911
MAD (2010) [121] 0.781  0.967 0.947
FSIMc (2011) [238] 0.851 0.965 0.931
NLPD (2016) [119] 0.800  0.937 0.932
GMSD (2011) [128] 0.804  0.960 0.950
DeepSim (2017) [70] 0.846 0.974 0.919
DeeplQA (2017) [34] 0.831 0.947 0.909
PieAPP (2018) [165] 0.876 0.919 0.892
LPIPS (2018) [239] 0.670 0.932 0.876
DISTS (2020) [57] 0.830 0.954 0.929

Best results in bold. Second best underlined.

Table 7.5. SRCC statistics of our best overall individual GP-SSIM ) ., -A (MMM),
compared to state of the art metrics for FR-IQA. All results are reported from [57],
with the exception of DeepSim [70] and RMSE [162].

have analyzed the general behavior in terms of elite statistics as well as the specific
behavior of selected individuals. In particular, we compared them against different
variations of SSIM on a challenging cross-dataset optimization setup. Additionally,
dataset-specific optimization has proven the possibility to reach a correlation with
human mean opinion scores that is competitive against existing complex solutions
from image quality assessment.

Thanks to our choice of terminal and function sets, our optimized image quality
measures are by construction differentiable. This characteristic opens the doors to
potentially employ such measures as loss functions for gradient-based backpropagation
in neural networks training. For this reason, future research will be focused on further
analyzing our solutions in terms of their ability to facilitate gradient propagation. As an
additional direction for future work, we will consider exploring different terminal sets,
possibly inspired by other existing full-reference image quality measures, to investigate
the possibility of merging different existing measures.
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Genetic Programming for Structural
Similarity Design at Multiple Spatial
Scales

Abstract: The growing production of digital content and its dissemination across
the worldwide web require efficient and precise management. In this context, image
quality assessment measures (IQAMs) play a pivotal role in guiding the development
of numerous image processing systems for compression, enhancement, and restoration.
The structural similarity index (SSIM) is one of the most common IQAMs for estimating
the similarity between a pristine reference image and its corrupted variant. The multi-
scale SSIM is one of its most popular variants that allows assessing image quality at
multiple spatial scales. This paper proposes a two-stage genetic programming (GP)
approach to evolve novel multi-scale IQAMSs, that are simultaneously more effective and
efficient. We use GP to perform feature selection in the first stage, while the second stage
generates the final solutions. The experimental results show that the proposed approach
outperforms the existing MS-SSIM. A comprehensive analysis of the feature selection
indicates that, for extracting multi-scale similarities, spatially-varying convolutions
are more effective than dilated convolutions. Moreover, we provide evidence that the
IQAMSs learned for one database can be successfully transferred to previously unseen
databases. We conclude the paper by presenting a set of evolved multi-scale IQAMs
and providing their interpretation.

8.1 Introduction

The dynamic rise of social media and its penetration into our daily lives causes a
continuously growing production of digital content and its dissemination across the
world wide web. About 58% of the world's population uses social media, and the
average daily usage is about two and a half hours [1]. As of 2021, there are over 1
billion active Instagrammers, half of whom share their life moments daily through the
storiesfeature [2]. Digital images and video happen to emerge as the most favored
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medium for communication and information sharing: recent data suggest that almost
70% of the users rated video as their number one source of information, and 75% of all
video views come from mobile devices [74]. These facts are not surprising - taking a
photo, recording a video, or performing a live stream to any audience, no matter the
scale, is now a matter of a few clicks. Forbes estimates that online videos will make
up more than 82% of all consumer internet traffic by 2022 [206]. Therefore, efficient
and precise methods for digital imagery management are in high demand. In this
context, compression algorithms play an essential role in saving storage space and
bandwidth for transferring large amounts of imagery and video information (from
now on, called medig through the Internet. However, the compression usually comes
at the cost of visual quality degradation. For example, compression artifacts produce
an unpleasant viewing experience and can deteriorate computer-vision (CV) systems'
performance. To counteract this problem, the image processing (IP) community has
developed numerous technigues to remove the undesirable artifacts from images that
degrade the visual quality and reduce their usefulness for the underlying tasks [240,
244,62, 11].

Both input and output media need to be evaluated for the perceived visual quality
to design compression and restoration algorithms properly. Moreover, such evaluation
must be ideally automatic (i.e., without human intervention), precise and efficient. The
research community proposed several image quality assessment measures (IQAMS)
to solve this problem [222, 227, 226, 187, 146, 225, 238, 103, 98, 70, 34], notable among
which is the structural similarity index (SSIM) inspired by the intrinsic functioning
of human visual system (HVS). Notice that IQAMs' performance is usually assessed
by correlating their similarity scores with those provided by human observers; to this
extent, Spearman’s rank correlation coefficient (SRCC) is preferred [227]. Due to its
precision, computational efficiency, and mathematical formulation's interpretability,
the SSIM considerable large attention in the community and motivated several related
measures [226, 225, 238, 103]; a detailed review of SSIM can be found in [219]. The
multi-scale SSIM (MS-SSIM) is one of the most popular and commonly used among the
existing measures. The MS-SSIM consists of aggregating the similarity components at
different spatial scales (a.k.a. multi-scale context), the latter being simulated through a
pooling operator. From another perspective, MS-SSIM can be seen as acompacteep
convolutional neural network (DCNN) made of 5 sequential blocks of convolutional
and pooling layers. However, recent empirical evidence in the CV field indicates that
pooling layers can cause a significant loss of potentially relevant spatial information
when performing multi-scale context aggregation. This produces a degradation of the
systems' performance on different tasks [134, 235, 138] and can affect image quality
assessment (IQA). In this study, genetic programming (GP) [114]is proposed to generate
a novel MS-SSIM. Such an MS-SSIM should be more precise while maintaining the
computational efficiency and the simplicity of mathematical formulation. Moreover,
motivated by the up-to-date findings in CV about the harmful effects of pooling layers
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and to simplify the measure, we redesign the transition mechanism between different
spatial scales by replacing the pooling layers with dilated convolutions and spatially-
varying convolutional kernels. Particularly, in this work, we show that:

~

GP can be successfully applied to evolve SSIM-like measures;

the evolved measures can improve the correlation with the subjective evaluation
provided by human observers;

the evolved measures can be generalized to other problems;

the evolved measures can achieve a lower computational complexity when com-
pared to the original MS-SSIM,;

the mathematical formulation of the evolved measures allows for human-interpretability;

the most effective approach to aggregate multi-scale spatial informationis through
spatially-varying convolutional kernels.

The paper is organized as follows: Section 8.2 introduces the necessary theoretical
background by providing an overview of IQA, SSIM and the different approaches to
aggregate multi-scale contextual information. Section 8.3 describes how new IQAMs
based on SSIM can be formulated using GP; in particular, the considered terminal
and function sets are provided and explained. Section 8.4 presents the research
objectives, characterizes the datasets used in our study, broaches and discusses the
hyper-parameters used, and shows the results obtained. Finally, Section 8.5 draws the
main conclusions and proposes future research ideas.

8.2 Background

8.2.1 Image quality assessment (IQA)

For those applications in which humans ultimately consume the media, the most
appropriate method for media quality assessment is through human visual system
(HVS). In other words, by involving people to evaluate the perceived quality of
the media subjectively. However, in practice, subjective evaluation happens to be
complex, time-consuming, expensive, and sensitive to the experimental design [200].
To overcome these limitations, several researchers have proposed objective IQAMs
that can automatically (i.e., without human intervention) estimate the perceived visual
quality.

Typically, FR-IQAMs (like SSIM) estimate a standardized similarity score given a
pair of reference-distortion images. The precision of a given FR-IQAM is defined as
the correlation between these scores and the subjective evaluation provided by human
observers - such as the mean opinion score (MOS) and differential MOS (DMOS) -
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on different IQA databases. A larger correlation with the subjective evaluation is
desirable [200]. Additionally, other concerns, like measures' complexity, must be
considered.

8.2.1.1 Single-scale structural similarity index (SS-SSIM)

The structural similarity index (SSIM) [227] is by far the most popular. It is classified as
a full-referencdQAM (FR-IQAM) since it directly compares a pristine reference image
with its potentially corrupted variant (like an image subject to JPEG compression). The
SSIM was inspired by the theory that HVS is particularly suited for extracting structural
information from the scenes. By explicitly including HVS's characteristics, the authors
were able to introduce a whole new paradigm in the IQAMs field. The high precision,
allied to a simple mathematical formulation, assured SSIM's preeminence as a proxy
evaluation for human assessment in different IP and CV applications [242, 221, 33, 27].
Formally, SSIM performs a comparison between a pristine reference image Gand
a potentially corrupted version of the same image Hbased on three independent simi-
larity components extracted at a single spatial scale (resolution): luminance, contrast,
and structure. Components' extraction is performed by sliding an 11x11 symmetric
Gaussian kernel with a standard deviation of 1.5 across reference-distortion pairs. The
SSIM is computed as an aggregation of locally estimated components. Each image's
patch average representsthe luminance information. Thus the luminance comparison
is:

2
G-t 2 8.1)
G, Hs 1

where ; is a small quantity introduced for numerical stability, as are > and 3in
the following equations for the other components. The three quantities are given as

functions of the dynamic range of the pixel values ! (! =255 for 8 bits/pixel gray-scale

images) and two scalar constants 1 land . 1 (traditionally setto 0.01 and 0.03,
respectively): 1=1 1192 ,=1 5,192 5= 52 Contrast is represented by using
each image's patch standard deviation . Consequently, the contrast-based comparison
is:

2
26—t - 2 (8.2)
G, H., 2

The structure element is represented through the standardization of each image with
the corresponding mean and standard deviation. Comparison of the structure can be
obtained through the inner product of these signals:

BG—t= 2 % (8.3)
G H, 3
where: .
1 O
= 1 01 Oe
GH™ 777 G P& (8.4)
81
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Finally, the three components are combined into a unique expression that is weighted
with exponents , , and

(" G-t G-, >2AG—MW, BG— W, (8.5)

8.2.1.2 Multi-scale structural similarity index (MS-SSIM)

Initially, the SSIM was mainly used at a single spatial scale (SS-SSIM). In practice, how-
ever, subjective evaluation is highly dependent on the numerous viewing conditions.
These include the environment illumination, the conditions of the displaying device,
such as display's resolution and the response time, the distance from the display to
the observer, network bandwidth and latency, etc. The single-scale approach may only
be appropriate for specific settings in this context. Notably, SSIM, like several other
IQAMSs, is significantly sensitive to the spatial scale selection [226, 80]. To incorporate
viewing conditions' diversity, Wang et al. [226] proposed a multi-scale extension of
SSIM (MS-SSIM). MS-SSIM aggregates the inner similarity indexes calculated from
a range of 5 different spatial scales (resolutions). To transit between spatial scales,
MS-SSIM down-samples the reference-distortion pairs through pooling. Empirical
findings constantly show that MS-SSIM tends to outperform its single-scale counter-
part on several tasks by a significant margin. Formally MS-SSIM is defined as:

)

(& G-H ¥ 1G—M. W9t G— 2By G — 1% (8.6)
o1

By taking the reference-distortion pair as the input ( Gand H, respectively), the measure
computes, at each scal€q the contrast and structural similarities ( 2g9and By, respectively).
When changing from scale 9to 9, 1, a low-pass filter, followed by a down-sampling
operation with a factor of 2, is applied over the reference-distortion pair. The luminance
similarity, denoted by ;» 1G—%is computed only at the last scale (i.e.,” = 5). The
exponents - — g and ¢ are used to adjust the relative importance of different
components. The overall cross-scale evaluation is then given by a weighted product of
the above-mentioned components extracted at different scales.

For a reader familiar with the field of deep learning (DL), it becomes clear that MS-
SSIM s, in practical terms, a compacthuman-interpretable DCNN made of 5 sequential
blocks of convolutional and average pooling layers. This observation motivated us to
bring state-of-the-art findings in the CV field to design a novel MS-SSIM. Section 8.2.2
provides the necessary background for that.

8.2.2 Multi-scale spatial information

Current deep learning (DL) systems are made of sequential stacks of similar blocks.
These typically comprise convolution, normalization, and activation layers, interleaved
with pooling layers that perform spatial down-sampling of the input feature maps [116,
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191]. The latter are necessary to (i) reduce the feature maps' spatial dimensionality
in such a way enabling a significant improvement in terms of systems' computational
efficiency, and (ii) integrate the multi-scale contextual information by enlarging systems'
receptive field, therefore embracing greater global context in the scene. However, recent
evidence suggests that pooling can cause a significant loss of potentially relevant spatial
information [134, 234, 235, 138], therefore degenerating systems' performance on the
underlying CV tasks. This facet was found to be particularly harmful to classifying
natural images, which tend to exhibit many objects whose identities and relative
configurations are important for understanding the scene.

Dilated (a.k.a. atrous) convolutions can be employed to avoid the destructive
effects of pooling while maintaining the ability to aggregate multi-scale contextual
information without losing resolution. In simple terms, a dilated convolution is a
traditional convolution except the filter's resolution is increased by inserting zeros
between two successive values along each spatial dimension. Itis a simple yet powerful
technique to make filters' receptive field larger without impacting computation or the
number of parameters. Several studies point out that dilated convolutions outperform
their non-dilated counterparts on several complex CV tasks without increasing the
model's depth or complexity [234, 235, 51, 49].

Another approach to aggregating the multi-scale contextual information without
losing resolution involves processing the input feature map using convolution kernels
with different spatial dimensions [61, 237]. The experimental evidence shows that such
an approach to learning features, called PyConv, has the potential to impact nearly
every CV task. In particular, Duta et al. [61] demonstrated that PyConv significantly
improve image classification, video action classification/recognition, object detection,
and semantic image segmentation/parsing.

8.3 The proposed approach

In this study, GP is used to evolve novel multi-scale IQAM, which uses dilated convolu-
tions and spatially varying kernels to aggregate multi-scale similarities. Specifically, we
propose to evolve GP individuals using a set of terminal symbols made of aggregated in-
ner similarity indexes, extracted at different spatial scales through dilated convolutions
and spatially-varying kernels (as motivated and described in Section 8.2.2). In this way,
the GP individuals are intended to represent potentially new IQAMSs that aggregate
multi-scale contextual information without losing input images' resolution. Ideally,
these new measures will better reflect people's subjective evaluation and, when com-
pared with the traditional MS-SSIM, they will not increase the overall computational
complexity. In general terms, the proposed approach is divided into two sequential
stages. First, we use GP to estimate the subset of the most prominent spatial scales
(i.e., features). Second, we redesign the MS-SSIM by means of GP using previously
estimated spatial scales.
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Figure 8.1. GP terminal set composition

8.3.1 Terminals

In the proposed approach, GP individuals aggregate inner similarity indexes extracted
at different spatial scales, these being simulated through different dilation rates and
window sizes. For the first stage, a large terminal set ) gcoasiS generated to perform
feature selection. The pseudo-code in 8.1 illustrates how ) gcoasawas obtained. Each
individual terminal in ) gcoasiS a vector which size equals the number of reference-
distortion pairs of a given IQA database, and each value represents a given spatially-
aggregated similarity component, obtained using a Fg Fg Gaussian kernel, with
dilation rate of 3g, for a given reference-distortion pair. From the pseudo-code, we
can see that three spatially-aggregated similarity components are computed for the
combination of dilation and window-size. Therefore, the cardinality of the terminal set
)BCOGIAiS given by #) BCo@4s= # «" #, 0 # 0=3 6 9=162 AIthough, in DL
literature, the alternative multi-scale context aggregation strategies has been explored
independently (i.e., with dilated convolutions or with spatially-varying kernels), we
decided to generate terminals that blend these two approaches. The rationale behind
this decision is to leave GP deciding, in a data-driven manner, which form of multi-
scale context aggregation is preferred given the optimization task at hand. We use the
symbol ) gcoeyto distinguish the subset of ) gcoaawhich is used in the second stage of
the proposed GP approach.
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8.3.2 Functions

The original formulations of SSIM and MS-SSIM can be subject to a probabilistic inter-
pretation. In such a view, the overall similarity can be interpreted as the probability that
the image pair is simultaneously similar according to three different sub-similarities
(luminance-, structural-, and contrast- based). By assuming these similarities are inde-
pendent, the overall probability is, in practice, computed through the multiplication
rule. Furthermore, each sub-similarity probability is first reprocessed through an expo-
nential function that modifies its impact: for example, given a base in the 0 to 1 range, a
very low exponent will yield a sub-similarity probability that approaches 1, regardless

of the starting value. As a consequence of the value being close to 1, its impact on
the overall similarity is significantly reduced. In this work, we have leveraged and
expanded upon such a concept by including the addition operation among the set
of functions that a learned similarity expression can exploit. In the aforementioned
probabilistic interpretation, using the addition means that the overall similarity can
be seen as the probability that the image pair is similar according to either different
similarities. In practice, the set of functions includes two arithmetic operators ({+, x}),
and an exponentiation operator that raises an input terminal to the power of a given
exponent (G 82 [0.05, 0.15, 0.3, 0.5, 0.8, 1/0.8, 1/0.5, 1/0.3, 1/0.15, 1/0.05]).

8.3.3 Limit complexity without performance deterioration

An extensive evolutionary search inevitably implies solutions' growth in terms of
complexity and can cause overfitting [216, 210]. We use EDDA [214, 13] to seed
the GP population in this context. In a nutshell, the initial population is created
by using the best individuals extracted from a set of independent sub-populations
(a.k.a. demes), which run under distinct evolutionary conditions (i.e., parameters).
Demes are left to evolve for a few generations, such that the elite solutions do not
grow significantly in size when they are extracted. The abundance of numerous
independent sub-populations allows performing a broad exploration of the search
space efficiently, allowing high-quality initial solutions to be found. Moreover, EDDA
allows redistributing the computational effort towards initial exploration, followed by
solutions' refinement in the main evolutionary process. For example, given a budget
of 1M fitness evaluations and a population of 1000 solutions, GP with the traditional
ramped half-and-half (RHH) initialization takes 1000 generations to complete one run.
This factor implies that the final solutions will be exposed to the variation operators 1000
times. In EDDA, assuming a configuration with 1000 demes of 100 individuals each,
evolved for five generations, the main evolutionary process takes just 500 generations
to complete one run with 1M fitness evaluations. This aspect implies that the final
solutions will be exposed to the variation roughly twice as less (505 times), therefore
presenting a smaller size. Moreover, the empirical evidence shows that the solutions
obtained using EDDA happen to generalize significantly better than several traditional
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methods [214, 13].

Another approach for limiting the complexity of the final solutions is to use hoist
mutation as a pruning method. Specifically, we propose to split the main evolutionary
process (i.e., after EDDA initialization) into two halves: the first uses a combination of
swap crossover and subtree mutation, whereas the second uses hoist mutation only.
The experimental results show that this separation allows for reducing individuals'
size while improving their generalization ability.

8.3.4 Fitness function

Given thatwe want the GP system to maximize solutions' association with the subjective
evaluation provided by human observers, we formalized the fitness function 5as the
modulus Spearman's rank correlation coefficient (SRCC) between both measures - the
subjective evaluation and the respective outcome of GP individuals. SRCC is a widely
accepted and used evaluation measure for IQA metrics in the community [227, 200].
Insuchaway, 5: (!» 0-1%with higher values representing higher similarity with
the subjective evaluation. Specifically, let <BBB8g% be a candidate multi-scale IQAM
formulated by means of GP, 1-— . © a tuple of reference-distortion pairs and "$(
the respective target (mean opinion score), the fithess of <BBB8g% is computed as

5 <BBB8gso!-— . °— "$(

8.4 Experiments

8.4.1 Data

The proposed approach is assessed on two well-known databases to assess image
guality aspects. In this sub-section, the reader can find their detailed description and
instructions on how these were used. Both databases were created using reference
images that account for diverse visual scenes and contain several different types of
distortion with different intensity degrees. The reference-distortion pairs were sub-
jectively evaluated by involving hundreds of volunteers in a controlled experimental
environment.

We train our approach using one of the biggest and most popular databases for
image quality assessment (IQA) - TID2013 [162]. In the first stage, the input reference-
distortion pairs are partitioned by reference images into a training, validation, and test
sets. The most prominent spatial scales are chosen based on the validation partition.
In the second step, the training and validation partitions are merged. Moreover, to
assess the generalization ability of the evolved measures to previously unseen viewing
conditions, we use a popular dedicated viewing distance-changed image database
VDID2014 [80]. Unlike in TID2013, where a convenient (preferred) distance to a
monitor was used to compute the similarities between the reference-distortion pairs,
the subjective assessmentin VDID2014 was performed at two groups of typical viewing
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[ Features TID2013[162] | VDID2014 [80] |

, X 8 512 384 768 512,512 512
D/ g 3 4,6
#References 25 8
#Distortions 24 3
#Pairs 3000 160

Table 8.1. Summary features of the considered IQA databases. The columns, g g
and D/  gstand for image resolution and viewing distance in terms of the image
height, respectively. References, Distortions, and Parefer to the number of reference
images, distortion types, and resulting reference-distortion pairs, respectively.

distances and image resolutions. The latter is motivated by the fact that the amount of
extractable information in a visual scene depends on the viewing distance and image
resolution. In this sense, we explicitly incorporate such an important aspect as the
varying viewing distance in our study. Table 8.1 provides a detailed description of the
IQA databases that were used.

8.4.2 Experimental settings

| Parameters | Values
> runs 30
> generations {5 , 20}
Population's size | {200 , 1000}
Terminals {) Bcoas)BCcoxd
#Terminals {stage; = 162, stage = 15}
Functions ( ) {+,x, G}, 82[0.05, 0.15, 0.3, 0.5, 0.8, 1/0.8, 1/0.5, 1/0.3, 1/0.15, 1/0.05]
Initialization 5 subtree mutation and swap crossover
Selection tournament with 10% pressure
Crossover swap crossover
Mutation {subtree mutation, hoist mutation}
% ° {0.7, 0.0}
og" © {0.3, 1.0}
Stopping criteria | > generations

Table 8.2. Summary of the hyper-parameters. Note that %4 °and %" °indicate the
crossover and the mutation probabilities.

The experiments were repeated 30 times (runs) to provide an outright statistical
analysis. A different seed for the pseudo-random numbers generator was used in
each run to partition the data and initialize and execute the algorithm. The EDDA
initialization technique was used with 200 individuals per deme (200 ), each
left to evolve for five generations ( 5) [214]. During the EDDA initialization,
subtree mutation was the only variation operator being used to foster the search space's
exploration. The selection was the tournament. During the EDDA initialization,
random selection pressure in [0.05, 0.2] interval was generated for every deme, whereas
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during the main evolutionary process (i.e., after the initialization), a pressure of 10%
was used. Contrarily to the traditional 5%, a higher pressure was considered to foster
convergence given the relatively small amount of generations. Once the population was
initialized, the first half of GP's main evolutionary process (i.e., the first ten generations)
was conducted using the swap crossover and the subtree mutation, with probabilities
of 0.7 and 0.3, respectively. In the second half of the process (i.e., the remaining
ten generations), the hoist mutation was used, and the mutation's probability was
increased to 1.0 to foster trees' pruning (i.e., no crossover was used). Table 8.2 provides
a complete enumeration of the parameters used in this study. The hyper-parameters
were selected following the findings from the literature to avoid a computationally
demanding tuning phase.

We train our system using the TID2013 [162] IQA database. In the first stage,
the input reference-distortion pairs are partitioned by the reference images into train,
validation, and test sets containing 64%, 16%, and 20%, respectively. The partition is
80% and 20% for training and test sets in the second stage, respectively. Moreover,
the evolved solutions are assessed for generalization ability on a previously unseen
database VDID2014 (which is also distance-changed).

We rely on GPOL [14] to conduct our experiments. GPOL is a felxible and efficient
multipurpose optimization library in Python that covers a wide range of stochastic
iterative search algorithms, including GP. lIts flexible and modular implementation
allows for solving optimization problems like the one in this study.

8.4.3 Experimental findings

Section 8.4.3.1 shows the findings regarding the first stage, which aims at estimating
the subset of the most prominent spatial scales (i.e., features). The findings regarding
the second stage, consisting of a final estimation of MS-SSIM by means of GP, can be
found in Section 8.4.3.2.

8.4.3.1 Stagel

We computed the frequency of the inputterminals in the elite GP trees as a proxy for their
worth to identify the most prominent approach for multi-scale contextual information
extraction. Figure 8.2 shows the most relevant combinations of the dilation rates and the
window sizes, regardless of the similarity component. From the figure, it becomes clear
that the most prominent approach for extracting the multi-scale contextual information
for FR-IQAMSs consists of using spatially-varying Gaussian kernels with a dilation rate
of 1 (consider the top 5 bars). Moreover, there is an indication that smaller window sizes
are preferred. These findings appear consistent with the nature of artifacts introduced
in the IQAM database, which consists of local degradations whose appearance is well
described by convolutional kernels with smaller spatial resolution. To dig deeper,
we analyze the frequency distribution of different dilation rates at each window size.
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Figure 8.3 shows that, among all the possible combinations, a dilation rate of 1 happens
to be the most frequent for every window size considered in our experiments, except
for the largest window (13). Interestingly, the greater the spatial size of the Gaussian
kernel, the higher is the frequency of the two largest dilation rates (8 and 9).

The analysis of the two figures allows us to conclude that we can significantly
simplify the terminal set by using only five spatially-varying Gaussian kernels with
a dilation rate of 1, whose window sizes are 3, 5, 7, 9, and 11. Given that there are
three similarity components to be extracted at each spatial scale, the terminal set for
the second stage) scoeuWwill be reduced, therefore, to 15 terminals (5  3).

Figure 8.4 shows the learning curves during the first stage. The sub-figure on the
left shows elite individuals' averaged fitness as the SRCC (on the vertical axis) across
the generations (on the horizontal axis). The sub-figure on the right shows how elites'
length (on the vertical axis) progresses through the generations (on the horizontal axis).
The gray vertical line divides the evolutionary process into two parts. The first part (on
the left) uses a combination of swap crossover and subtree mutation (with probabilities
of 70 and 30%, respectively). The second part only uses the hoist mutation to prune the
trees. The red line regards the traditional MS-SSIM's test fitness and length (in the left
and right sub-figures, respectively). By looking at the figure, we conclude that:

" the proposed GP system outperforms standard MS-SSIM at modeling the per-
ceived visual quality of the media;

the proposed GP system converges to a point of stability and presents a small gap
with the training loss;

the use of hoist mutation allows to marginally improve the individuals' general-
ization ability while noticeably reducing their size;

the number of generations we defined seems to be a good compromise for the
underlying optimization task; therefore, we will stick to them in the second stage;

although elite individuals' length appears to be significantly higher, the mathe-
matical simplification of evolved solutions shows that GP can effectively evolve
solutions with a lower complexity (to be shown in Section 8.4.3.3)

To support the findings above, we used the Wilcoxon rank-sum test for pairwise
data comparison under the null hypothesis that the differences between two related
paired samples are symmetrically about zero. It is worth pointing out that we reject
the null hypothesis when the p-value of the test is smaller or equal to a 5% significance
level. Concretely, we compared the SRCC achieved by genetically-evolved multi-scale
IQAMSs against MS-SSIM on unseen data partitions of TID2013. The records for the
proposed approach were taken on the last generation of every run. The p-value of the
test is less than 0.05, which demonstrates that our approach statistically outperforms
MS-SSIM.
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Figure 8.2. Most frequently used combinations of the dilation rate and the window
size in elite GP individuals during the first stage.

8.4.3.2 Stage 2

The experimental findings of the first stage allowed us to conclude that GP can effectively
aggregate similarity components at multiple scales using mainly five spatially-varying
Gaussian kernels with a dilation rate of 1. In this stage, we repeat the experiments
using only the most prominent features that model multi-scale contextual information.

Figure 8.6 shows the learning curves of the second stage. Like in Figure 8.4, the
sub-figure on the left shows elite individuals' fitness, while the sub-figure on the right
shows how elites’ length grows. The gray vertical line denotes the transition point
when only the hoist mutation is used. The red line indicates the baseline MS-SSIM.
By looking at the figure, we could reinforce the observations found in Figure 8.4. The
p-value of the Wilcoxon rank-sum test for pairwise data comparison demonstrated,
once again, that our approach is statistically better than MS-SSIM. Nonetheless, it is
necessary to note a slight decrease in elites' generalization ability and a mild increase
in their length. Such a phenomenon has an explanation. The selection of the most
prominent features based on frequency is a mere approximation and is, therefore,
incomplete. Although the feature selection in stage 1 was necessary to brace final
solutions' interpretability under the light of full-reference image quality assessment,
it deprived GP of potentially useful, although dispensable, building blocks to achieve
superior performance. Therefore, the evolution created individuals of relatively higher
complexity (assessed by length) than in the first stage.

Figure 8.5 ranks the features in ) gcogu by their frequency. From the figure, it
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