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“Whenever you find yourself on the side of the majority, it is
time to reform (or pause and reflect).” (Mark Twain)



Abstract

In recommendation systems, a system is in charge of providing relevant recommendations

towards users with either a clear target in mind or a mere vague mental representation.

Session-based recommendation targets a specific scenario in recommendation systems,

where users are anonymous. Thus the recommendation system must work under more

challenging conditions, having only the current session to extract any user preferences to

provide recommendations.

This setting requires a model capable of understanding and relating different inter-

actions across different sessions involving different items. This dissertation reflects such

relationships on a commonly learned space for sessions and items. Such space is built

using metric-learning, which can capture such relationships and build such space, where

the distances between the elements (session and item embeddings) reflect how they relate

to each other. We then use this learned space as the intermediary to provide relevant rec-

ommendations. This work continues and extends on top of other relevant work showing

the potential of metric-learning addressed to the session-based recommendation field.

This dissertation proposes three significant contributions: (i) propose a novel joint

session-item encoding model with temporal smoothing, with fewer parameters and the

inclusion of temporal characteristics in learning (temporal proximity and temporal re-

cency); (ii) enhanced recommendation performance surpassing other state-of-the-art

metric-learning models for session-based recommendation; (iii) a thorough critical analy-

sis, addressing and raising awareness to common problems in the field of session-based

recommendation, discussing the reasons behind them and their impact on model perfor-

mance.

Keywords: Session-Based Recommendation Systems, Metric-Learning, Content-based

Learning, Collaborative-Filtering, Joint Encoding, Session, Item, Temporal Smoothing.
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Resumo

Em sistemas de recomendação, um sistema fica encarregue de fornecer recomendações

relevantes aos seus utilizadores que podem ter, ou uma ideia concreta daquilo que pre-

tendem ou apenas uma vaga representação mental. Recomendação com base na sessão

dirige-se principalmente a um cenário específico de sistemas de recomendação, onde

os utilizadores são anónimos. Ou seja, estes sistemas têm de ser capazes de funcionar

em condições mais desfavoráveis, tendo apenas a sessão atual disponível como input do

utilizador para efetuar recomendações.

Este contexto requer um modelo capaz de perceber e relacionar diferentes interações

ao longo de várias outras sessões envolvendo diferentes itens. Esta dissertação reflete

tais interações por via de um espaço comum, que é aprendido, para representar sessões e

itens. Este espaço é construído usando metric-learning, técnica que consegue capturar tais

relações e construir o espaço em questão, no qual a distância entre os vários elementos

(embeddings de sessões e itens) reflete como estes se relacionam entre si. Usamos este

espaço, que foi aprendido, como intermediário no fornecimento de recomendações rele-

vantes. Este trabalho continua e extende para além de outros trabalhos relevantes na área

que mostraram o potencial de aplicar metric-learning para o domínio de recomendação

com base na sessão.

Esta dissertação propõe as seguintes três principais e significativas contribuições: (i)

propõe um novo modelo de codificação sessão-item conjunto com suavização temporal,

com menos parâmetros e com a inclusão de características temporais no processo de

aprendizagem (proximidade temporal e recência); (ii) um desempenho de recomenda-

ção melhorado que ultrapassa outros métodos do estado-da-arte que utilizam técnicas

de metric-learning para sistemas de recomendação com base na sessão; (iii) uma análise

cuidada, que foca e tenta destacar alguns erros comuns neste campo de sistemas de re-

comendação com base na sessão, discutindo as razões por detrás de tais erros e o seu

impacto no desempenho dos modelos.
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1

Introduct ion

1.1 Context & Motivation

Conversational Systems [4–6] have attracted much research due to their potential in real

use-cases. These conversational systems are a speci�c variant of Recommendation Sys-

tems (RS), to help users �nd the items they want through personalized item suggestions.

This process involves two stakeholders, of which one is the user seeking a recommen-

dation, and the other is the agent in charge of making such recommendations. Another

similar scenario is an anonymous user actively browsing an e-commerce website (e.g.,

Amazon). The automated agent model utilizes the current session's past previous interac-

tions after each event (e.g., click) to provide the following recommendation step.

In general, for recommendation systems, the user has a particular target item in mind,

where sometimes this can be a speci�c item, or most usually the user is not exactly sure

of what he wants, holding only a vague mental representation of it. The agent is in charge

of making recommendations with the precise end goal of reaching the user's target item

with the fewest recommendation iterations possible to maintain a good user experience.

Therefore, the agent must possess enough intelligence to achieve this.

More recently, these systems have been used in more challenging contexts with limited

interactions, i.e., in a session-based recommendation context. In this setting, users are

anonymous, and our input comes through interactions from the current session, in the

form of clicks, likes, or purchases in an online e-commerce fashion website social network

domain like in Farfetch or previous sentences in a conversational system. Here, there is

no notion of users, but instead, each session is considered independent, and in this world,

it is as if each session de�ned a di � erent user.

A session is composed of a sequence of events and can consist of a conversation or a

shopping session in an online retail website retained with browser session cookies. The

sessions' events can be exchanged messages or operations like a click, add to cart, or likes

on items in a retail website.

This dissertation aims at the development of a Recommendation System for real-

world scenarios like Farfetch's fashion e-commerce platform, similar to what is shown in

1



CHAPTER 1. INTRODUCTION

Figure 1.1: From Product Dialog Recommendation to Session-based Recommendation
setting.

�gure 1.1, targeted at scenarios where users are anonymous. In these speci�c contexts, we

have an anonymous user seeking help towards �nding a product and, on the other side,

an automated agent whose job is to ful�ll the user's needs, i.e., make recommendations

until the user �nds what he is looking for or the session ends. Despite these domains,

the current work is not restricted only to the fashion domain of conversational systems.

Instead, we opted for a more theoretical approach targeting the more broad �eld of metric-

learning for session-based recommendation.

Metric-learning has proven to be an essential tool in the RS �eld, even for session-

based RS [7]. Metric-learning allows us to learn a joint representational space of the

users' sessions and items to recommend. With the current session projected on that

learned space, we need to �nd the top-k closest items projected on that same space as

the following recommendation (�g. 1.2). There is a relative lack of other research works

that use metric-learning for session-based recommendation, and we believe that more

attention should be given to this type of approach. Hence, this dissertation aims to

address the session-based recommendation problem using metric-learning.

2



1.2. PROBLEM DEFINITION

Figure 1.2: Example of live recommendation as the current session progresses, where in
this case we are recommending the top 3 products that lie closer to the session embedding
at the current step.

1.2 Problem De�nition

In a session-based recommendation setting, an agent recommends items to a user seeking

those recommendations. A session comprises a chain of ordered interactions made by

anonymous users, where each interaction can also be described as an event. Each event

regards an interaction involving one item, and this same event/interaction can be further

described by its type. As we focus on just the recommendation system, we will handle

structured input, as we can see on the right side of �gure 1.1, where such system is being

used as part of a conversational system. At time t of the recommendation process, we

will recommend k products, ordered by their predicted relevance, using as our only input

all the past events until t-1 from the oldest to the most recent event that comprises our

session. The agent uses this predicted recommendation list for its next recommendation

step.

Understanding user behaviors becomes critical, more so in challenging scenarios

where data is more limited, like in the case of session-based recommendation, where

our input is only comprised of the previous interactions in the same session (e.g., clicks,

likes, or applying for a job in a social network domain like LinkedIn), where the use of

Recommendation systems becomes particularly desirable. A recommendation session is

composed of a sequence of events, where each event is an interaction such as aclick, an

add to cart, or like an item at a retail website. In the case of streaming, such interactions

can be aview or a like related to audiovisual content.
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1.3 Challenges and Objective

This problem presents some exciting challenges like keeping track of the current session's

state, producing quality recommendations, relating the session's state to the items, and

which features play a decisive role in this process and how to extract them.

In order to address such challenges, the hypothesis is that the system should learn

a session-item common space, i.e., where both items and sessions are represented in a

commonly shared space through embeddings and metric learning. The current session

is then projected on this learned space, and the recommendation comes from the items

whose embeddings are closer to this session embedding. In this setting, our main goal is

to:

Inspired by metric-learning literature, this dissertation's objective is to tackle

session-based recommendation with joint session-item encoder architectures to

compute the common embedding space. ( �g. 1.2)

This work aims to address the more broad spectrum of session-based recommendation,

including but not limited to conversational recommendation systems, the fashion domain,

or the streaming domain.

1.4 Contributions

Session-based recommendation using metric-learning explores the idea of learning a com-

mon space representing both sessions and items to be used for recommendation. However,

the use of metric-learning to tackle this problem is relatively unexplored. Recently Twar-

dowski, Zawistowski, and Zaborowski [7] proposed a metric-learning approach for this

problem and have obtained promising results, so we further extend research in this direc-

tion, having accomplished the following contributions:

• (a) Novel joint session-item encoding model with temporal smoothing. We pro-

pose a novel architecture targeting item encoding, simpler than [7], where session

and item encoders are jointly-learned in a common space, serving as an intermedi-

ary for session-based recommendation. We show that this contribution produces

noteworthy improvements while at the same time signi�cantly reducing the num-

ber of parameters involved. We also propose two di � erent content-based learning

techniques to kick-start the collaborative-�ltering metric-learning model, although

this did not contribute to enhanced performance. Finally, we propose to leverage

the temporal characteristics in two dimensions: temporal proximity and temporal

recency.

• (b) Outperform other state-of-the-art metric-learning models for session-based

recommendation. We outperform other[7] state-of-the-art metric-learning models

for session-based recommendation. We are also able to outperform other quite
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robust session k nearest neighbors techniques like SKNN[8] and VSKNN[9] when

taking advantage of the temporal features.

• (c) Critical Analysis. In this dissertation, we o � er a critical analysis of the many

dimensions of session-based recommendation in general. We analyze and bring

awareness to certain topics we feel to be particularly important, like the computa-

tional complexity of the models as a relevant factor to consider besides the metric

evaluation results, the in-depth analysis on the impact of dataset characteristics in

the results, and a thorough discussion of the evaluation protocol for the recommen-

dation domain. We also discuss several inconsistencies and mistakes commonly

performed in this �eld related to the experimental protocol that creates signi�cant

confusion in the interpretation and comparison of similar research, a phenomenon

called phantom progress[10, 11].

1.5 Document Structure

This document is organized as follow:

• In chapter 2 we present the study of the di � erent concepts, techniques, and the

selection of works sustaining the proposed work,

• In chapter 3 we formalize our problem and explain our contributions.

• In chapter 4 we conduct experiments to validate our contributions supplemented

by a critical analysis of these same experiments results.

• In chapter 5 we present our conclusions and discuss future work directions.
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2

Background and Related Work

An introduction and some background around other works in the �eld are needed to

support this work. We �rst introduce the notion of neural networks in section 2.1.1, a

state-of-the-art technique for machine learning and the method used for metric learning.

Related to the same �eld, we also present attention mechanisms 2.1.1.1, a state-of-the-

art technique for neural networks, as a possible direction to explore in our work as this

technique has proven very useful in several learning contexts.

In order to build the representational space for recommendation, we use embeddings

(sec. 2.1.3) to represent both the sessions and the products in a shared space.

In section 2.2, we will approach recommendation systems, �rst discussing some ap-

proaches for recommendation using collaborative-�ltering (sec. 2.2.2), including tech-

niques that use metric-learning.

Later in section 2.2.1, we will discuss the concept of sessionin recommendation sys-

tems, including the one we are focused on, the session-based recommendation domain,

where sessions are anonymous.

Given our introduction of Recommendation Systems (RS), we then proceed to discuss

conversational systems (sec. 2.3) in the context of RS. Even though we only focused this

dissertation work on the RS, it is important to understand these systems that served as

the initial motivation of this work and are an ever more desired variant of RS.

Finally, we go deep on our most important topic, metric learning (sec. 2.4), discussing:

what it is; how it works; the di � erent types of it through di � erent loss functions; some

possible improvements of it, mainly the use of adaptive margins (sec. 2.4.1) in the loss

functions formulation; and how the use of di � erent sampling techniques (sec. 2.4.2) can

a� ect metric learning performance. We end with a discussion with several available and

most used datasets 2.5 in this �eld of session-based recommendation systems, which is

vital for our future work.
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2.1 Background

2.1.1 Neural Networks

Neural networks are one of the most popular machine learning models in recent years.

The original idea behind this conception was the attempt to simulate the human brain,

�rst through the invention of the perceptron [12], followed by the imitation of a mesh of

neurons, the multi-layer perceptron. The reason for its popularity is due to its ability to

capture more complex relationships, and patterns previous classical and simpler models

of Machine Learning (ML) could not handle well. Usually, they are advantageous for

contexts involving a vast amount of data in unstructured form.

The complexity of Neural Networks also presents some tendency for over�tting, with

the inability to generalize well when dealing with unseen data, as it learned patterns

only representative of the data it was trained on. Some regularization methods were

proposed to battle this over�tting tendency of these models, such as Dropout [13], L2

Regularization [14] and Batch Normalization [15]. These regularization techniques en-

abled the model to maintain its powerful ability to learn complex relationships in data

while making it capable of generalizing well for unseen data.

Later on, some variants of it were proposed, like the Convolutional Neural Network

(CNN) commonly used when dealing with images and Recurrent Neural Network (RNN)

based architectures more adequate for problems with a sequential nature. In this work,

Neural Networks, more precisely a CNN-based network with metric-learning is used to

build a representational space where recommendation takes place.

2.1.1.1 Attention Mechanism

Bahdanau, Cho, and Bengio [16] contributed to one of the most important milestones for

neural networks with the invention of the attention mechanism for neural networks. It

was originally aimed at aiding neural networks in machine translation, where generating

the next word during translation requires looking at the other words that compose the

context, where some are more important than others in determining such context. To

solve this, [16] proposed to mimic human attention in a neural network. Formally in a

neural network setting, the attention mechanism maps a query and a set of key-value pairs

to a vectorized output of weights, where the elements that the model should "focus"more

have higher weights.

Attention was a revolutionary technique for neural network algorithms, making the

models train faster and better results. The attention mechanism enables the model to

focus on what is more relevant for the learning process.

RNN-based models are very limited in terms of parallelization due to their sequential

nature, and learning from distant positions in a sequence has always been a problem

for recurrent models. This was further improved with the insurgence of LSTMs[17], but

the problem was never actually entirely solved. Vaswani et al. [18] proposed a simpler
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novel transduction model intended to replace dominant sequence transduction models,

convolutional or recurrent neural networks with an encoder and decoder model. The

proposed novel transduction model, the Transformer, is an attention-based architecture,

where attention mechanisms become the basis of the whole architecture, more precisely,

self-attention. The Transformer only requires only a single sequence pass across the

model's components, instead of RNN-based models where the hidden state is rewritten

at every step. The main advantage of this model is the self-attention mechanism, as it

allows for the computations to be parallelized, and it is able to deal with long-range

dependencies better than other RNN-based models. The authors concluded that this

novel architecture based solely on attention, with multi-headed self-attention, can be

trained signi�cantly faster than other recurrent or convolutional methods, and they also

achieved a new state-of-the-art. Later, other works based on the Transformer quickly

became state-of-the-art like BERT [19] for NLP.

Attention techniques are adequate for our problem, as some events are more relevant

than others in each recommendation step.

2.1.2 Multimodality

Modality refers to how something happens or is experienced, and a multimodal system

contains and operates multiple modalities. Commonly it is compared to how we envi-

sion the world through taste, smell, vision, or touch. This multimodality feature allows

conversational systems to become more complete and intuitive. In general, this approach

obtains superior results compared to a single modality. Our aim in multimodal machine

learning is to build models that can process and relate information from multiple modal-

ities. We can easily �nd real-life examples that explain why multimodality is helpful. For

example, when we listen to someone speak, we make use of the sounds they make when

talking and from visual signals by observing the movement of the lips.

Baltrušaitis, Ahuja, and Morency [20] addresses this and divides this �eld into �ve

challenges: representation, translation, alignment, fusion, and co-learning. Fusion has

the challenge of joining information from di � erent modalities to compute predictions

and representation, which is aimed at learning how to represent multimodal data. We

take advantage of the complementarity and redundancy of multiple modalities. A good

representation is crucial for the performance of machine learning models. The similarity

in the representation space should be according to the similarity between these concepts.

It should deal well in obtaining this representation even in the absence of some modal-

ities, provide the possibility to �ll in missing modalities given the observed ones, and

�nally respect some properties like smoothness, temporal and spatial coherence spar-

sity, natural clustering. The authors proposed that multimodal representation consists

of two forms, joint or coordinated, illustrated in �gure 2.1. With joint representation,

the unimodal signals are combined into the same representational space, where coor-

dinated representation processes the signals separately but enforces certain similarity
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(a) Joint Representation (b) Coordinated Representations

Figure 2.1: Structure of joint and coordinated multimodal representations from [20]

constraints, leading to a coordinated space. In other words, with joint representation, the

same function processes all unimodal signals into the same representational space, while

with coordinated representation, di � erent functions process each unimodal signal into a

coordinated space through cosine distance or maximizing correlation techniques. Joint

representation is used mainly in scenarios where multimodal data is available during

training and inference stages. The most straightforward method for this is just a concate-

nation of individual modality features, while others more complex rely on the popular

neural networks.

2.1.3 Embeddings

An embedding is a mapping of an entity to a vector representation. Embeddings allow

Figure 2.2: Word2Vec - Word Embeddings for NLP. [21]

us to represent discrete variables in a d-dimensional space (�g. 2.2). Their vector values,

i.e., position on that space, are learned to take advantage of their relative representation

in that space between each other. Usually, this happens in scenarios where we are mainly

worried about the relative relationships between these entities (�gs. 2.2 and 2.3).
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Figure 2.3: We can easily see what each dimension might mean in these embeddings and
the reason why these are useful in relative comparison scenarios [22].

Embeddings are the ideal representation for our case since we are interested in rec-

ommending the closest items through the relative distance between the current session

and the universe of the products, and it can be accomplished through the projection of

such embeddings.

Some good examples are the need to �nd similar movies or word embeddings for

Natural Language Processing which try to represent the language semantics in that d-

dimensional space like the popular Word2Vec[23]. A straightforward way to learn such

embeddings is through Neural Networks.

Embeddings can have higher or lower dimensions. Higher-dimensional embeddings

can capture more complex relationships but come at a high computational cost and the

danger of leading to the curse of dimensionality machine learning problem or over�tting.

With high-dimensional embeddings, when we try to compute the relationships between

entities through a distance formula, usually euclidean distance, the distance between the

points risks being almost equidistant; thus, machine learning models will have a hard

time having any progress. On the other side, shallow dimensional embeddings might not

be enough to represent more complex relationships in data. The choice of the embedding

dimension to use is a crucial factor to consider, and it depends on several variables, like

the domain where it will be applied or the data. Such embedding dimension parameter

is usually set through grid search hyperparameter optimization or the more complex

bayesian hyperparameter optimization.

2.2 Recommender Systems

In this section, we will approach the domain of Recommendation Systems (RS). Generally,

an industrial Recommendation Systems has two steps: the candidate generation step and

the candidate ranking [24] step.

The candidate generation phase requires lighter, more e� cient, and simple algorithms
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to generate candidates from the whole set. Conversely, the candidate ranking receives

this smaller set of items from the candidate generation phase and applies more complex

algorithms to rank it. This procedure provides a good balance between the computational

burden and the quality of the recommendation.

Feng et al. [24] aimed at the candidate ranking task for Click-Trough-Rate (CTR)

prediction. They veri�ed that user behavior intra-session is highly homogeneous while

heterogeneous in inter-session user behavior and proposed a session-based model for CTR

prediction, Deep Session Interest Network (DSIN), which they claim capable of modelling

the user's multiple session for this task. This model �rst divides users' sequential behav-

iors into sessions and then uses a self-attention network with bias encoding to model each

session, which allows for a more accurate interest representation. This is followed by

Bi-LSTM, in an attempt to address the sequential relation of contextual session interests.

Wu et al. [25] took advantage of the Transformer model and applied it in sequential

recommendation taking in account the user preferences. To obtain better results than

other state-of-the-art models, like SASRec[26] and Gru4Rec[27], they needed to add the

Stochastic Shared Embeddings (SSE) [28] which stochastically replaces an embedding

with another embedding with some probability during SGD, which ends up regularizing

the embedding layers.

Hsiao and Grauman [29] addressed the issue of recommending a sub-optimal wardrobe

to a user given a set of garments and accessories as a subset selection problem. To generate

this they attempt an e � cient optimization for a complex combinatorial mix-and-match

out�t selection. This approach is able to achieve a reasonable result in a matter of seconds,

providing the minimal set of items that provide the maximal result, i.e. help the customer

get more for less. With maximal result they deconstruct it as three important factors, the

compatibility between the items, the versatility (di � erent styles) and also weight each

style according to the user's style. The visual compatibility can be done in an unsuper-

vised approach through a generative model trained on images of people wearing out�ts

"in the wild". The results obtained concluded that the system was able to mimic fashion-

istas, has potential for recommender systems, specially for cold-start recommendation.

Dong et al. [30] also addressed the capsule wardrobe problem, focusing on personal-

ization involving user preferences, body shapes and consumption habits. Their model

has two main components, the user modelling component and the garment modelling

component. The former handles user-garment compatibility, addressing personalization

and the latter learns the garment-garment compatibility. As explained in 1, our work will

contribute as the recommendation backbone for a conversational recommendation, for

the fashion domain.

Lati�, Mauro, and Jannach [2] dissected the �eld of session-aware recommendation.

Their work found that simpler nearest neighbors alternatives consistently outperformed

recent neural network techniques, and session-aware models with access to long-term
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Figure 2.4: The architecture of the model proposed by [30]

data mostly did not surpass session-based models. They attribute this to potential method-

ological issues. Initially, the research community focused on rating prediction for rec-

ommender systems given a user-item rating matrix. They disregarded any temporal

characteristics, either the order or time of such ratings. This trend has shifted, and re-

search is now more focused on sequence-aware recommender systems. Here, instead

of using rating prediction, we only use implicit user feedback (e.g., liking, viewing, or

purchasing an item), i.e., time-ordered logs of recorded user interactions.

In their work[2], they researched these sequence-aware recommender systems that

can be split into three main categories of recommender systems with the same predic-

tion goal of the following user action: (i) sequential recommender systems that rely on

user-item rating matrix as input; (ii) session-based recommender systems that have time-

ordered logs of user interactions as input grouped in sessions where users are anonymous;

(iii) session-aware recommender systems, where each session comes from a user's history

actions (not anonymous). This work also revealed the potential of using reminding tech-

niques, favoring the prediction of items that already happened in the session before,

which led to promising results. The evaluation protocol also proposes executing a sort of

data augmentation for the test set. For each sample session, they iteratively reveal each

item as added input and proceed with a new evaluation step like in a real scenario. They

also evaluate several recommender systems in two ways: (i) considering only the next item

as ground-truth; (ii) considering all following items as relevant items, a more realistic

scenario. Their work also criticizes other works in this �eld because they could not repro-

duce such claims and attribute this issue of phantom progress[10, 11] to methodological

issues. They even noticed this for works published in highly-reputed conferences.

2.2.1 Session in Recommender Systems

This section explores how the session determines the type of recommendation system. As

previously shown, such systems can be either session-based or session-aware.
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Session-based Recommender Systems In a session-based setting, users are anonymous,

and the goal is to predict the next user action given only the current session. The input

is time-ordered logs of the recorded user interactions grouped in sessions. Thorough re-

search in this �eld was ignited recently due to the release of open-source datasets like the

RecSys 2015 Challenge dataset (RSC15) and Retail Rocket dataset (RR). GRU4REC [27]

is a good example of this. This dissertation primarily addresses this variant of systems.

Session-aware Recommender Systems In a session-aware context, the users are not

anonymous, as we know the previous user sessions when predicting their following ac-

tion. This can be referred to as a personalized session-based recommender system, and

there has been a lot of proposed models for this context, primarily based on the RNN

architecture.

Lati�, Mauro, and Jannach [2] studied state-of-the-art models of sequential, session-

based, and session-aware models and concluded that current state-of-the-art session-

aware recommender systems provide the worst results. They are ine� ective at using

the long-term preference information in data, and actually, methods based on nearest-

neighbors for session-based recommendation provided the best results, even when com-

pared against deep learning methods. Although authors of several papers that proposed

di � erent session-aware recommender systems claimed progress, this is likely due to

methodology errors resulting in phantom progress[10, 11], a common issue in the re-

search community of this �eld. To tackle this, the authors of [2] also proposed an open-

source framework for the evaluation of these session-aware recommender systems.

2.2.2 Collaborative Filtering

Collaborative �ltering is a technique that aims to provide personalized recommendations

based on �ltered information of user data and their interactions with items. To illustrate,

if we assume a scenario where users that usually buy items A and B also buy item C, a

collaborative �ltering model �lters and �nds these patterns, which would, in this case,

help recommend item C to those that bought items A and B. This is used, for example,

on Net�ix, which even has an open contest on this matter called Net�ix Prize 1.

One of the main tools for collaborative-�ltering are Matrix Factorization (MF) tech-

niques, which are not to be mistaken with metric-learning since the dot product involved

in matrix factorization does not satisfy the triangle inequality. When this constraint is not

respected, the distance does not represent dissimilarity as it should [31]. Matrix factor-

ization can predict the ratings but cannot rigorously determine the relationship between

user-user and item-item.

Instead of using matrix factorization, Hsieh et al. [32] addressed a collaborative-

�ltering setting but now applying metric learning. Using similarity propagation, they

1https://www.netflixprize.com

13



CHAPTER 2. BACKGROUND AND RELATED WORK

Figure 2.5: Collaborative Metric Filtering is able to better represent the space with the
user-user and item-item relationships that MF does not consider.

Figure 2.6: Impostors are pulled away from the perimeter.

learned a joint metric space, encoding users' preferences and user-user and item-item sim-

ilarity, propagating the known similarity information to the unknown relationship pairs.

Besides the advantage of metric learning respecting the triangle inequality while matrix

factorization does not, the authors proved that taking advantage of the item features, i.e.,

content-based learning, also led to better results.

2.3 Conversational Recommender Systems (CRS)

Conversational systems usually involve two stakeholders, the agent and the user, which

interact through dialogues in a conversational setting. These systems are a form of Rec-

ommendation Systems (RS), where the agent tries to understand the user's preferences

and, through a conversation, in natural language, recommend products to the user. The

user is also expected to state his preferences in this conversation which could either be

voluntary or when explicitly asked by the agent. A session could be interpreted as the

14



2.3. CONVERSATIONAL RECOMMENDER SYSTEMS (CRS)

utterances of the conversation.

Figure 2.7: Example of a Conversational System for Recommendation from [5]

The following models were proposed to tackle the task of recommendation in a con-

versational setting in the fashion domain:

2.3.1 End-to-End CRS

Figure 2.8: MHRED model for text prediction task from [4]

MHRED Saha, Khapra, and Sankaranarayanan [4] in order to build the MMD dataset,

used a novel Multimodal Hierarchical Encoder Decoder (HRED) with an encode-attend-

decode paradigm (�g. 2.8). This model is a multimodal neural network able to incorpo-

rate, at the same time, as input, both text and image content. The use of both modalities,
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text and image, besides more closely mimicking real-life conversational systems and pro-

viding a better user experience, also led to better results in the isolated image or text tasks.

They tried using attention in the model, but unexpectedly it led to worse results.

KMD Liao et al. [5] proposed the Knowledge-aware Multimodal Dialogue model,

which represents the products in a continuous space (embeddings). It employs attention

on the knowledge base maintained on memory networks and is based on the HRED model

architecture. They used a taxonomy-based visual semantic model to explicitly represent

fashion concepts using an EI Tree structure. This model also uses Reinforcement Learning

and provides better BLEU scores than previous baseline models.

UMD The Hierarchical User Attention-guided Multimodal Dialog System [6] uses a

Bi-directional LSTM with attention applied to the text in order to select the product's at-

tributes the user is specifying. The authors propose a novel hierarchical encoder to learn

the taxonomy-guided attribute-level representation of product images using a CNN, fo-

cusing on the user requirements, more speci�cally, the product's attributes requirements.

ReDial Originally targeted at the movie recommendation domain from the paper that

released the ReDial dataset [33], the authors also built a modular model which is based

on the HRED architecture. Their model uses a switching decoder to output the next token

as a word or a movie and, after each dialogue act, detect if a movie entity has the seeker's

sentiment regarding that entity, allowing for sentiment analysis.

Although we assume, as given, the input session representation, we could take ad-

vantage of this model and take the context hidden state from the inner RNN layer on

�gure 2.8, which would represent our session, project this on our learned d-dimensional

space and obtain the closest items as our next recommendation prediction. This could en-

able our work to perform in a fully conversational system. Nevertheless, more powerful

systems based on self-attention, as we have discussed in section 2.1.1.1 might be a better

solution.

2.3.2 Eliciting User Preferences

A coached conversational setting allows the users to give more rich feedback and prefer-

ence elicitation for conversational systems in a natural yet structured form.

Radlinski et al. [34] addressed this issue and collected a dataset with over 12,000

annotated utterances between a user and an assistant discussing movie preferences in nat-

ural language using a Wizard-of-Oz[3] methodology, focusing on preference elicitation

instead of task completion, to collect natural yet structured conversational preferences.

They proposed a new robust approach for eliciting preferences but in a natural form,

which avoids mirroring uncertain assumptions of how users describe their preferences

realistically, and they also studied how people naturally express preferences in a conver-

sational setting.
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Kovashka, Parikh, and Grauman [35] also studied the use of feedback by the user

proposing a coached version, Active Whittlesearch, that tries to guess which question the

system should ask the user in terms of a speci�c attribute of an item. To accomplish this,

they use a probabilistic and information gain model that tries to guess the user's answer

and obtain the attribute and item that would reduce the system's uncertainty/entropy

the most. In other words, they try to predict the following question to ask that would

get the system closer at guessing the user's target item. This kind of feedback-seeking

mechanism is called relative attribute feedback.

Habib, Zhang, and Balog [36] also addressed this �eld, but they also tried to account

for the possibility of changing user preferences by using dialogue intents.

Binary Relevance Feedback In this type of feedback, the user states if the presented

recommendation is relevant or irrelevant. This approach is severely limited since it does

not help the system learn exactly what is relevant in the stated product. Eventually, the

model will learn, but it requires more samples and iterations. This presents an advantage

in some speci�c cases, like at the end when the reference images being presented are very

close to each other, and it may be more appropriate and e� cient to use binary feedback

or if the system is far from reaching the target image.

Relative Attribute Feedback In this setting, the user gives more �ne-grained feedback,

giving relative feedback of the attributes from the recommended items. For example, this

can lead to the user requesting a shinier product than one of the images presented but

darker than another. This technique contributes more to model learning since we specify

what we want in terms of the product's attributes. Usually, relative feedback presents

better results than binary feedback, except for cases where we are very close or very far

from the target item.

Hybrid Feedback This approach combines the other two feedback techniques and is

usually the best approach[35].

2.4 Metric Learning for Session-based Recommender systems

A common technique resides in the use of metric learning to build the embedding space.

Metric learning attempts to map data, which in our case will be items and sessions, to a

common embedding space, in which similar elements are close together, and dissimilar

elements are far apart. Several loss functions allow models to accomplish this. The �rst

released and currently the most known ones are the contrastive loss[37], and an extension

of it, the triplet-loss[38] function.

The contrastive loss is the classical pair-based method and the �rst metric learning

loss function proposed in 2006 by [37]. This loss function tries to make the distance

between negative pairs larger than a prede�ned threshold while also making the distance
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between the positive pairs smaller than another prede�ned threshold, hence being pair-

based. These threshold values lead to lower variance, resulting in less expressiveness on

the �nal embedding space.

The triplet-loss function, also released in the same year [38], tries to �x this issue.

It uses 3 elements, an anchor element and a positive and a negative element, w.r.t. the

anchor. The goal of triplet-loss is to minimize the distance between the anchor and the

positive samples while maximizing the distance between the anchor and the negative

samples. It is based on the hinge-loss and usually requires a �xed margin in its formu-

lation. The triplet-loss function intends to make the distance between the anchor and

the positive sample lower than the distance between the anchor and the negative sample

by a prede�ned margin. This is an improvement of the contrastive loss[37] function,

which assumes a prede�ned threshold to separate similar and dissimilar samples pair-

wise. Triplet-loss, instead, has the �exibility to distort the space, tolerating outliers and

adapting to di � erent levels of intra-class variance for di � erent classes.

Contrastive loss[37] also enforces all positive samples to be as close together as possi-

ble, where instead triplet-loss is more relaxed, only requiring positives to be closer than

negative samples. This more relaxed approach su� ces on domains where we are only

worried about relative relationships.

Following these two metric learning embedding losses, other ones have been proposed,

always claiming to surpass the previously proposed state-of-the-art loss functions, but as

veri�ed by [39] recently, this is not the case. This is due to unfair comparisons, wrong

accuracy metrics, training with test set feedback, or even more concerning, adjusting the

hyperparameters to the test set results, skipping the use of validation sets, breaching one

of the most basic machine-learning principles. The authors found that these released

papers provide a slight improvement relative to the original contrastive and triplet loss

functions, and to aid in future work, they also provided some guidelines and a framework

to evaluate future research work in this �eld correctly.

Twardowski, Zawistowski, and Zaborowski [7] also addressed metric learning, in their

case for session-based recommender systems, a type of system that is usually tied to time

and sequence models, with a sequential nature similar to Natural Language Processing

(NLP), where the predictions are based solely on the user's actions. They consider a

session as a sequence of events/interactions with items, which leads to sessions being

comprised of sequences of item identi�ers in their collaborative setting. Their proposed

method learns a distance function to accurately represent the dissimilarity between the

sequence of users' events and the next interacted item, which allows a common space

where sessions and items are represented. During inference, a session is projected on this

learned space, and the top-k closest items in that same space will comprise the following

ranked recommendation of the system.

Their proposed model comprised two separate encoders, the session encoder, and

the item encoder, both projecting to the same common space. Speci�cally for the ses-

sion encoder, they tried di � erent types of neural networks RNN and CNN based, but the
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results did not conclude a clear winner across the di � erent datasets they used. For metric-

learning, they used the robust triplet-loss[38] function and the more recent Smoothed

Deep Metric Learning (SDML) Loss[40] function better suited for more noisy scenarios.

For the triplet-loss function, they tried two di � erent variants, one where temporal prox-

imity was embedded in the loss-function, which they referred to as weighted triplet-loss,

and another variant applied a swapping technique for the anchor. During training, the

swapping technique replaces the anchor with a positive sample, accounting for the dis-

tances between the positives and negatives, similar to the contrastive-loss[37].

When sampling, their approach[7] was to split the session randomly, with the �rst

part being used as input and the following actions with items used as positive samples.

Conversely, negative items are randomly sampled from the dataset.

Their[7] ablation study concluded that the weighted triplet-loss led to superior results,

which was not the case for the swapping technique. Besides this �nding, they also found

that using a single shared item embedding layer used by both session and item encoders

was superior to having a separate item embedding layer for each encoder.

They[7] observed that their method gives a broader spectrum of recommended items

than other simpler frequency-based or nearest neighbors baselines and concluded that

metric learning portrays as an essential ingredient for session-recommender systems.

2.4.1 Adaptive Margins

The original loss functions for metric learning required the choice of a prede�ned margin

value before training, further limiting the learning process. As shown by [41], previous

approaches based on the hinge loss could not adapt while training as the subspace struc-

ture changed, and some works also enforce the need for a minimum �xed margin between

di � erent categories in the cross-modal subspace, which is not the ideal representation

since similarities between di � erent categories are di� erent pairwise.

This issue was recently addressed by [41] which formulates a triplet-loss with an

adaptive maximum margin superseding the original formulation in expressiveness and

results.

"The rationale is to solve the heterogeneity problem by learning a common

space in which semantically equivalent instances will be structured close to-

gether."(Semedo and Magalhaes [41])

The authors[41] proposed a novel adaptive neural structuring subspace learning

model (SAM) when addressing the task of cross-modal retrieval. Instead of relying on a

�xed margin that separates categories on the subspace, their approach uses a scheduled

adaptive margin function, smoothly activated. The model adaptively infers this margin,

re�ecting triplet-speci�c semantic correlations, considering the incremental learning be-

havior of the neural network, and enforcing category cluster formation. This organizes

instances by adaptively enforcing inter-category and inter-modality and allows for better
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Figure 2.9: Comparison between the static margin versus the adaptive margin and the
implications on the resulting learned subspace by [41]

Figure 2.10: The incorporation of time and its impact on the dissimilarity computation
between entities by [42].

quality embeddings (�g. 2.9) since it considers the embeddings' semantic similarities on

both modalities correlations and does not neglect embeddings semantic similarities as

with the �xed margin approach. The result, as intended, was a new method to e � ectively

obtain a semantic subspace organization with better results than other state-of-the-art

methods. We can consider this an improved triplet-loss formulation.

Later released by the same authors, [42] proposed a further improvement on top of

the authors' previous work[41] that used an adaptive margin function with the addition

of temporal traits into the cross-modal embedding space. The rationale stands behind

the idea that information changes over time and the vital role that temporal traits have in

�nding how di � erent modalities are correlated. To capture these temporal correlations,

neural networks were used for cross-modal embedding learning to learn complex tempo-

ral correlations in data. The adaptive margin is used to quantify the temporal correlation

between these instances, therefore not only is data organised by cross-modality correla-

tions and categories but also from temporal correlations. To achieve this, the authors[42]
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consider the existence of two dimensions, the semantic and temporal dimensions as illus-

trated in �gure 2.10, resulting in two loss functions that are combined, in a di � erentiable

loss function, and jointly optimized. After giving input in a modality, we get the top-k

nearest-neighbors in the opposite modality to obtain the result. Two approaches were

presented, both outpacing other state-of-the-art methods, where the choice between one

or another depends if the modalities have only one or more modes. As in the paper:

The ability to incorporate temporal traits into this cross-modal embedding

space might indicate that, in our case, the product's attributes could be mod-

elled in a similar manner. (Semedo and Magalhães [42])

2.4.2 Sampling

Sampling is an essential factor to consider when using metric-learning techniques.

Wu et al. [43] speci�cally addressed this topic of sampling for deep metric learning,

claiming that the choice of the sampling technique is as important as the choice of the

loss function. They proposed a new sampling technique, Distance Weighted Sampling

(�g. 2.11), which corrects bias while controlling variance simultaneously. After doing

Figure 2.11: x-axis represents the distance between samples and y-axis represents the
computed gradient. We can notice how the Distance Weighted Sampling technique does
indeed maintain a stable gradient variance while at the same time selecting samples
without being distance biased like the other methods, image by [43].

some benchmarks, the authors claimed to obtain similar results when applying the same

sampling technique to either contrastive loss or triplet-loss. Therefore, contrary to what

was believed, triplet-loss is not just better than contrastive loss because of the loss function

itself but also because of the sampling methods associated with it. This work proves that

improvement can also arise due to the choice of the sampling technique. Thus other

works in the �eld should consider this choice to be as important as the choice of the loss

function.

Twardowski, Zawistowski, and Zaborowski [7] also experimented with di � erent sam-

pling techniques and concluded that their positive-negative sampler led to better results,

which is the same sampling technique used in this dissertation.
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2.5 Datasets for Session-based Recommendation

ReDial REcommendation through DIALog [33] is the only real-world dataset, two party-

conversational corpus in natural language available with over 10,000 conversations ap-

plied to movie recommendations. The elements involved are the recommendation seeker

(agent) and the recommender (user) collected through Amazon Mechanical Turk (AMT)

with a custom developed interface. To collect it, the movie seeker needs to explain what

kind of movies he likes and ask for movie suggestions. The recommender must attempt

to understand the seeker's movie tastes and recommend movies. Movies are explicitly

tagged for later matching with DBpedia on semantic web in order to avoid errors if these

where matched on a natural language form. The data is validated with feedback from

both the agent and the user, at each movie, if the movie was mentioned by the seeker

or suggested by the agent, if the user has seen the movie and �nally if the user liked

it. The authors claim the size of the dataset is likely not enough for end-to-end neural

model training, which was addressed by them, with a modular version with fully neural

architecture. Even though it does not have movie attributes, they are tagged and could

be extracted using DBPedia on our end.

RR (Retail Rocket) is a dataset from an e-commerce company that contains user in-

teractions of types "view", "addtocart"and "transaction". It has also information about

the items' attributes in a timestamped form (e.g price as an attribute can �uctuate fre-

quently) and their categories represented in a hierarchical form. This dataset is from the

Retail Rocket company that has its business model focused in assisting retail operators in

personalized real-time recommendations. This dataset was released in order to motivate

researches in the �eld of recommender systems with implicit feedback. For con�dential

reasons most of the data is hashed.

XING is a dataset extracted from a job-posting social network that comes by that name

released for the ACM RecSys Challenge 2016. It is a sort of LinkedIn social network,

users use it to �nd jobs and recruiters to �nd workers. The goal of this dataset is the

development of recommendation systems that would recommend relevant job posting to

the user. Data is obfuscated for privacy reasons. It provides the attributes of both user

and job posting items. The interactions can be of types, click, bookmark, reply and delete.

RSC15 (ACM RecSys Challenge 2015) is a dataset made available for the ACM RecSys

Challenge 2015. The values were changed before open-release to account for privacy. It

contains user interactions on items that can be clicks or purchases. It has the sessions

already identi�ed, contrary to the RR dataset where we only have the users' interac-

tions and their timestamps, requiring extra work to estimate the sessions based on the

timestamp gaps. Unfortunately the only item attributes on this dataset are the category
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Table 2.1: Datasets descriptions

Name Text Image Item Attributes Domain

ReDial 3 7 7 (But can be mined) Movies
RR 3 7 3 E-Commerce
Xing 3 7 3 Job-listing social network
RSC15 3 7 (Only category & price) E-Commerce

and price, not ideal for our end goal of content-based learning (taking in account item

attributes).

2.6 Critical Summary

• The use of metric learning for session-based recommendation presents a big po-

tential and quite an uncharted �eld in research. Twardowski, Zawistowski, and

Zaborowski [7] approached this and obtained good results when applying metric

learning for the session-based recommendation admitting that there is still a lot

to explore, they only slightly touched this subject. Metric learning is ideal in sit-

uations where we are mainly interested in predicting something in which relative

comparisons are enough. This is the case for recommendation, we can address

recommendation by projecting the inputs on a space and through metric learning

guarantee the correct construction of that space, where the relationships between

these projections translate to the dissimilarities between them. Having this space, it

then becomes quite intuitive and natural to perform recommendation by taking ad-

vantage of their relationships/distances, but this is still underrated in the research

�eld for recommendation.

• Techniques used within Metric Learning that allow for better expressiveness of

the projected space generally lead to better results. One of the most promising

techniques are the use of adaptive margins that will lead to a more expressive

model, thus generally a more robust model better able to represent other more

complex features like time [41, 42]. Unfortunately a lot of the research that uses

metric learning still do not make use of these adaptive margins. We can almost say,

analogously, that adaptive margins is to metric learning what attention is for neural

networks. Although there are works, like the very recent work by [31] that do take

advantage of metric learning with adaptive margins for recommendation, they are

still a minority in this research �eld.

• The �erce competition in the whole machine learning spectrum has been one of the

reasons leading to breakthroughs in several branches of this �eld. However, this has

also augmented pressure in researchers to excessively outgrow other state-of-the-art

works, as the inability to do so might equal less citations and their work not being so

23



CHAPTER 2. BACKGROUND AND RELATED WORK

much of interest to the public research community. This creates a temptation to bias

the results in order to conclude meaningful improvements that are actually only

the result of incorrect methodology [39]. A common and one of the most serious

examples of this, is the use of only train and test stages, skipping validation. This

is wrong because since we chose a certain model as it gave the best results on the

hyperparameter search, any results also evaluated on this model's test set after this

prior selection is biased. This breaches one of the most basic commandments of

Machine Learning and only leads to obstacles for other researchers. In our work we

will not adhere to these bad practices.
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3

Joint Session-I tem metr ic- learning

This chapter starts by formalizing our problem and introducing the notation used in the

remainder of this dissertation. Then, we formulate and discuss the distinct fundamental

approaches for session-item subspace learning, where we propose the following contri-

butions: (a) a joint-session item encoder, (b) the combination of collaborative-�ltering

with content-based learning in a hybrid learning approach, and �nally, we propose (c) to

add temporal re-ranking on top of the metric learning models, based on the concept of

recency, where the most recent events have higher importance for the next prediction.

3.1 Problem Formalization

In a dataset with Ns sessionsS, each sessionsi 2 S corresponds to a sequence ofNsi
events

ei
t performed by an anonymous useras shown in the following equation 3.1:

S= fsi g
Ns
i =1 where si =

h
ei
t

iNsi

t=1
(3.1)

A session is composed of events that happen at di� erent session steps, never coincid-

ing because two events cannot happen simultaneously. Each session step is only related to

a single event and vice-versa (e.g., the �rst event of a session de�nes the �rst session step;

conversely, the �rst session step also de�nes its �rst event). Given this, we can formulate

this intra-session order as the session time stept that starts counting from the beginning

of the session.

Each event is a logged interaction from a user towards a particular item it j . The type

of interaction can describe the interaction itself, while we can also use item metadata to

identify its intrinsic properties. An item it j 2 I can appear in multiple sessions and is

uniquely identi�ed in the dataset.

The formalization of events and items is dependent on the learning strategy cho-

sen: collaborative-�ltering only strategy or a strategy that combines both collaborative-

�ltering and content-based learning. We will discuss this in more detail along with the

chapter.
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