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Abstract: Legislative impact assessment (LIA) can be defined as the process performed by
governments and legislative bodies to evaluate the potential effects of proposed policies or
directives before they are implemented. This assessment typically covers various aspects
(including economic, social, and environmental impacts) and is designed to ensure that
policy proposals are well-founded, transparent, and that potential impacts are thoroughly
examined before decisions are made. This process is nowadays performed by human
experts and requires a significant amount of time. It is also characterized by some sub-
jectivity that makes it difficult for citizens and companies to perceive the process as a
transparent one. Moreover, public administration services responsible for LIA recognize
significant difficulties in performing a timely and effective impact assessment exercise due
to the lack of human and financial resources. To answer this call, this paper presents an
artificial intelligence-based system to automatizing part of the impact assessment process,
with the specific objective of detecting administrative burdens from transposed EU leg-
islation. The system is built on a fine-tuned, transformer-based architecture leveraging
transfer learning, making it an innovative tool for automating legislative impact assessment.
Comprehensive testing on transposed European legislation demonstrated that the system
significantly enhances efficiency and accuracy in what has traditionally been a complex
and time-consuming task.

Keywords: legislative impact assessment; natural language processing; transformers; deep
learning

1. Introduction

Legislative impact assessment (LIA) [1] is a critical tool used in the policymaking pro-
cess to evaluate the potential effects of proposed legislation before its entry into force. This
assessment aims to ensure that new laws are effective, efficient, and equitable by estimating
their economic, social, and environmental impacts. By providing a formal approach to
understand the consequences of legislative actions, LIA helps policymakers make informed
decisions that align with public interests and policy objectives. The relevance of LIA has
grown significantly in recent decades as governments and international bodies increasingly
recognize the importance of evidence-based policymaking [2]. In the European Union (EU),
legislative impact assessments are a fundamental part of the legislative process, ensuring
that laws contribute to sustainable development, enhance public welfare, and avoid un-
intended adverse outcomes. Moreover, by evaluating proposed legislation, LIA supports
transparency, accountability, and the rational use of public resources [2]. The regulatory
framework for LIA within the EU is well-established and robust. The European Commis-
sion’s Better Regulation Agenda [3] outlines the procedures and standards for conducting
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impact assessments. Key components of this framework include the Better Regulation
Guidelines and the Better Regulation Toolbox [4], which provide detailed instructions
and methodological tools for conducting high-quality assessments. Despite the structured
approach and comprehensive guidelines, LIA faces several challenges. One of the main
challenges is balancing the need for timely assessments with the complexity of the legisla-
tive proposals and the depth of analysis required. In particular, LIA is a time-consuming
task that involves a meticulous examination of proposed policies or directives. It involves
the collaboration of experts from diverse fields such as economics, law, and the environ-
ment. The complexity arises from the need to forecast the effects of a proposed measure,
including its economic implications, societal impacts, and environmental repercussions.
The thoroughness required in assessing potential outcomes necessitates a comprehensive
examination of alternative policy options and potential mitigations. In Portugal, UTAIL
(Unidade Técnica de Avaliagdo de Impacto Legislativo) is the government entity responsi-
ble for performing legislative impact assessment. Despite the growing amount of human
and economic resources witnessed in UTAIL, the entity recognized significant difficulties
in performing a timely and effective impact assessment exercise. Thus, while legislative
impact assessment is a fundamental component of modern governance, promoting the
formulation of effective and efficient legislation, there is a need to support this process to
make it faster and more effective.

To answer this call, in this paper, we address the inefficiency and subjectivity of the
LIA process, particularly in identifying administrative burdens within legislative texts.
Currently, the process of identifying administrative burdens relies heavily on manual
examination by legal experts, which is time-consuming, labor-intensive, and prone to
variability based on the subjective interpretations of the reviewers. Administrative burdens,
which refer to the compliance costs incurred by individuals, organizations, or businesses to
adhere to regulatory obligations, are typically embedded in complex legal language. This
makes their detection a highly challenging task, especially when dealing with large volumes
of transposed EU legislation. Given the structured yet complex nature of legal texts, a more
efficient approach is required to reduce the time and effort involved in analyzing legislation
for administrative burdens.

Transformer models [5,6], particularly BERT [7] and its derivatives [8], are well-
established in natural language processing. However, their application to LIA and adminis-
trative burden detection is novel. Unlike standard NLP tasks such as sentiment analysis
or named entity recognition, LIA requires fine-grained contextual understanding of legal
texts, where obligations may be implied rather than explicitly stated.

This research goes beyond merely applying pre-existing NLP methods by (1) fine-
tuning domain-specific models on transposed EU legislative texts, which had not been
previously explored in LIA, (2) developing a noise reduction module to improve data
preprocessing for legal text classification, and (3) introducing a human-in-the-loop frame-
work, allowing legal experts to iteratively refine burden detection outputs. While our work
leverages established NLP architectures, its contribution lies in adapting these models for a
highly specific and underexplored domain [9], ensuring practical applicability to real-world
legislative analysis.

Specifically, the objective of this research is to develop an Al-driven tool that can
automatically scan and highlight administrative burdens in legislative documents, provid-
ing legal experts with a preliminary analysis and allowing them to focus on higher-order
tasks in the LIA process. By automating this process, we aim to offer a tool that facilitates
quicker and more consistent identification of burdens, improving the overall quality of the
regulatory analysis. This study presents a systematic approach to leveraging state-of-the-art
NLP models to address this problem, demonstrating their effectiveness in analyzing leg-
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islative documents and assisting in the refinement of legislative frameworks. The ultimate
goal is to develop a framework that streamlines the LIA process, providing policymak-
ers with objective, data-driven insights that enhance decision-making when drafting or
modifying legislation.

Our research yielded remarkable results, showing that artificial intelligence can revolu-
tionize the legislative impact assessment paradigm. The prototype proved highly effective
in accurately identifying administrative burdens within legislative texts, providing a rapid
impact assessment report. In particular, the proposed system (AI4IA-Artificial Intelligence
for Impact Assessment) produced the following impacts:

*  Contribution to a more efficient and less time-consuming impact assessment exercise,
allowing for faster comparison between legislative proposals or between a proposal
and existing legislation;

¢  Facilitating the analyses of national and transposed EU legislation for the identification
of overlapping obligations for businesses or citizens.

We can thus consider this Al-based prototype as a first step in the development of a
platform that explores the use of data-driven technologies in support of better regulation.

The manuscript is organized as follows. Section 2 introduces the transposition process
of the EU legislation to the internal (of Portugal) legal framework. Section 3 describes the
proposed system and the data used to train the underlying deep learning models. Section 4
lists the experimental settings and and analyzes the experimental results. Finally, Section 5
concludes the paper and suggests future research avenues.

2. Transposition of Legislation: Legal Significance and Process

The legislative impact assessment process must be preceded by a clear description and
understanding of all stages of the legislative process. The transposition of directives, being
a process that comprises the interconnection between the European and national levels, has
specificities that must be considered.

Transposition is a critical process within the European Union’s legal framework,
wherein EU directives are incorporated into the national legal systems of the member
states. Unlike EU regulations, which have direct effect and are automatically applicable
across all member states, EU directives set goals or objectives that each member state must
achieve but allow the national authorities flexibility in determining how to implement
them. This flexibility is essential because member states have different legal traditions,
administrative structures, and regulatory environments. The process of transposition
involves translating these EU directives into national laws that reflect the specific legal and
administrative contexts of each country while ensuring compliance with the objectives set
out by the directive.

The significance of transposition lies in its role as a legal mechanism that ensures the
uniform application of EU law across diverse legal systems. By transposing directives,
member states are bound to meet the minimum standards or goals set by the EU while re-
taining the ability to adapt the measures in a way that suits their domestic legal frameworks.
Failure to transpose directives correctly or within the specified timeframes can result in
infringement procedures initiated by the European Commission, potentially leading to
financial penalties or legal action before the Court of Justice of the European Union.

The transposition process involves several stages. First, the directive is examined by
national legislative bodies to determine how its provisions align with existing national
laws. This examination is crucial to identifying the legal areas where changes, updates, or
new laws are required to meet the directive’s objectives. During this phase, legal experts
analyze whether current national legislation already satisfies the directive’s requirements
or if additional legislation is necessary. Once the need for legislative changes is established,
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the next step is to draft the necessary national laws, ensuring that the provisions of the
EU directive are accurately reflected in domestic law. This drafting process often requires
close collaboration between national lawmakers, legal experts, and relevant government
agencies to ensure that the law’s intent is preserved while fitting within the country’s
existing legal structure.

After the draft law is prepared, it must be approved by the appropriate legislative
body—such as the national parliament. In some cases, public consultations may also be
held to gather input from stakeholders, such as industry representatives or civil society
organizations, who may be affected by the new legislation. Once approved, the transposed
law enters into force, formally implementing the provisions of the EU directive into national
law. In many cases, the directive sets a deadline by which member states must complete
the transposition process. Failure to meet this deadline can result in non-compliance with
EU law, triggering oversight actions from the European Commission.

It is important to note that while transposition ensures the achievement of common
EU goals, the specific legal measures enacted by member states may differ due to variations
in national legal systems. This divergence means that, while the overarching objectives
of the directive are uniformly applied, the practical implementation may look different in
each member state. In some cases, this can lead to discrepancies in the application of EU
law, which the European Commission monitors closely to ensure uniformity and adherence
to EU standards.

In the case of Portuguese law, the process of transposition follows a similar structure.
When an EU directive is issued, the Portuguese legislative body reviews the directive’s
content to identify any necessary legislative changes. This process typically involves the
Assembleia da Reptblica (the Portuguese Parliament) and other relevant bodies, which
may need to amend or introduce new laws to comply with the directive. Portugal’s
legal tradition, which emphasizes administrative clarity and adherence to international
commitments, ensures that EU directives are transposed in a manner that aligns with
national legal standards while meeting the directive’s requirements.

In summary, the transposition of EU directives into national law ensures that EU objec-
tives are achieved across member states while allowing flexibility in how those objectives
are implemented. This process requires careful translation and adaptation of EU laws into
national contexts, ensuring both compliance with EU standards and the preservation of
domestic legal integrity.

Figure 1 summarizes the EU legislative process that culminates with the transposition
of the EU legislation to the internal legal framework. Throughout this process, the regula-
tory impact assessment plays a crucial role in supporting the EU legislative process and
opens the possibility of a closer intervention by the member states and national impact
assessment units.

First, during the initial discussion on the measures to be implemented and the results
presented in the EU Commission Regulatory Impact Assessment (EU COM RIA), national
impact assessment units may contribute by providing evidence on the impacts in each
member state or by providing comments regarding the Commission’s conclusion. This
contribution became even more relevant with the implementation of the “one in, one out"
principle that considers “Adjustment costs” and “Administrative costs”. The impact assess-
ment unit of each member state may internally provide information not only considering
the internal impacts of the proposed legislation, but also informing the potential impact of
the “one in, one out” principle. Any contribution of the national impact assessment units
at this stage is particularly time-sensitive and may require the use of relevant resources.
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Figure 1. Simplified representation of the EU legislative process and its interaction with UTAIL.

Still, during the initial preparation of a new law and the European legislative process,
there might be substantial amendments in the Council or the Parliament that might be the
object of an impact assessment. Again, and even in a more time-sensitive situation, the
assessments are required to be robust and informative to support negotiation and final
decision-making. We point out that the aforementioned process precedes the national
impact assessment process, which focuses on the transposed legislation. In the context of
this project, we will only focus on the national transposed legislation.

The European Commission started to implement strategies for reducing regulatory bur-
dens in 2002, and, over the years, the approach to burden reduction has been systematized
with the REFIT program [10]. REFIT aims to make EU laws simpler, more targeted, and eas-
ier to comply with. For this purpose, following the “one in, one out” principle, it offsets any
new burden for citizens and businesses resulting from the Commission’s proposals by re-
moving an equivalent existing burden in the same policy area. In this way, a new regulation
will not add unnecessary regulatory burdens. In the law-making process, the Commission
recognizes the importance of impact assessment in providing evidence to inform and sup-
port the decision-making process. For this reason, the Commission provided guidelines on
how to conduct impact assessments (https://ec.europa.eu/info/sites/default/files/swd2
021_305_en.pdf, accessed on 9 January 2025) and a toolbox that provides complementary
advice (https://ec.europa.eu/info/sites/default/files/br_toolbox-nov_2021_en_0.pdf, ac-
cessed on 9 January 2025). Beyond that, the Joint Research Centre (JRC), the European
Commission’s science and knowledge service, has developed a tool, SeTA (Semantic Text
Analyser) [11], which applies advanced text analysis techniques to large document col-
lections, helping policy analysts to understand the concepts expressed in thousands of
documents and to see visually the relationships between these concepts and their de-
velopment over time [11]. In more detail, SeTA creates language models based on the
well-known neural word embedding [12], where a recurrent neural network is fed with
patterns of words and can learn the distribution function of the words. The main idea is
to learn the relations between terms. SeTA follows the main principle of Word2vec [13], a
two-layer neural network that processes text. However, to overcome the main limitation of
Word2vec (i.e., it does not capture meaning related to word order), SeTA encoded phrases
alongside simple words. The key observation was that while in general English the number
of identified phrases would quickly grow, the specialized legal phrasal dictionary is rather
limited. To discover these phrases directly from the plain corpus, SeTA’s developers relied
on sentence dependency parsing, where, for every noun, the complete dependency tree
has been calculated. In this way, it was possible to embed phrases and words to encode
the differentiated meaning of words and phrases. For instance, the words “artificial” and
“intelligence” have very different meaning vectors from the phrase “artificial intelligence”.
The resulting language model allows for representation of the knowledge base of the
Commission without a need for any tailored algorithm. To calculate the vectors, SeTA’s
developers used FastText rather than Word2Vec because of its higher-quality representa-
tions. The neural network learns, in an unsupervised manner, the relations between the
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considered terms in a sentence, within a moving window, which means that it learns how
the context in which the term is used can lead to its meaning, both in terms of synonyms
and of the area of application or context in which it is used. A pilot version of SeTA was
fed with a vast set of documents from EUR-Lex and used at the JRC in many policy-related
use cases, including impact assessment.

Still focusing on impact assessment, another initiative of the European Commission
(EC) that was developed starting in 2013 is the Modelling Inventory and Knowledge
Management System (MIDAS) [14], a scientific information system developed and managed
by the Competence Centre on Modelling (CC-MOD) of the EC to document the models
run by or on behalf of the Commission and their contributions to Commission’s impact
assessments. Based on the description of the developers, MIDAS provides an integrated
set of components for collecting, storing, processing, and sharing metadata on model
structure, quality, and transparency, as well as access to model documentation, useful
references, and the supported EC’s impact assessments. This initiative aims to enhance the
transparency of policy-relevant models and the traceability of their use, as well as facilitate
the understanding of impact assessments performed by the EC. In this vein, MIDAS follows
the guidelines of the Better Regulation agenda by promoting a transparent use of modeling
that underpins the evidence base of EU policies [14].

To analyze how models are used to support the work of the EC, the same Commission,
in 2019, presented a study [15] that discusses the use of models in European Commission
impact assessments. The goal of this analysis was to achieve a better understanding of these
models and how they can contribute to the sound use of evidence in support of EU policies.
For this purpose, the authors took into consideration a total of 1063 impact assessment
tasks carried out in the years 2003 to 2018 and examined the frequency and characteristics
of model use by using text mining techniques complemented by manual post-processing.
In their research, they relied on MIDAS to trace models used to support policies. The main
results of this analysis suggested that models are used in 16% of the total impact assessment
tasks. In particular, the authors identified 123 different models that have been developed
or run by the EC or by third parties. However, more than half of these models were used
only once, thus raising some concerns related to the efficiency of model use and reuse in
the EC, as well as on the scope for improved coordination of model-related products and
services. This is even more evident considering that the top 10 models were used in 66% of
the total number of impact assessment tasks (i.e., the ones relying on models). Additionally,
policy areas with the highest number of impact assessment tasks using models are the
environment (including climate), internal market, transport, and energy. As a consequence,
the authors concluded that further action is needed to use and promote best practices to
ensure transparency and accessibility over time of the evidence base in support of impact
assessments. This is particularly important for the regulatory impact assessment and the
analysis of national and transposed EU legislation, where no models have been identified
by the authors of the aforementioned study. In particular, there is no evidence about the
possibility of using Al-based techniques to fully support the regulatory impact assessment
process. This project aims to answer this call by producing a proof of concept where Al
techniques are employed to support human experts in one of the preliminary steps of the
law-making process. In this way, this project links the objectives of the “Shaping Europe’s
digital future” agenda with those of the Better Regulation agenda.

Existing Al-Based Initiatives for Impact Assessment

This section describes the existing initiatives in which Al was proposed in the context
of impact assessment of legislation. Despite the potential benefits that Al can bring to
public governance and the objective of the EU to foster the use of Al in the decision-making
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process [16], the use of Al for the analysis of legislation is still in its infancy. To the best of
our knowledge, at the European level, the proposed AI4IA system is the only project where
Al was used to support the impact assessment task. In particular, concerning European
countries, the existing studies/projects are mainly focused on suggesting strategies to
enhance the analytical abilities of the national legislation offices [17]. The final goal is
to lead to the adoption of appropriate methodological tools and processes of regulatory
impact assessment to improve the countries” overall regulatory performance. In this vein,
two projects proposed for Croatia [17] and Germany [18] highlighted the need for a modern
and automatic regulatory impact assessment, by pointing out the potentiality of artificial
intelligence. Similarly, a report by Deloitte (https:/ /www?2.deloitte.com/content/dam/
Deloitte /de/Documents/risk/Deloitte-Kostbar- Abschlussbericht-EN.pdf, accessed on 9
January 2025) showed that, in Germany, companies are subject to a considerable number
of laws and regulations, with insurance and mechanical engineering companies spending
between 4 and 7 percent of their annual personnel and material expenses to comply with
the federal relevant regulations. These regulatory expenses can make or break a company’s
profitability. For this reason, the study highlighted the importance of reducing these costs
by adopting NLP techniques that may simplify the existing regulations. In particular,
when asked how legislation should be designed to reduce regulatory burdens, companies
highlighted the importance of pursuing better regulation through advanced data science
methods. However, despite the existence of these studies and initiatives, no further steps
were taken toward the implementation of Al-based systems. Karpen [19] described the
current methods of regulatory impact assessment at the European and member state levels,
and, in both cases, there is no evidence of Al-based systems being used to support this
task. Other initiatives highlighting the suitability of Al for improving public governance
and regulatory impact assessment exist [20] but, to the best of our knowledge, no country
has moved towards the implementation of automatic systems to support this task. This
is mainly due to the lack of expertise as well as the difficulty in foreseeing the benefits
provided by Al in this area.

3. Methodology and Data

The proposed AI4IA system aims to improve the efficiency of regulatory impact
assessment by automating the identification of administrative burdens within legislative
documents. In particular, the AI4IA framework must provide the following functionalities:

®  Scalable Impact Assessment: the system receives as input existing or proposed direc-
tives and generates a comprehensive impact assessment report. In particular, through
the advanced capabilities of a natural language processing model, the system must
identify specific paragraphs where administrative burdens are present;

* Legislation Comparison: the system must provide a feature to compare two directives.
This functionality would enable the evaluation of either two national Portuguese
directives or a European directive against its transposed national version. By detecting
discrepancies and gold plating (the practice of adding more stringent or extensive
requirements to a piece of legislation than what is required by the original directive
or regulation), this functionality of the prototype would enhance transparency and
facilitates a deeper understanding of legislative variations.

¢ Human Expert Feedback and Continuous Learning: This feature allows for a contin-
uous feedback mechanism. In particular, human experts retain the ability to correct
the system’s predictions. This feedback loop would establish a collaborative relation-
ship between Al and human experts. In particular, the system triggers alerts when a
sufficient number of human-validated administrative burdens accumulate, signaling
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the possibility for model retraining. Thus, this feature of the prototype ensures its
adaptability to evolving legislative landscapes.

The system answers the need for understanding text at scale by employing NLP
techniques [21]. Concretely, the objective is to alleviate the impact assessment expert of
personally reviewing each passage in the transposed legislation and, instead, train an NLP
model to identify the existing administrative burdens as a text classification setting. With
such a goal in mind, we proposed a “filter model” that would be able to receive as input
the text passages of a legislative document and classify each passage as either containing or
not an administrative burden—i.e., a binary, text classification task. With such a capability,
the system is then capable of speeding up the expert’s manual work.

Large, pre-trained language models [22] are considered the state of the art in pre-
dictive NLP and, therefore, were explored for building the envisioned model. Unlike
traditional recurrent neural networks [23] or convolutional neural networks [24], trans-
formers do not rely on sequential data processing. Instead, they employ a mechanism
known as self-attention [25], which allows the model to weigh the importance of different
words in a sentence, regardless of their position. This mechanism enables transformers
to handle long-range dependencies and capture contextual information more effectively.
Section 3.1 describes the architectures considered in this work and Section 3.1 outlines the
fine-tuning procedure.

3.1. Considered Transformer-Based Models

The bidirectional encoder representations from transformers (BERT) model [7] is one
of the foundational architectures in the family of transformer-based models for natural
language processing tasks. BERT revolutionized NLP by applying a bidirectional approach
to understanding the context of a word in relation to its surrounding words, as opposed
to the unidirectional models used before. BERT’s architecture is built on the transformer
encoder, a component of the transformer architecture introduced by Vaswani et al. in
2017 [5]. The key innovation in the transformer model is the self-attention mechanism,
which allows BERT to weigh the importance of each word in a sentence relative to all other
words in the sentence, thus capturing the nuanced relationships between them.

The transformer architecture underlying BERT consists of multiple layers of encoders,
each composed of two primary sub-layers: a multi-head self-attention mechanism and a
feedforward neural network. The self-attention mechanism enables the model to capture
the dependencies between words across different positions in the sentence by assigning
attention scores. This is particularly effective for handling complex linguistic structures.
Additionally, BERT leverages a bidirectional training mechanism, meaning it considers
both the left and right context of a word during training. This bidirectional approach distin-
guishes BERT from earlier models, which were limited to a unidirectional understanding
of context.

BERT is pre-trained on large corpora using two tasks: masked language modeling,
where some percentage of the input tokens are masked and the model is trained to predict
them, and next sentence prediction, which helps the model understand sentence relation-
ships. After pre-training, BERT can be fine-tuned on specific tasks, such as classification,
named entity recognition, or in this case, the detection of administrative burdens in leg-
islative texts. This architecture forms the backbone of transformer-based NLP models
like Albertina [26] and BERTimbau [27], both of which build on BERT with modifications
tailored to specific use cases and languages.

Albertina is a derivative of the ALBERT model [28], which stands for A Lite BERT.
The goal of Albertina is to retain the core strengths of BERT, such as its powerful contex-
tual understanding and bidirectional encoding, while significantly reducing the model



Technologies 2025, 13, 134

9 of 25

size and improving computational efficiency. Albertina achieves this through several
architectural innovations designed to address the limitations of BERT, particularly its
resource-intensive nature.

One of the primary modifications in Albertina is parameter sharing across the trans-
former layers. In BERT, each layer of the transformer has its own set of parameters, which
leads to a significant increase in model size as the number of layers grows. Albertina, on
the other hand, shares parameters between layers, which greatly reduces the number of
parameters without compromising the model’s ability to learn complex language patterns.
This parameter sharing is applied to both the feedforward networks and the attention
mechanisms within the transformer layers.

Another key feature of Albertina is the introduction of factorized embedding parame-
terization. In BERT, the size of the vocabulary embeddings is tied directly to the hidden
layer size, leading to large embedding matrices that consume significant memory. Albertina
decouples these dimensions by factorizing the embedding matrix into two smaller matrices,
allowing for a more compact representation while still maintaining expressiveness.

Despite these optimizations, Albertina retains BERT’s bidirectional training approach
and continues to use the same pre-training objectives: masked language modeling and next
sentence prediction. However, due to its lightweight design, Albertina is particularly well-
suited for applications where computational resources are limited or where fast inference
times are required, such as real-time analysis of legislative texts.

Another architecture considered in this research is BERTimbau [27], a BERT-based
model specifically designed for Portuguese language tasks. While the core architecture of
BERTimbau is identical to BERT in terms of the transformer layers and the self-attention
mechanism, the distinguishing feature of BERTimbau lies in the corpus used for pre-training.
BERTimbau was trained on a large-scale corpus of Portuguese texts, which enables it to
capture the linguistic nuances, idiomatic expressions, and grammatical structures unique
to the Portuguese language.

BERTimbau benefits from the same transformer architecture as BERT, with its multi-
layer bidirectional encoders that process text by assigning attention scores to words based
on their relationships with other words in the sentence. However, its Portuguese-specific
pre-training makes it highly effective for NLP tasks within this language domain, such as
the detection of administrative burdens in Portuguese legislative documents.

The pre-training process of BERTimbau involved using both formal and informal
Portuguese texts, ensuring that the model can handle a variety of registers, from legal
texts to conversational language. This wide-ranging pre-training enables BERTimbau to
perform well in tasks that require a deep understanding of the language, such as detecting
the nuanced and often complex phrasing used in legal and administrative documents.

BERTimbau retains the same masked language modeling and next sentence prediction
pre-training tasks as BERT, but because it is fine-tuned on Portuguese-specific datasets, it
has a clear advantage over more general models when working with Portuguese texts. The
ability to understand the linguistic and cultural context of Portuguese allows BERTimbau
to provide more accurate and contextually relevant outputs, making it a powerful tool for
analyzing legislative texts in the Portuguese language.

In this research, the core idea was to take advantage of a transfer learning setting [29],
where knowledge previously learned by the model from a vast amount of generic data
is repurposed and fine-tuned for a specific, downstream task. Recently, the field of NLP
has capitalized on transfer learning techniques by using vast amounts of freely available
text from the web to yield pre-trained models that significantly improved upon state-
of-the-art results for several NLP tasks [30]. Specifically, three pre-trained models were
evaluated for the AI4IA system. Two of these were developed by Unicamp (State University
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of Campinas, Brazil) in partnership with the University of Waterloo in Canada and are
available in the open repository Hugging Face. “BERTimbau Base” and “BERTimbau
Large”—as the models are called—leverage the original BERT’s architecture [31] and were
both pre-trained on a Brazilian Portuguese corpus (namely, the brWaC dataset), which
is composed of 2.7 billion tokens, during 1,000,000 steps. The main difference between
these two is the size: ‘Base’ has 110 million parameters, while ‘Large’” has 335 million
parameters. More information can be found in the models” github repository (https://
huggingface.co/neuralmind /bert-large-portuguese-cased, accessed on 9 January 2025).
The third pre-trained model leveraged for experimental evaluation was the 100 million
parameter variant of the “Albertina” family of models. “Albertina 100M PTPT”, as it is
called, is a language model for European Portuguese. It was trained over a 2.2 billion-token
dataset that resulted from gathering openly available corpora of European Portuguese from
the following sources:

*  OSCAR: the OSCAR dataset includes documents in more than one hundred languages,
including Portuguese, and it is widely used in the literature. It is the result of a selection
performed over the Common Crawl dataset, crawled from the Web, that only retains
pages whose metadata indicate permission to be crawled, performs deduplication,
and removes some boilerplate, among other filters. Given that it does not discriminate
between the Portuguese variants, extra filtering was performed by retaining only
documents whose metadata indicate the Internet country code top-level domain of
Portugal. The January 2023 version of OSCAR was used, which is based on the
November/December 2022 version of Common Crawl;

¢ DCEP: the Digital Corpus of the European Parliament is a multilingual corpus includ-
ing documents in all official EU languages published on the European Parliament’s
official website. The European Portuguese portion was retained;

¢ Europarl: the European Parliament Proceedings Parallel Corpus is extracted from the
proceedings of the European Parliament from 1996 to 2011. The European Portuguese
portion was retained;

e ParlamentoPT: the ParlamentoPT is a dataset obtained by gathering the publicly avail-
able documents with the transcription of the debates in the Portuguese Parliament.

The pre-trained model and its variants were developed by a joint team from the
University of Lisbon and the University of Porto, and further details can be found in [32].
Larger pre-trained models were avoided due to considerations regarding how the system
should work in production. The main goal of this research is to streamline the impact
assessment analysis, which by consequence should translate into a reasonably fast inference
time. Considering that some documents can be significantly long, larger models could take
up to several minutes to output their predictions. Hence, from the available pre-trained
models in Portuguese, we avoided going much further than the 335M parameters from the
BERTimbau Large model.

Fine Tuning Process

BERTimbau and Albertina provide a robust foundation as they are pre-trained on
large Portuguese-language corpora. In this research, this initial pre-training is augmented
for legal applications through the following fine-tuning strategy. The vocabulary used
by BERTimbau and Albertina is not inherently legal-specific, which is why we perform
task-specific fine-tuning on a comprehensive set of legislative and legal documents. During
fine-tuning, the model learns the specific terminology, phrases, and structures that are
unique to legal texts. To enhance its effectiveness in the legal domain, we use a large corpus
of transposed EU legislation, Portuguese national laws, and other legal materials to ensure
that the model is exposed to a wide variety of legal terms and concepts. This approach
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enables the expansion of the vocabulary by ensuring that the model encounters and learns
the meanings of uncommon legal words and phrases during training.

The training strategy involves two key phases: masked language modeling (MLM)
and fine-tuning on administrative burden detection. In the first phase, MLM, specific words
in the input sequence are masked, and the model learns to predict these masked words by
leveraging the context provided by the surrounding text. This phase is crucial for adapting
the model to the legal domain, as it teaches the model to understand the meaning and
usage of legal terminology. The second phase involves fine-tuning the model specifically
for detecting administrative burdens, where it learns to identify the portions of text that
impose compliance requirements, using annotated legislative texts as the ground truth (see
Section 3.3).

Throughout the training process, we carefully monitor performance metrics such as
loss, accuracy, and F1-score to ensure that the model is learning the task effectively without
overfitting. The combination of masked language modeling and task-specific fine-tuning
on legal corpora allows the model to expand its vocabulary and improve its performance
in understanding legal texts.

Contextual embeddings provided by BERTimbau and Albertina play a crucial role
in distinguishing terms that may appear similar at first glance but have distinct mean-
ings in specific legal contexts, thus addressing the potential for bias in embeddings due
to the use of similar features for distinct legal terms. Unlike static word embeddings,
contextual embeddings allow the model to generate different representations of the same
word depending on its surrounding context. For instance, in a legal sentence where the
word “robbery” is used in a context involving physical force, the embedding generated by
BERTimbau will reflect this specific meaning. Similarly, when the word “theft” is used in a
context emphasizing unlawful appropriation without force, the embedding will capture
this distinction. This context-sensitive approach is key to ensuring that the model can
differentiate between terms like “robbery” and “theft” based on their legal usage.

Lastly, we employ a post-processing validation step where legal experts review the
model’s predictions, particularly for terms that may be prone to confusion due to their
similarity. This human-AI feedback loop ensures that any misclassifications are corrected
and that the model improves over time by learning from expert feedback. By continuously
refining the model based on these corrections, we minimize the likelihood of biased or
incorrect interpretations of legal terms in the final outputs.

3.2. Other Models

The previous section describes the BERT-based models used in this research. However,
it is important to highlight that different architectures and machine learning techniques
have been considered in the inception of this investigation. Our justification for selecting
BERTimbau and Albertina over alternatives is as follows: encoder-based models such
as BERT and Albertina are particularly well-suited for text classification tasks, as they
efficiently process entire input sequences simultaneously. This makes them highly effective
in detecting administrative burdens within legal texts, where contextual understanding is
crucial. On the other hand, decoder-based models (e.g., GPT-3, GPT-4) [33] are optimized
for text generation rather than classification. While powerful for tasks such as summa-
rization and conversational Al their autoregressive nature makes them computationally
expensive and less efficient for classification tasks such as burden detection [34]. Addi-
tionally, sequence-to-sequence models (e.g., T5 [35]) introduce unnecessary computational
overhead when applied to classification. While T5 is highly effective for translation and
text generation, its dual encoding-decoding mechanism is not essential for the binary clas-
sification task at hand. Thus, given our focus on computational efficiency and scalability
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for real-world applications, BERT-based models provide a more optimal trade-off between
accuracy and inference speed.

Several legal-specific NLP models have been designed to handle domain-specific
text, but they present key limitations. Rule-based systems, like LexNLP [36], rely on
handcrafted rules and keyword matching, which limits their ability to generalize across
diverse legislative formulations. In particular, they lack deep contextual understanding,
leading to lower recall in detecting nuanced obligations. Pre-trained legal transformers
(e.g., CaseLawBERT [37], POLBERT [38]), while effective for common law jurisdictions, are
not optimized for Portuguese legislative texts and would require extensive retraining on
domain-specific corpora. In this sense, BERTimbau and Albertina were selected because
they were pre-trained on extensive Portuguese corpora, capturing linguistic nuances essen-
tial for processing legislative documents in Portugal. An analysis of the performance of the
different architectures is presented in Section 4.

3.3. Data

Unfortunately, there were no previously explored or processed data to be re-used
for training the AI4IA system—i.e., no annotated directives for training machine learn-
ing models. Therefore, new data were acquired, and the sources for such were two-fold:
(1) For the goal of building models capable of analyzing transposed legislation, documents
were extracted from the Portuguese Official Journal website. (2) On the other hand, to
teach models how obligations appear within EU directives that ought to be transposed,
the source documents were extracted from the EUR-Lex website. Both sources are estab-
lished as governmental services with universal and free access, including the possibility
of printing, archiving, searching, and unrestricted access to legislative content. Given the
focus on transposed EU legislation, the dataset includes both national laws and European
directives that impose administrative burdens on businesses and citizens. To ensure the
representativeness of the dataset, the following principles guided document selection:
(1) directives that have been transposed into Portuguese law were prioritized to capture
administrative burdens resulting from regulatory compliance; (2) to cover different legisla-
tive categories, the dataset includes laws, decree-laws, and ordinances to reflect different
levels of legislative authority; (3) the corpus was constructed to maintain a proportional
balance between Portuguese national legislation and EU directives, ensuring a diverse
regulatory perspective. All the documents contain Portuguese text. To ensure the quality
and reliability of the extracted text, validation procedures were applied. Specifically, the
hierarchical structure of legal documents (e.g., titles, sections, and articles) was preserved
to maintain context during model training. Moreover, a subset of the dataset was manually
reviewed to ensure annotation correctness, preventing biases introduced during automated
processing. In particular, for this task, we relied on an independent legal expert who was
not involved in the labeling process (detailed in Section 3.5). Regarding their extraction,
documents were acquired via programmatic procedures of collecting and processing the
regulations present in the Portuguese Official Journal’s website and EUR-Lex. In addition
to the benefit of automating the step, the manual alternative would not be viable or, at
least, scalable due to the size of the legislative corpus required to train machine learning
models. Thus, custom-made programs were created for the task. The Portuguese Official
Journal’s website does not provide an application programming interface (“API” for short)
to facilitate access to its content. Therefore, a web scraper was developed to extract the
documents. The scraping application is responsible for accessing the website, searching
for the desired regulation’s webpage, and returning the relevant content from it. It does
that through a programmatic and automated browser (Selenium), the reason being that the
website’s content is loaded dynamically; thus, it needs a browser to retrieve the content
from the server. Otherwise, we could simply request it straight from the server. Once
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collected, the program applies cleaning techniques to remove unnecessary information that
accompanies the content acquired on the website (HTML tags). The process concludes with
the organization of texts in a tabular structure. EUR-Lex, on the other hand, does offer an
API. However, we decided to go with a similar web scraping approach, considering that
the content is officially public and of free use. The motivations for such a decision were as
follows: (a) the documents” webpage URLs follow a structured format that one can easily
reconstruct just by having the document’s name; and (b) EUR-Lex’s HTML is structured in
a manner that helps parse the data. It simplifies distinguishing among sections, articles,
markers, and numbering, and proper text passages—a desirable aspect.

After selecting the necessary document samples from both sources and extracting
the raw text from the files, these were parsed into a suitable format for training the Al
models. Since the goal is to identify the specific information obligations within the doc-
ument (allowing for counting and estimating them), it is preferable to work at the most
granular level possible that semantically describes an individual obligation. Therefore, the
legislation’s texts are broken down into sentences, and each one is assigned an adequate
label. In other words, each sentence-label pair represents an instance in the dataset for text
classification. Section 3.3 goes into further detail regarding the labeling process conducted
for the AI4IA project.

Creating Ground Truth Data

Machine learning models require annotated (or “labeled”) data to learn a predic-
tive task. Recently, multiple techniques that are aimed at mitigating the need for la-
beled data—be it in terms of the amount of data or the amount of time invested by the
annotator—have been receiving greater attention from the scientific community. Weak
supervision [39] for instance, builds training sets through labeling functions—e.g., distilled
experts’ annotation logic that works as computer programs (functions)— which label an
entire dataset instantly (although with less precision than a manual process). Another
technique is active learning [40], which minimizes the amount of manual labeling needed
to achieve satisfactory results by choosing samples that lie close to the model’s decision
boundary and asking the human annotator to label them correctly. Considering the lack
of formal rules to determine the minimum number of samples to train an Al model, we
envision this step as a continuous process where we assess the performance of the model
whenever a new batch of data is available. Once we reach a satisfactory performance,
the manual labeling process will stop. However, none of these techniques completely
eliminates the need for (at least, some) “expert approved” labeled data—a high-quality
supervised sample that shall serve as ground truth for the AI models’ development. There-
fore, this section discusses the protocol followed to create a ground truth database for
the project.

3.4. Sample Selection

The process begins by determining which documents to annotate. The labeled data
should reflect as much as possible the regulations to be analyzed by the models. Since the
goal is to attend stakeholders in multiple areas of public governance, it would be hard to
foresee the documents’ metadata, such as legislation type, impacted economic sectors, and
issuer. Therefore, it was established that the investigation should be designed initially as
neutral towards regulations’ characteristics—i.e., documents should be randomly selected
from both sources described earlier. Thus, an initial list of directives and transposed
legislations was selected and annotated by two legal professionals that deeply understand
the regulatory impact assessment process. Throughout the research, the model’s predictions
on out-of-sample data—i.e., the dataset withheld during training—were repurposed as
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input for error analysis. From that, additional data were strategically labeled to supplement
the cases in which the model performed poorly, and the cycle repeated until a desirable
result was achieved.

3.5. Labeling

The actual data labeling procedure was conducted through a web-based application
where both the domain experts and the data science team could work collaboratively. All
the selected documents’ text passages were combined into one dataset and loaded into the
application. Figure 2 shows the annotation interface for a specific text passage.

#2007 (@@ orgerosa v | /83 Q=
Decreto-Lein.° 156/2005

1 - O fornecedor de bens ou prestador de servigos é obrigado a possuir o formato eletrénico
do livro de reclamagdes, nos termos previstos nos n.os 2 e 3 do artigo 9.°
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Figure 2. Text passage annotation interface of the web-based data labeling application being used for
the AI4IA system.

Three inputs are requested from the expert (described below) along with an optional
“comments” input:

¢ Cost type. For each passage, the domain expert must classify if the text indicates the
existence of an administrative cost or not.

*  Key phrase (only for passages marked as an administrative cost). The expert should
also indicate the specific terms (or key phrase) that served as a “trigger” communicat-
ing the existence of an information obligation (e.g., “must deliver documentation” or
“requires informing customers”).

*  Categories (only for passages marked as an administrative cost). Finally, the expert
must indicate the type of IOs identified in the text.

Along with the annotations at the text passage level, experts are also expected to
indicate document-level information—namely, the economic sectors the regulation impacts
and other legislations it is related to. The latter refers to either the original directive from
which the national legislation was transposed (or vice versa) or other previously published
legislations that it alters/revokes.

Parallel to the domain experts’ activities, the data science team frequently pulled the
labeled data to leverage machine learning models that could help guide the process. For
instance, confident learning [41] techniques were applied to highlight possible labeling
errors made by the experts (usually, hard-to-interpret passages). The models could also
select the most relevant passages to be labeled next by the experts—i.e., an active learning
setting [42].

After 41 documents were annotated (which demanded an extensive amount of
time), the combined count of text passages with administrative burdens reached only
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322 examples, whilst the documents” combined corpus amounted to 19,465 text passages.
In scenarios with such a significant imbalance between the target classes—on average, only
1.68% of documents’ passages contained burdens—models might exhibit bias towards
the majority class and ignore the minority class altogether [43]. With such a challenge at
hand, techniques were explored for increasing the data’s quality and reducing the need
for manually labeling data. For this purpose, we built the noise reducer module. This
preprocessing component of the proof-of-concept pipeline focuses on removing passages
from the input corpus that were previously known to not contain administrative burdens.
It follows a series of rules defined together with impact assessment experts, leveraging their
prior knowledge of laws’ structure. It is designed to work as an automated, algorithmic
technique (e.g., instead of manual cleaning of the data), serving as a viable option to be
included in the proof-of-concept pipeline when deployed to production. The algorithm’s
functioning is summarized as follows:

* Automatically identifies—and labels as not having obligations—titles, subtitles,
numbers-only and symbols-only passages, and other content-poor text snippets.

¢ Documents’ introductions are also disregarded, as administrative burdens are only
stated within the regulation’s articles.

¢  In the case of regulation altering an existing legal document, the module can identify
only the new passages and ignore outdated ones.

¢  Finally, and most significantly, it extracts entire articles that indicate the absence
of administrative burdens through their underlying semantic context—e.g., articles
referring to the law’s general logistics.

As a means of comparison, during the experimental evaluation, the noise reduction
module was able to alleviate the target imbalance, increasing the average percentage of
passages with administrative burdens within documents from 1.68% to 5.89%.

Finally, along with the programmatic labeling of irrelevant passages from the noise
reducer, a simple normalization step was also included to standardize the inputs’ format.
Specifically, all markers and numbering prefixes were removed, and whitespaces were
striped. Techniques such as stemming and removing stop words were avoided due to the
rationale that models that work with contextual embeddings (such as transformer models)
function better when the semantic context of the passage is preserved.

4. Experimental Phase

This section discusses the experimental setup for developing the main capability of
the AI4IA system. Specifically, it describes the steps we took to train the NLP “filter” model
for identifying the presence of administrative burdens. Figure 3 provides an overview of
the process of fine-tuning the model.

Labelling Labelled FeatureEng.
Domain experts | — JGEEACGIINE — | - NoiseReducer
manual labelling burdens - Normalization
3 J examples)

[~ fil:
—_— . —_—
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Figure 3. Systemic view of the model’s development process.
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In the experimental phase, we first compared the three pre-trained models with their
default hyperparameter values. The goal here was to avoid a massive hyperparameter
search that would result from attempting to tune values for all three pre-trained models.
Afterwards, once the best model was identified at this first step, a hyperparameter search
was conducted for it, followed by a final training with the best hyperparameter values.
For the evaluations on unseen data, we split the data into two sets (development —80%
and test —20%) using a stratified split—i.e., the target variable’s distribution is maintained
the same among all sets. For the hyperparameter tuning, we also conducted a stratified
split to sample a validation set from the development set (i.e., the development set’s 80%
was further split into 60% for training and 20% for validation). The process was repeated
10 times to ensure statistical robustness. No metadata influenced the splits, such as the
document’s published date, for instance. That is because the envisioned usage of the
proof of concept is not only to analyze newly published legislation but also the existing
regulatory stock. Therefore, a uniform weight was given to the date of publication. The
same rationale was applied for document type (i.e., law, decree-law, and ordinance) and
all other metadata, for that matter. As mentioned above, to approximate optimal values
for the algorithm’s hyperparameters, a simple grid search was conducted. Specifically,
as recommended in [44], epochs, batch size, and learning rate values were tuned on the
validation set. For each hyperparameter, the values considered were as follows:

*  Number of epochs: 2, 3, 4;
e  Batch size: 16, 32;
. Learning rate: 5 x 1075,3 x1075,2 x107>.

These values were chosen based on empirical best practices in fine-tuning transformer-
based models, particularly in low-resource classification tasks where class imbalance can
be significant. Once the optimal values considered within the search were identified, the
final model was built using such hyperparameter values on all the available development
data—i.e., the training set and the validation set combined. This model was then assessed
on the unseen data. Regarding metrics, Precision, Recall, and F1-score were used to assess
the best model performance.

Given the extreme class imbalance, we adopted several strategies to ensure effective
learning: First, as mentioned in previous sections, the noise reduction module pre-filtered
non-informative passages, increasing the burden-containing text proportion to 5.89%.
Concerning the loss function, we applied a class-weighted cross-entropy loss to penalize
misclassification of the minority class more heavily. Finally, we employed data augmenta-
tion by oversampling burden-containing passages to reinforce minority class representation
during training. The combination of these strategies was fundamental to overcome the
extreme class imbalance that characterizes the problem.

To mitigate overfitting, we used an early stopping callback that stopped the training
process if validation loss did not improve for two consecutive epochs, thus preventing
unnecessary computation and avoiding overfitting.

4.1. Results Analysis

In this section, we assess the results achieved during modeling. The system aims to
surpass a 0.50 Precision and 0.5 Recall for the binary task of classifying burdens. Along
with such a threshold representing a performance better than a random classifier, in the case
of identifying administrative burdens, that goal becomes challenging due to the extreme
imbalance in the dataset. Therefore, achieving such a result validates the hypothesis of an
artificial intelligence model being capable of learning the semantic context representing
an information obligation. We start by reviewing the initial comparison between the pre-
trained models. As one can see in Table 1, BERTimbau Base consistently outperformed
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other models, offering a good balance between classification performance and computa-
tional efficiency. T5-small and GPT-2, though effective for generative tasks, showed lower
performance for classification. POLBERT, though legal domain-tuned, underperformed
due to its non-Portuguese training data. These results further substantiate our choice of
BERTimbau and Albertina as the most suitable models for administrative burden detection
in Portuguese legal texts.

To assess whether the performance difference between BERTimbau Base and Al-
bertina is statistically significant, we performed a paired t-test on their Fl-scores across the
10 validation folds. The results yielded a p-value of 4.35 x 10~?, indicating that BERTim-
bau Base significantly outperforms Albertina (p < 0.001). This confirms that the observed
performance improvement is not due to chance and reinforces the selection of BERTimbau
Base as the optimal architecture for the AI4IA system. Despite its excellent performance,
the BERTimbau Base’s hyperparameters were optimized. From the hyperparameter tuning
results, the best model was produced with three epochs, a batch size of 32 samples, and
a learning rate of 5 x 10~° for the AdamW optimizer—i.e., the Adam algorithm with a
weight decay fix [45]. These were the values considered for building the final model, which
leveraged all the available development data.

Table 1. Validation set metrics for different pre-trained architectures. Confidence intervals are based
on observed performance variance across the 10 folds.

Model # Par Language Pre-Training Precision (+) Recall (+) F1-Score (+)
BERTimbau Base 110 M Brazilian Portuguese 0.63 +0.02 0.77 £ 0.01 0.69 + 0.01
BERTimbau Large 335M Brazilian Portuguese 0.49 +0.03 0.61 +0.02 0.54 +0.02
Albertina 100M PT 100 M European Portuguese 0.57 = 0.02 0.66 = 0.02 0.61 +0.01
T5-small PT 60 M European Portuguese 0.51+0.03 0.60 + 0.03 0.55 + 0.02
GPT-2 PT 124 M European Portuguese 0.50 = 0.02 0.57 £ 0.03 0.53 +0.02
PoLBERT 336 M English (legislative documents)  0.38 + 0.03 0.42 £ 0.04 0.40 £ 0.03
BERTimbau Base (fine-tuned) 110 M Brazilian Portuguese 0.65 + 0.02 0.79 + 0.01 0.71 £ 0.01

To assess the generalization ability of BERTimbau and Albertina, we assess their perfo-
mance on a test set consisting of legislative documents not used in the training/vlaidation
phase. As shown in Table 2, BERTimbau Base achieved the best result across the pre-trained
models, with a Recall of 0.715, Precision of 0.62, and F1-score of 0.664. This result already
outperforms the target threshold for the system.

Table 2. Performance of different models in detecting the presence of administrative burdens. Results
on unseen data. “F1”, “P”, and “R” specify F1-scores, Precision scores, and Recall scores, respectively.

Model F1 P R

BERTimbau Base [initial evaluation] 0.664 0.62 0.715
BERTimbau Large [initial evaluation] 0.519 0.470 0.575
Albertina 100 M PT [initial evaluation] 0.582 0.552 0.615
BERTimbau Base’ [final evaluation] 0.678 0.611 0.762

The superior performance of the BERTimbau Base model can be attributed to several
properties of transformer architectures: the self-attention mechanism allows the model to
focus on relevant parts of the legislative text dynamically, capturing long-range dependen-
cies and contextual relationships that are crucial for understanding complex legal language.
Moreover, as previously mentioned, the model was pre-trained on the extensive braC
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dataset, which includes 2.7 billion tokens. This extensive pre-training phase enables the
model to acquire a deep understanding of the Portuguese language, significantly boosting
its performance on downstream tasks. The fine-tuned model shows a Recall of 0.762,
Precision of 0.611, and Fl-score of 0.678.

In other words, the system is currently able to identify, on average, 76.2% of the
administrative burdens present within a legal document (i.e., Recall score). On the other
hand, the Precision score indicates that from all passages returned by the system, 61.1%
actually contains an information obligation. Although this indicates that a fair amount of
the predictions will be false positives, for the day-to-day use of the proof of concept, one
could argue that it is preferable to have a higher Recall even if it means sacrificing some
Precision. The reason is that it is less time-consuming to review whether the identified
passages have an administrative burden than look for those missed by the system within
the entire text.

In addition to transformer-based models, we evaluated the performance of traditional
machine learning approaches (e.g., support vector machines (SVMs), decision trees, and
random forest) on the administrative burden detection task. These models have been
widely used in NLP but present significant generalization challenges when applied to
complex legal texts. Specifically, classical ML methods rely on handcrafted features, such as
TF-IDF and word n-grams [46], which are insufficient for capturing the semantic structures
of legislative language. Moreover, by treating words as independent features, they ignore
sentence structure and context, making it difficult to detect implicit administrative burdens.

In our experiments, traditional models such as SVM and random forest achieved
F1-scores of approximately 0.45, significantly lower than the 0.678 F1-score of BERTimbau
Base. Moreover, recall scores for classical models remained below 0.50, indicating their
limited ability to identify burdens comprehensively.

Thus, while traditional machine learning approaches may work for simpler NLP tasks,
they are insufficient for administrative burden detection in legislative texts. BERTimbau and
Albertina provide a domain-adapted solution with superior performance in understanding
and classifying legislative obligations, making them the optimal choice in the context of the
AI4IA project.

To assess the combined performance of the human expert supported by the AI4IA
system, rigorous experiments were conducted with the collaboration of three independent
experts. Initially, we selected ten documents representing national legislation derived
from transposed EU directives, each previously annotated with ground truth examples
of administrative burdens. The first step involved training the three experts on the AI4IA
system to ensure a consistent understanding of its functionalities and the specific criteria
for identifying administrative burdens. Each expert was tasked with analyzing the same set
of documents through the system’s graphical user interface. They were provided with the
preliminary report generated by the AI4IA system as a foundational reference. This report
included identified administrative burdens, which the experts then reviewed critically.
During their analyses, the experts were encouraged to provide comprehensive feedback on
the identified burdens (this included both removing any inaccurately flagged information
obligations and adding any additional obligations they deemed relevant). Following their
independent evaluations, the feedback from all three experts was synthesized to create a
consolidated final list of identified and validated administrative burdens. This collaborative
approach not only mitigated potential bias from a single annotator but also enriched the
analysis through diverse expert perspectives.

To assess the effectiveness of the AI4IA system in supporting the expert reviews, we
compared the final consolidated list against the document’s ground truth. We calculated
the average number of administrative burdens identified by each expert, allowing us to



Technologies 2025, 13, 134

19 of 25

determine the system’s Recall. The results of these assessments, broken down by document,
are presented in Table 3. This evaluation process ensured that multiple expert viewpoints
informed the identification of administrative burdens, thus reinforcing the validity of
our findings.

Table 3. Experiments conducted with an impact assessment consultant analyzing transposed Por-
tuguese legislation with the support of the Al-based system.

Ground Al + Expert’s
Truth’s Expert Analysis .
Document Burdens Burdens Elapsed Observation
Count Count Time
Decreto-Lei n.°
87/2018 5 5 00:10:20 -
The expert identified
Decreto-Lei n.° one additional
80/2017 ' 16 17 00:18:05 burden not
considered in the
ground truth
Decreto-Lei n.°
17/2018 10 8 00:08:40 -
The expert identified
Decreto-Lei n.° three additional
78/2018 . 2 5 00:05:38 burdens not
considered in the
ground truth
The expert adjusted
(removed) the two
Lein.°32/2019 2 0 00:10:54 ambiguous burdens
considered in the
ground truth
Decreto-Lei n°
109-G/2021 23 20 00:17:42 -
Decreto-Lei n°
84/2021 7 7 00:15:50 -
Decreto-Lei n°®
73,/2020 8 6 00:16:21 -
Decreto-Lei n°
225/2006 5 5 00:09:43 -
Portaria n. 7 . 00:12:48 )

1320/2008

AI4IA has certain failure cases, which we have analyzed through manual review
of misclassified examples. In particular, the model may incorrectly classify information
obligations in two cases: (1) if they contain compliance-related terminology without actually
imposing an obligation; and (2) if they contain unusual legal formulations, such as highly
specialized sectoral regulations, may be misclassified due to limited training data. Table 4
presents passages that were misclassified by the system, along with proposed strategies to
mitigate these errors.
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Table 4. Examples of passages missclassified by the AI4IA system. Examples adapted from Por-

tuguese text.

Example Example Ground Model Potential Recommended
Type Passage Truth Prediction Cause Mitigation
Expand
The Procedural training data
competent laneuage with
- authority 5uag procedural
False Positive No burden Burden mimics
shall record compliance non-burdens;
the date of h P enhance
receipt”. phrasing negative
examples
“All Extend
stakeholders Historic non-burden
procedural examples
were event from
False Positive  consulted No burden Burden . - 1
rior to misclassified  legislative
Era ftine the as current history and
law” & requirement process
’ narratives
P Use of Train on
The L reporting
.. . authoritative
Ministry will verb (“will statements to
False Positive  publish the No burden Burden ublish”) distinguish
findings Py declarative
. mistaken for o
annually”. L vs. directive
obligation
tones
s}]f:l?t:fson Obligation Incorporate
re uéstp masked by more
False quest conditional conditional
. provide docu- Burden No burden L
Negative mentation to clause phrasing in
oversicht (“upon training
bo diess’ request”) samples
ni{lfilsbtéatlons Time- Annotate
completed no constrained more
False P requirements  passive-form
. later than 30  Burden No burden . .
Negative davs after embedded in  deadlines
iss?lance of passive and temporal
license” phrasing requirements
Soft Expand
“Institutions oblieation annotations
are expected hrfse d with
False to comply Py soft-mandate
. . Burden No burden using modal .
Negative with . patterns like
] . expression A W
data-sharing (“are expected to”,
protocols”. “recom-

expected to”)

mended to”

However, the combined effort of the AI4IA system and human experts has proven

highly effective in detecting the vast majority of existing administrative burdens. By

significantly accelerating the assessment process, the system reduces the time required

for impact evaluation from several hours (or even days) to just a few minutes. This rapid

“turnaround” not only enhances the efficiency of human experts but also allows for more

timely and informed decision-making. Moreover, the proposed system’s usefulness extends
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beyond speed; it enhances accuracy and consistency in the assessment process, mitigates
subjective biases, and frees up human experts to focus on more complex and nuanced
aspects of legislative analysis. Consequently, the AI4IA system represents a transformative
tool in the legislative impact assessment domain, offering substantial improvements in
productivity, reliability, and transparency. To provide a complete picture of the system’s
deployment feasibility, we describe the hardware and resource requirements of the AI41A
system. The analysis of legislative documents is currently executed on an instance with
eight virtual CPU cores (vCPUs) and 8 GB of RAM, which has proven sufficient for smooth
operation (i.e., lengthy documents are analyzed in approximately five minutes). Any
specifications above this configuration are only necessary for added throughput or safety
margin, not for baseline functionality. From a storage perspective, hosting 20 legislative
documents requires approximately 6.31 MB in the database. This demonstrates that AI4IA
is suitable for scalable deployment. Overall, the system can be deployed using standard
institutional or cloud-based infrastructure, without requiring specialized GPU hardware or
high-performance computing environments.

4.2. Reducing Administrative Burdens and Time Savings with AI41A

The reduction of administrative burdens is a critical concern for governments and
regulatory bodies worldwide, particularly in the context of legislative impact assessments.
These burdens often manifest as compliance costs for businesses, organizations, and indi-
viduals, which result from obligations such as maintaining records, filling out forms, and
submitting reports to government authorities.

The AI4IA system offers a powerful solution to this problem by automating the
detection of administrative burdens in legislative texts, significantly reducing the manual
effort required from legal experts. Traditionally, the task of reviewing legislation for
potential administrative burdens has been a time-consuming and labor-intensive process,
involving the careful examination of legal texts to pinpoint provisions that may impose
compliance obligations. This manual approach is not only resource-intensive but also prone
to variability, as different reviewers may interpret the same text differently.

One of the most significant benefits of the AI4IA system is the reduction in time re-
quired for legal experts to complete legislative impact assessments. Empirical results from
the system’s evaluation show that it can significantly reduce the time needed to review
legislative documents for administrative burdens. These time savings are critical in envi-
ronments where legal experts are often tasked with reviewing large volumes of legislative
text under tight deadlines. By automating the initial detection of administrative burdens,
the AI4IA system allows legal experts to focus on higher-level tasks, such as interpreting
the broader implications of the legislation, drafting amendments, or advising policymakers
on strategic regulatory decisions. The system thus not only improves efficiency but also
enhances the quality of the legislative process by freeing up expert resources for more
complex tasks.

The impact of time savings extends beyond the individual legal experts or government
agencies conducting the reviews. By streamlining the legislative impact assessment process,
the AI4IA system can accelerate the entire legislative cycle, allowing new or amended legis-
lation to be drafted, reviewed, and implemented more quickly. This speed is particularly
important in contexts where regulations must keep pace with fast-evolving industries, such
as technology, healthcare, and environmental protection. In these sectors, delays in the
legislative process can lead to regulatory gaps, where outdated or incomplete laws fail to
address emerging challenges. The AI4IA system helps mitigate these risks by ensuring that
the legislative process is both efficient and responsive to changing societal needs.
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Moreover, the automation provided by the AI4IA system enhances the consistency
and objectivity of the legislative impact assessment process. Manual reviews are inherently
subjective, as different reviewers may prioritize certain types of burdens over others or may
interpret the text differently based on their experience and expertise. The AI4IA system
provides a uniform approach to identifying administrative burdens, applying the same
criteria and algorithms across all texts. This uniformity reduces the likelihood of errors or
omissions and ensures that all burdens are treated with equal scrutiny, contributing to a
more transparent and accountable legislative process.

In summary, the AI4IA system offers significant advantages in terms of reducing
administrative burdens and saving time in the legislative impact assessment process. By
automating the detection of burdensome clauses in legal texts, the system alleviates the
workload on administrative personnel and legal experts, allowing them to focus on more
strategic and high-level tasks. The resulting time savings not only benefit individual
reviewers but also contribute to a faster, more efficient legislative cycle, improving the re-
sponsiveness and effectiveness of regulatory frameworks. As governments and regulatory
bodies continue to seek ways to streamline their processes, the AI4IA system provides a
solution for reducing administrative burdens and improving legislative outcomes.

5. Conclusions

The main objective of this research was to develop an Al-based system to automate
the legislative impact assessment (LIA) process by specifically targeting the detection of
administrative burdens from transposed EU legislation. To achieve this, we employed
a methodology centered around a BERT-based model. This model, initially trained on
common Portuguese language data, was fine-tuned for legislative documents to ensure
high accuracy and relevance in detecting administrative burdens.

The implementation of this system has significant implications for legislative impact
assessment experts. By automating the detection of administrative burdens, the system
allows experts to save substantial time, which can be redirected towards other critical tasks.
Furthermore, it enables the production of more timely and efficient LIA reports, enhancing
the overall effectiveness of the legislative assessment process.

While AI4IA demonstrates strong performance, several challenges remain. First, legal
language is complex, with obligations often expressed implicitly. Thus, while contextual
embeddings improve understanding, certain legislative nuances may still be misclassified.
The model’s robustness across different formulations requires ongoing refinement with
expert feedback. Second, the system is fine-tuned for Portuguese legislation, and its
generalization to other EU jurisdictions requires additional training on multilingual and
jurisdiction-specific legal corpora. For this reason, future work will explore transfer learning
techniques to adapt the model to new legal frameworks. Finally, while AI4IA achieves high
recall, false positives remain a concern, requiring expert intervention. Conversely, some
administrative burdens may remain undetected, particularly those embedded in indirect
legal references.

To address these challenges, future research will focus on expanding the training
corpus to include legal texts from additional jurisdictions, improving cross-border appli-
cability. Moreover, considering that legislative texts evolve (thus necessitating frequent
retraining to maintain model accuracy), future developments should incorporate active
learning to enable the system to dynamically learn from new legislative texts with minimal
manual intervention.

To expand the capabilities of the proposed AI4IA system, several research ideas can
be explored. One potential direction is to extend the impact assessment to cover social and
environmental aspects, providing a more holistic evaluation of proposed legislation. Addi-
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tionally, incorporating dynamic impact assessment mechanisms would allow the system to
adapt to changing conditions and continuously provide relevant insights. These enhance-
ments would further increase the value of the Al-based system, making it a fundamental
tool for performing a comprehensive legislative impact assessment exercise.
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