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1 Abstract

This paper explores the application of Large Language Models (LLMs) in the legal domain, uti-
lizing Retrieval Augmented Generation (RAG) to optimize the performance of Llama 2. First,
we demonstrate that integrating RAG with various prompting methods and a classification step
significantly enhances Llama 2-Chat’s effectiveness. Furthermore, we show RAG’s capability in
document selection and ranking, proving its utility in legal document analysis. Our findings affirm
the potential and merit of employing LLMs in legal settings. The study also opens avenues for
future research, including Query Expansion, further integration of ranking models with chatbots,

combining LL.Ms with tools, and exploring hybrid retrieval mechanisms.
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2 Introduction

Over the past decade, machine learning (ML) and natural language processing (NLP) domains
have produced various language models (LMs) with increasing complexity and performance (Paal3
and Giesselbach, 2023; Katz et al., 2023). Greater computational capabilities, better ML algo-
rithms, the improved availability of big data sets, and the reduced cost of data storage led to the
rise of large language models (LLMs). Compared to traditional LMs, LLMs are trained on far
greater amounts of training data from various domains (Zhao et al., 2023), allowing them to answer
complex questions, perform tasks in multiple languages, and generate outputs that blur the lines
between human-written and machine-generated texts (Hou et al., 2023). Following the publica-
tion of OpenAI’s ChatGPT 3.5 in November 2022, publications on generative artificial intelligence
and LLMs surged in popularity within industries and academia (Zhao et al., 2023). Large tech
companies like Meta and Google quickly followed up with their own LLMs, introducing various
open-source models and creating a playground for developers and users alike. Today’s landscape
of custom LLMs and training tools is diverse, and it continues to grow (Naveed et al., 2023). Our
project is focused on adapting an open-source large language model to function effectively in the
legal domain, aiming to tailor it for retrieval and ranking tasks specific to legal texts and to oper-
ate as a specialized chatbot within this field. Our work does not intend to deliver a “ready-to-use
product” but merely a proof of concept for the value proposition LLMS holds for the legal sector.
This thesis follows a clear structure to facilitate the reader’s understanding of the tools we
employed during our work and the reasoning behind our approach. Initially, we provide a brief
motivation to explain why this topic is relevant for the legal domain, employing the example of
price personalization. Then follows a literature review on legal artificial intelligence. We continue
with a section on the most important models and methods applied in our work, such as the Llama
2-Chat model by Meta and the concept of Retrieval Augmented Generation (RAG). Subsequently,
we move into the individual parts: Lorenzo’s part about methods to improve chatbot performance

and Anton’s part about retrieving and ranking relevant documents. Finally, we end the thesis with
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a brief conclusion.

3 Motivation

Several underlying factors drive the motivation for developing custom LLMs in the legal domain.
When enhanced with RAG, LLMs can expedite workflows by providing relevant information. The
integration of RAG and local LLMs tackles a primary obstacle, the concerns surrounding data
protection and privacy, especially present with legal work utilizing publicly accessible LLMs Char-
lotin (2023a). As we will delve into in the latter section, RAG provides a cost-effective method
for customizing a local or private LLM. This customization is crucial as it enables the selective
integration or exclusion of data sources from the external database, thus aligning more closely with
legal industry requirements.

Moreover, our research extends beyond just the implementation of RAG. We are dedicated to
optimizing the performance of local LLMs, with a specific focus on enhancing chatbot functional-
ities. Furthermore, we investigate various improvement strategies, such as fine-tuning LL.Ms and
exploring advanced document ranking techniques. Collectively, these efforts aim to tailor LLMs
better to serve the nuanced needs of the legal sector, ensuring they are both effective and compliant

with industry standards.
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4 Literature Review

Before discussing our selected approach and tools in more detail, we use this section to provide
the reader with a better understanding of the academic context of our work. Initially, we briefly
introduce legal artificial intelligence (legal Al) (Katz et al., 2023; Wu et al., 2023) and its various
applications. Next, we dive deeper into the role of language models LMs and LLMs in legal Al,
presenting several prominent publications. Subsequently, we briefly discuss Zero-shot, Few-shot,

and chain-of-thought prompting before moving on to review the role of data bias in an LLLM context.

4.1 Legal AI and LLM Applications

Legal Al encompasses all machine learning techniques and models aimed at enhancing and fa-
cilitating processes in the legal domain (Zhong et al., 2020; Katz et al., 2023; Wu et al., 2023).
Over the past decade, researchers developed a variety of legal Al applications with the potential to
change the future of legal work as we know it today (Charlotin, 2023b; Katz et al., 2023), reaching
from NLP models for legal language understanding (Chalkidis et al., 2022; Nawar et al., 2022),
over the summarization of legal texts (Bhattacharya et al., 2019; Jain, Borah and Biswas, 2021),
legal question answering (Xiao et al., 2021; Do et al., 2017), and judgment prediction (Strickson
and De La Iglesia, 2020; Xiao et al., 2021; Paul et al., 2023; Wu et al., 2023) all the way to court
view generation (Ye et al., 2018; Wu et al., 2020) and more (Wu et al., 2023). The introduction
of LLMs, often referred to as foundational models due to their broad basis of training data with
minor specialization (Bommasani et al., 2022), provided new direction and opportunities to legal

Al, offering researchers an adjusted toolkit of entirely new dimensions (Lai et al., 2023).

4.1.1 Custom Legal Language Models

Between the many applications of Al in law, the potential of LMs and LLMs in legal research is of

particular interest to our work. Although our work revolves around the customization of an LLM,
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and there are differences between LLMs and LMs, most of the scope of application for LMs could
be covered by an LLM (Zhao et al., 2023). We want to utilize the following section to provide
an overview of a few custom legal LMs, pre-trained language models (PLM), and LLMs and their
applications.

One of the first PLMs designed explicitly for processing long legal documents was ~Long-
former,” proposed by Xiao et al. (2021). Their approach was new in that they did not apply a
full self-attention mechanism but instead used a combination of local sliding window attention and
global task-motivated full attention to capture dependencies that lay further apart. Combining tech-
niques allows the "Longformer” model to encode documents with thousands of tokens, a challenge
that previous models were not able to tackle and provided a significant hurdle for legal LMs (Xiao
etal., 2021). Niklaus and Giofré (2022) continued to build on the ”Longformer” transformer model
to create a low-budget but state-of-the-art LLM. The authors employed the “replaced token detec-
tion task,” a method that helps LMs to learn word context by guessing the replaced token to reduce
computational costs and managed to create a capable summarization model.

Two prominent recent LLMs include "Lawyer LLaMA” by Huang et al. (2023) and "ChatLaw”
by Cui et al. (2023). To create "Lawyer LLaMA” Huang et al. (2023) developed an advanced
framework to adapt LLMs to domain-specific knowledge throughout a continuous training pro-
cess and added a document retrieval mechanism to mitigate the common problem of hallucinating
LLMs. This style of retrieval mechanism is very similar to the process for retrieval used by RAG.
We will elaborate on this mechanism in a later section. While their work mostly focused on legal
information regarding marriage-related problems, they still created a framework with large poten-
tial for other areas (Huang et al., 2023). The openly available versions of "Lawyer LLaMA” are
capable of providing legal advice, analyzing legal cases, and generating legal articles (Lai et al.,
2023). Similarly, "ChatLaw” was introduced by Cui et al. (2023) at Beijing University. Like Huang
et al. (2023), Cui et al. (2023) employed a vector database retrieval mechanism but enhanced it with
a keyword retrieval mechanism that allowed for the further reduction of inaccuracies. Furthermore,

Cui et al. (2023) introduces a self-attention mechanism to combat hallucinations.
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4.1.2 Emerging Abilities and Scaling

While general LMs and LLMs are no new concepts, Zhao et al. (2023) rightly points out that
recent advances have led to an evolution of LMs, becoming capable of solving tasks of far greater
complexity. Among the drivers of development, only second to the introduction of transformer
architectures, which revolutionized the field of NLP by providing a more efficient, scalable, and
effective way to process and understand language (Han et al., 2021; Zhao et al., 2023; Katz et al.,
2023), comes the scaling of models and their so-called “emergent abilities” (Rosa et al., 2022; Wei
et al., 2022).

Emergent abilities are those abilities that arise with model size and do not underlie strict scaling
laws (Wei et al., 2022). The most frequently discussed emergent abilities are Zero-shot or Few-shot
reasoning, i.e., tasks for which a model is prompted with no examples or, in the latter case, only a
few examples (e.g., Brown et al. (2020)). LLMs’ Few-shot learning capabilities were first pointed
out by Brown et al. (2020), demonstrating that Few-shot prompting could enable performances on
par with those that were previously only achieved by state-of-the-art fine-tuning approaches (Brown
et al., 2020). About two years later, Wei et al. (2022) published a paper introducing the notion of
chain-of-thought prompting, a method of dividing tasks into a series of intermediate reasoning
steps for the model to complete that enabled LLMs to perform tasks of even greater complexity
than before. Their results showed potential for areas in arithmetic, symbolic, and common sense
reasoning and have since led to the wide adoption of chain-of-thought prompting in the academic
community (see: Wang et al. (2022); Wei et al. (2022).

Since the introduction of the notions of Few-shot prompting by Brown et al. (2020) and chain-
of-thought prompting by Wei et al. (2022), employing combinations of the three prompting styles
(including Zero-shot prompting) has become common practice for performance evaluation (e.g.,
Zhou et al. (2023); Blair-Stanek, Holzenberger and Van Durme (2023), and researchers continue
to explore their use cases in various legal contexts (e.g., Rosa et al. (2022); Blair-Stanek, Holzen-
berger and Van Durme (2023); Zhou et al. (2023)). To give an example, take Rosa et al. (2022)

who followed up on previous research regarding the Zero-shot capabilities in legal case entailment

8
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tasks (a task to identify paragraphs in one legal case that entail decisions in another (Li et al.,
2023a)) by Rabelo, Kim and Goebel (2021) and similar work on the research of scaling effects to
experiment with Zero and Few-shot performance. Their work showcased the potential of LLMs in
legal entailment tasks and proved once again how larger LLMs, meaning models with more param-
eters, show great performance improvements in Zero-shot and Few-shot contexts, so much so that
models with greater parameter count and little to no domain-specific training data can outperform
smaller models containing domain training data (Rosa et al., 2022). Other examples of research on
legal Al including the aforementioned emerging capabilities, include the investigation of GPT’s
ability to perform statutory reasoning (Blair-Stanek, Holzenberger and Van Durme, 2023), the pre-
diction of relevant law articles for legal cases (Chen, Chiang and Wu, 2022), and the classification

of controversial issues in legal documents (Fang et al., 2020).

4.2 Bias and LLM Data

The rapid advancement of LLMs like GPT-3 presents a complex landscape of ethical challenges,
particularly in the realms of bias and discrimination Sun (2023). While LLMs carry vast trans-
formative potential across sectors, researchers repeatedly point out that they carry the risk of per-
petuating and even amplifying biases present in their training data. For instance, racial bias in
algorithms like COMPAS Brackey (2019) and anti-queer bias in models like BERT Felkner et al.
(2022) highlights the central problem of algorithmic discrimination. These biases, rooted in his-
torical and systemic inequalities, can lead to discriminatory outcomes, especially in sensitive ap-
plications like legal judgments and societal analysis Lai et al. (2023). Although approaches to
battling bias in language models exist, for intrinsic bias, applicable during pre-processing (e.g.,
(Zmigrod et al., 2019; Stahl, Spliethover and Wachsmuth, 2022)), in-processing (e.g., (Webster
et al., 2020; Ahn and Oh, 2021)), and post-processing phase of LLMs, and for extrinsic bias (e.g.,
Dixon et al.dixon2018measuring Li et al. (2023b); Panda et al., panda2022don) bias continues to
be an active problem. Investigations by researchers (Hemmatian, Baltaji and Varshney, 2023) how

the effects of de-biasing can be diminished through continued model development.
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5 Large Language Models

5.1 Alternatives

LLM:s are categorized either categorized as open and closed models. Open models, such as BLOOM,
LLaMa, and Falcon, are available for public use and modification, offering transparency and collab-
orative potential for the research community. On the other hand, closed models are proprietary and
often restricted in terms of access and adaptability. Among the closed models, ”product” LLMs like
ChatGPT, BARD, and Claude have undergone extensive fine-tuning to align closely with human
preferences, enhancing their usability and safety for end-users. These product LLMs typically out-
perform open models regarding user interaction quality, as they are optimized through substantial
computational resources and human annotation (Touvron et al., 2023).

For research purposes, however, open-source models are more valuable. They allow for re-
producibility, transparency in methodology, and the ability to build upon previous work, which
is crucial for advancing the field. Open-source models enable researchers to explore the inner
workings of these complex systems, experiment with modifications, and understand the impact of
various training techniques, which is often impossible with closed models. (Liu et al., 2023b).
Furthermore, a comprehensive overview of open LLMs is available on GitHub, facilitating in-
formed decision-making for integrating language models into commercial products and services

(Yan, 2023).

5.1.1 Rationale for choosing Llama 2

The two main reasons for choosing Llama 2 over other LLLMs are its open-source status and per-
formance benchmarks. Llama 2’s designation as an open-source model significantly enhances its
appeal in academic and practical applications by offering unrestricted access to its foundational
technology. Regarding performance, Llama 2 stands out for its competitive results, particularly in

key areas such as helpfulness and safety, demonstrating capabilities that rival or even exceed those

10
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of closed-source models (Touvron et al., 2023). This combination of open accessibility and robust

performance makes Llama 2 a compelling choice.

5.2 Llama?2

Llama 2 is a collection of LLMs encompassing a range of models with parameters varying from
7 billion to 70 billion. The collection includes Llama 2-Chat, fine-tuned models specifically opti-

mized for dialogue applications (Touvron et al., 2023).

5.2.1 Llama 2 Base model

Using standard evaluation benchmarks, Llama 2 base models demonstrate a performance that sur-
passes that of many other models with comparable sizes. Additionally, there is a positive relation-
ship between model size and performance. This trend suggests that the larger Llama 2 models are
well-suited to handle more complex and nuanced tasks, positioning them as strong contenders for
academic research and practical Al applications. However, even the smaller models display strong
performance metrics, establishing them as viable options for research-focused activities (Touvron

et al., 2023).

5.2.2 Llama 2-Chat model

The chat version of Llama 2 is developed in three steps. First comes the pre-taining of the base
model. Then, an initial version of the chat model is created using supervised fine-tuning. Finally,
the model is refined using Reinforcement Learning with Human Feedback (RLHF) methods, in this

case, rejection sampling and Proximal Policy Optimization (PPO) (Touvron et al., 2023).

5.2.2.1 Reinforcement Learning with Human Feedback

After the initial supervised fine-tuning, RLHF is used to align the model further with human pref-

erences. This method commences by creating human preference data, where annotators create a

11
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prompt and receive two model-generated responses, varying in temperature and hyperparameters.
The annotator selects the preferable response and rates the degree of its superiority over the al-
ternative. This preference data then informs the training of a reward model, which evaluates a
combination of the prompt, model response, and historical context, producing a scalar score that
reflects the output’s quality. Meta employed two reward models, one for safety and one for help-
fulness. Subsequently, PPO and rejection sampling are employed to refine the model based on
the reward model’s feedback. PPO methodically updates the model’s policy to optimize rewards,
ensuring minimal deviation from the previous policy for consistent training. Rejection sampling
complements this by generating multiple responses and selecting the responses with the highest
quality as per the reward scores. This approach guarantees the continuation of only the most effec-
tive responses, progressively elevating the model’s performance. The refined model is then used
to generate new human preference data sets. This cycle of generating preference data, refining the
model, and employing the updated model for further data generation is repeated multiple times,
each iteration enhancing the reward model and, consequently, the overall effectiveness of Llama

2-Chat (Touvron et al., 2023).

5.2.2.2 Evaluation of Llama 2-Chat

As noted by Touvron et al. (2023), determining the best practices for evaluating an LLM remains
a topic of ongoing research, with human evaluation currently considered the most reliable stan-
dard. Despite this, an enhancement in the reward model is directly linked to improvements in
the chat model’s performance. In their approach to determining the reward model’s accuracy, the
researchers set aside 1000 examples each time they collected human preference data. They also
incorporated publicly available alternatives to establish a comparative baseline. The reward models
underwent evaluation focused on helpfulness and safety, achieving scores of 70.4 and 64.3, respec-
tively. Notably, this performance surpasses that of GPT4, underscoring the high quality of Llama

2-Chat (Touvron et al., 2023).

12
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5.2.3 Rationale for Using the Chat-Version

As highlighted earlier, aligning the baseline model more closely with human preferences and adapt-
ing it for chat interactions demands considerable effort and resources, exceeding the scope of our
research. Therefore, opting to use a pre-tuned chat model rather than fine-tuning the base model

ourselves enables a more direct focus on achieving the paper’s objectives.

5.2.4 Rationale for Using the 7B Version

Considering the resource constraints, the 7B model emerges as the practical choice. Its relatively
smaller size offers faster processing, albeit with a trade-off in accuracy (Touvron et al., 2023).
Attempts to load the 13B model proved unsuccessful due to the limitations of the available server
capacity. Thus, the 7B model is the sole viable option under the given circumstances. However,
future research endeavors are encouraged to explore the larger models to reassess and potentially

enhance the findings.

5.3 Accessing Llama 2

Accessing Llama 2 requires the completion of a form on the official webpage (Meta Al, 2023).
Once access is granted, there are two ways to download Llama 2. The first method involves fol-
lowing the guidelines provided on Meta’s GitHub profile. Alternatively, a simpler approach is to
load the model directly from Huggingface. For this, one must request access again on Huggingface
using the same email registered on the Meta webpage. After access is approved, the model can
be downloaded using the login package from hugging face_hub or cloning the repository directly

from Huggingface.

13
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5.4 Deploying Llama 2

Several deployment methods are available for Llama 2. One approach involves utilizing the AutoTokenizer
and pipeline from the tokenizer package. Alternatively, a more user-friendly option with an inte-

grated interface is available through the LMFlow GitHub page (Diao et al., 2023).

5.5 Prompting Llama 2

Prompting the Llama 2-Chat model requires using a specific format to achieve good results. The

prompting format for chatbot interactions with a system message can be seen in Figure 1.

<s>[INST] <<SYS>>
{your_system_message}
<</SYS>>
{user_message 1} [/INST]

Figure 1: Prompting Llama 2 - With System Message

When prompting without a system message, it is crucial to adhere to the format displayed in Figure
2. Deviating from these formats can significantly diminish the quality of the output. While the
default system message instructs the chatbot to maintain respectfulness (Utils, 2023), replacing

this default with context-specific information or chat history is possible.

<s>[INST] {user message 1} [/INST]

Figure 2: Prompting Llama 2 - Without System Message

14
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6 Retrieval Augmented Generation (RAG)

6.1 Overview

RAG, developed by Lewis et al. (2020), marks a crucial advancement in language model technol-
ogy, particularly for tasks requiring comprehensive external knowledge. Despite their proficiency
across various tasks, traditional LLMs often encounter challenges in dealing with knowledge-
intensive queries. RAG addresses this shortfall by merging an information retrieval component
with a sophisticated text generation model. This combination substantially enhances the factual
accuracy and overall reliability of the responses generated. In LLMs, parametric memory is the
information ingrained within the model’s parameters, creating an implicit knowledge base through
extensive training on diverse datasets. This intrinsic knowledge enables the models to generate
informed responses, but they struggle with updating their knowledge, clarifying the reasoning be-
hind their outputs (Lewis et al., 2020), and can produce hallucinations (Azamfirei, Kudchadkar and
Fackler, 2023). Non-parametric memory, in contrast, involves accessing external, explicit knowl-
edge sources, such as databases, allowing the model to retrieve and integrate up-to-date informa-
tion, thus enhancing its responses. RAG combines these two forms of memory, utilizing a neural
pre-trained retriever for non-parametric memory access. This configuration allows the models to
remain up-to-date and accurate, overcoming the traditional constraints of static knowledge (Lewis

et al., 2020).

6.2 Comparison to Extraction Models

RAG outperforms other models in handling a diverse range of question types by blending the gen-
erative strengths of closed-book models with the comprehensive retrieval abilities of open-book
approaches. Instead of relying on complex pre-training, RAG uses a dynamic retrieval approach
that pulls from an external knowledge base to support its internal, parametric knowledge. This

approach leverages contextual cues within source documents for answer generation, utilizing in-
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formation even when the explicit answer isn’t directly present in the documents, enabling RAG to
produce correct answers in scenarios where traditional extractive models would fail. In instances
where the answer isn’t directly found in the documents, RAG demonstrates 11.8% accuracy, high-
lighting its effectiveness compared to extractive models that would yield no correct responses in
these situations. This capability marks a significant advantage over conventional models, position-
ing RAG as a more versatile and up-to-date tool for knowledge-intensive applications (Lewis et al.,

2020).

6.3 Effectiveness of RAG in Various Domains

RAG enhances the utility of LLMs by integrating their broad knowledge bases with specialized
domain-specific information. This unique capability significantly boosts the LLMs’ effectiveness
across various fields. Domains that demand detailed knowledge, which might not be covered by the
LLM:s inherent parametric knowledge, particularly gain from RAG’s approach (Lewis et al., 2020).
RAG?’s ability to incorporate domain-specific information into LLMs could prove invaluable in the
legal domain, where practitioners frequently engage with unique client documents and specialized

research.

6.4 Challenges and Limitations

While RAG models have shown remarkable capabilities in enhancing LLMs, they are not without
limitations. Significant challenges lie in their inherent complexity and the need to handle long in-
puts. These limitations require the model to manage extensive data efficiently. Moreover, there is
an evident need for the integration of re-ranking mechanisms within RAG models. These mech-
anisms are vital in refining the accuracy of results, ensuring that the most relevant and precise
information is retrieved from the knowledge base. This aspect is crucial for maintaining the overall

effectiveness and reliability of RAG models in various applications (Cai et al., 2022).
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6.5 Implementing RAG with LangChain

LangChain provides specialized components designed for the development of RAG applications.
The process of developing a RAG application encompasses five steps: loading data, splitting the
text data into chunks, embedding the chunks and saving them in a vector store, retrieving relevant
chunks based on the query, and generating an output with an LLM using the retrieved context
(LangChain, Inc., 2023d). While many document loaders, transformers, vector stores, embedding
models, and chat models exist, the ensuing section will concentrate on the general process and not

emphasize specific tools.

6.5.1 Loading the Data

This step retrieves data from many sources, encompassing webpages, text files, databases, and
other digital formats. The primary goal is to transform this acquired data into a uniform, simple
text format. This process is crucial for the subsequent stages of the application, which rely on

text-based analysis and processing (LangChain, Inc., 2023d).

6.5.2 Splitting the Data

Once the data is loaded and converted into plain text, it is essential to split it into smaller segments
before storing it in the vector store. Text splitters serve this purpose effectively. They ensure the
data is broken down into manageable parts, facilitating efficient storage and retrieval. Furthermore,
this division is beneficial for data indexing, making it more searchable, and also crucial for effec-
tively feeding the data into a model. Given the finite context window of most models, large chunks
of text can pose challenges in processing and analysis. Smaller segments, however, can be more
easily navigated, searched, and fit within a model’s processing capabilities. This step ensures that
the data is optimally prepared for detailed examination and interaction with the model, enhancing

the overall efficiency and accuracy of the system (LangChain, Inc., 2023d).

17
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6.5.3 Storing Data in Vector Form

After splitting the text into smaller chunks, the next step involves storing and indexing these seg-
ments for efficient retrieval. This task is typically accomplished using a vector store combined
with an Embedding model. The vector store functions as a database, organizing and maintaining
the text splits, while the Embedding model transforms these text segments into vector representa-
tions. These vectors are then indexed within the vector store, enabling rapid and precise searching
capabilities. This process is fundamental for quick access and retrieval of relevant information.

Additionally, relevant metadata can be stored for later use (LangChain, Inc., 2023d).

6.5.4 Retrieval Process

When a user input is provided, the system initiates a retrieval process using a Retriever component.
This Retriever is designed to search the stored data efficiently, specifically, the text splits within
the VectorStore. By leveraging the vector representations of these splits, the Retriever can quickly
identify and fetch the most relevant segments of text that match the user’s query. A wide range
of similarity metrics and scoring systems are available to customize the functionality of the Re-
triever. These tools allow for fine-tuning the Retriever’s performance to align with specific needs

and objectives (LangChain, Inc., 2023d).

6.5.5 Generation with RAG

In the final step of the process, a Chat Model or LLM generates a response. This response is
based on a prompt that integrates both the original user question and the data retrieved in the pre-
vious steps. Incorporating retrieved data ensures that the answer produced is not only contextually
relevant but also enriched with specific information pertinent to the query, enhancing the overall

accuracy and informativeness of the model’s output (LangChain, Inc., 20234d).

18
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6.5.5.1 Adding Context to Llama 2

When integrating Llama 2 with context, it’s crucial to include this context within the system mes-
sage (Figure 1). The system message is a key component that guides the model in understanding
the context of the conversation or the query. By embedding the necessary context directly into the

system message, Llama 2 is better equipped to provide relevant and accurate responses.

6.6 Working with Long Contexts

In LLMs, especially when handling long contexts with over ten retrieved documents, there’s a
significant issue where information in the middle of the context often gets overlooked. To mitigate
this, a strategic approach involves reordering the documents after retrieval. This reorganization
prioritizes the most relevant information, ensuring it’s positioned at the beginning and end (Liu
et al., 2023a). LongContextReorder from LangChain can be used to perform the reorganization

(LangChain, Inc., 2023c¢).
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7 Methods to Improve Chatbot Performance

7.1 Introduction

This study evaluates various strategies to enhance chatbot performance. The primary aim was to
investigate the influence of RAG and diverse prompting methods on the performance of chatbots,
with a special emphasis on how these techniques could augment the models’ capabilities in han-
dling questions about the domain of price personalization. The research adopted a comprehensive
methodology involving data collection, storage, and, subsequently, the use of RAG in combina-
tion with various prompting methods. A structured questionnaire was employed to evaluate the
performance of these models, covering both general and specific aspects of price personalization
and closely related areas. The key findings highlight the effectiveness of RAG in boosting LLM
performance and reveal the varying impacts of different prompting methods on model accuracy.
Additionally, the research underscored the value of integrating filtering or classification steps when
using LLLMs with RAG, which notably enhanced their proficiency in dealing with detailed, context-
specific questions, thus demonstrating the potential of this approach in refining the performance of

LLM:s in real-world applications.

7.2 Methodology

7.2.1 Data Collection and Preparation

To create a dataset, co-advisor Professor Fabrizio Esposito from the Faculty of Law, Universidade
Nova de Lisboa, recommended using the top ten pages from Google Scholar when searching “’price
personalization AND law” and ”personalized price AND law.” This gives a comprehensive collec-
tion of papers relevant to price personalization. The papers can be downloaded in PDF format and
are stored locally. Using PyPDF Loader from LangChain, these documents can be loaded in a for-

mat that allows subsequent processing and storage in a vector database.
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For RAG to work accurately, the data needs to be prepared by dividing the texts into chunks and
ensuring they have a consistent format. In this step, it is crucial to perform the formatting after the
chunking because the RecursiveCharacterTextSplitter from LangChain uses separators such as
newlines and similar expressions to create chunks that have a semantic connection. These separa-
tors are removed in the subsequent formatting step. The resulting chunks are then stored with rele-
vant metadata, including the publisher, title, author, and citation, using Hugging face Embeddings.

(For more information on vectorization and storage, please refer to section 6.5.3).

7.3 Model Variations

Five different variations of the 7B Llama-2-Chat model will be evaluated. Initially, a model without
any alterations, then two variations, respectively, using RAG with cosine similarity and maximum
marginal relevance (MMR). The final two versions once again employ cosine similarity and MMR,

this time filtering documents before initializing RAG.

7.3.1 Cosine Similarity and Maximum Marginal Relevance

RAG retrieves the most relevant chunks stored in the database, as explained in section 6.5.4. To
perform vector retrieval, both cosine similarity and MMR can be employed. Cosine similarity se-
lects strictly the most relevant chunks by similarity to the query (Rahutomo, Kitasuka and Aritsugi,
2012). MMR, on the other hand, chooses the document that maximizes a combination of both rel-
evance and diversity. This is particularly useful in scenarios where users might want a wide range
of information on a topic rather than multiple similar documents or answers that all say essentially
the same thing (Carbonell and Goldstein, 1998). To measure the difference in performance, both

Cosine Similarity and MMR are separately evaluated during the testing.
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7.3.2 Additional Filtering

A strategy presented by OpenAl to improve RAG performance is an additional classification step
to more accurately select relevant embeddings (OpenAl, 2023). The filtering can be done auto-
matically with a classification tool (OpenAl, 2023), a technique beneficial for users with limited
database knowledge. Another option is to let the user select documents relevant to the query. Since
I focus on users who have extensive knowledge in the legal domain, the testing will revolve around
manual document selection. Nevertheless, determining the efficiency of automatic document se-

lection in combination with a chatbot and RAG should be considered by future research.

7.4 Rationale Model Variations

Employing models without RAG or filtering is crucial to establish a baseline. The comparison with
RAG models highlights RAG’s potential to improve the performance of chatbots. Implementing
cosine similarity and MMR as distinct similarity measures further reveals their varying impacts on
model efficiency. Lastly, incorporating a filtering or classification step, which targets information
directly related to the query, illustrates how focusing on relevant data sources can significantly
refine the model’s output and effectiveness. Therefore, using these five model variations provides

a comprehensive analysis of the different aspects influencing model performance.

7.5 Prompting Methods

To further investigate methods to improve LLLM performance, the prompting methods Zero-shot
prompting, Few-shot prompting, Chain-of-Thought (CoT) prompting, and a variation of Self-
consistency will be tested. These four methods will be evaluated with all five models, resulting

in twenty different combinations.
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7.5.1 Zero-Shot Prompting

Research has demonstrated that LLms can perform tasks "Zero-shot” (Kojima et al., 2022). When
models are given prompts that specify the expected action or response, the model can infer the
correct approach by leveraging the broad knowledge base the model was originally trained on.
This is especially useful when gathering a large, task-specific dataset is impractical. Furthermore,
not including examples reduces token usage and, consequently, the costs per query (Kojima et al.,

2022).

7.5.2 Few-Shot Prompting

LLMs have notable capabilities in Zero-shot tasks but tend to underperform when given more
complex tasks within the same setting. Few-shot prompting is a technique that uses in-context
learning by incorporating example demonstrations directly into the prompt. These demonstra-
tions help condition the model for improved performance on subsequent tasks, where it is ex-
pected to generate responses based on the context provided by these examples (Brown et al.,
2020). This paper adopts three-shot prompting as its methodology, incorporating three distinct
examples. When using the Llama 2-Chat model, it is important to use the correct format to
create these examples. The example questions and answers must be presented in this format:
[INST| example question [/INST| example answer. Not using this format will result in the model

interpreting the examples as questions and answering them as well.

7.5.3 Chain-of-Thought Prompting

Chain-of-thought (CoT) prompting was introduced by Wei et al. (2022). It enhances complex
reasoning in LL.Ms by introducing intermediate reasoning steps. This approach, when combined
with Few-shot prompting, significantly improves outcomes on complex tasks that require reasoning
before generating a response (Wei et al., 2022). As in section 7.5.2, using the correct format to

demonstrate the reasoning path is very important.
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7.5.4 Self-Consistency

Self-consistency is a sophisticated prompt engineering technique introduced by Wei et al. (2022).
The goal is to improve the basic greedy decoding approach commonly used in CoT prompting.
The method involves generating multiple, varied reasoning paths by using Few-shot CoT prompt-
ing. These multiple paths are then analyzed to identify the most consistent answer. This technique
enhances the effectiveness of CoT prompting, particularly in tasks that require arithmetic calcu-
lations and commonsense reasoning (Wei et al., 2022). Due to resource constraints, traditional
Self-consistency is out of scope for this paper. Alternatively, selecting the most common answer
among Zero-shot, Few-shot, and CoT prompting was employed. Nonetheless, I encourage fur-
ther research to determine the performance of traditional Self-consistency in combination with the

aforementioned models.

7.6 Rationale for Prompting Methods

Zero-shot prompting is crucial to gauge the fundamental abilities of large language models, estab-
lishing their base-level performance (Kojima et al., 2022). Few-shot prompting further reveals a
model’s capacity to learn from just a few examples, showcasing adaptability (Brown et al., 2020).
CoT prompting specifically assesses reasoning skills by breaking down complex problems (Wei
et al., 2022). Self-consistency, in contrast, focuses on the model’s reliability and the consistency of
its outputs (Wang et al., 2022). Employing these various prompting methods provides a compre-

hensive evaluation of the different facets and capabilities of the model variations.

7.7 Results and Analysis

7.7.1 Testing Approach

The models were tested with a questionnaire containing 60 questions about price personalization.

To facilitate testing, the number of papers was reduced to one-fourth of the Papers presented in
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section 7.2.1. The Questions encompass multiple choice (11), alternative-response questions (15),
and open-ended questions (34) to assess the performance across a variety of question formats.
Considering that the questions will mostly be open-ended in a real-world scenario, this category
contains the most questions. Moreover, half of the questions are general questions about price
personalization and closely related areas, and the other half are specific to the topics mentioned
in the papers. This distribution was added to determine whether RAG retained its established
knowledge and supplemented it with new insights. The model’s output was assessed on a scale from
0 to 1, demonstrating the accuracy of the output compared to a predetermined optimal response.
While it can be difficult to give an exact number on the accuracy of a response of this type (Touvron
et al., 2023), special care was taken to ensure that the score is comparable between the different
approaches, ensuring the comparability of the outcome. Hence, when looking at the results, the

magnitude of accuracy is less important than the relative difference between scores.

7.7.2 Performance Evaluation

Figure 3 shows the outcome of the testing and demonstrates that RAG improved the base model
performance significantly. An additional filtering step improved the performance even further.
Both cosine similarity and MMR produce near-identical results for Self-consistency. Nevertheless,
MMR performed slightly better with Zero-shot and Few-shot prompting. Cosine similarity, on the
other hand, worked marginally better with CoT prompting. While all prompting methods notably
increased the performance of the Zero-shot base model, the same can not be said for the RAG
models. Few-shot prompting generally decreased or maintained the accuracy, RAG (MMR) with
filtering being the only exception. CoT and Self-consistency, on the other hand, increased the

performance of every model except for RAG (MMR).
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Prompting RAG (Cosine RAG MMR & RAG Cosine &
Methods ooy RO G Similarity) Filter Filter
Lol 47,50% 74,58% 71,25% 84,58% 85,00%
prompting
Lo 51,25% 70,83% 69,17% 88,33% 85,00%
prompting

it oif Mime 57,50% 73,33% 74,58% 85,83% 87,08%
prompting

Self-consistency 54,17% 72,92% 73,75% 86,25% 86,67%

Figure 3: All Questions

7.7.2.1 Performance Evaluation - General and Specific Questions

As outlined in section 7.7.1, the questionnaire is evenly divided between general questions about
price personalization and specific questions related to the dataset used for contextualizing the mod-
els with RAG. This division helps assess RAG’s influence on general question performance and its
efficacy in providing the model with extra data for complex queries. As Figures 4 and 5 demon-
strate, the baseline model achieves an average accuracy of roughly 75%, indicating its effectiveness
in addressing general questions. The incorporation of RAG enhances this performance to approxi-
mately 86%. Implementing an additional filtering step boosts the average accuracy to around 90%,
indicating that when using RAG, the model not only retains its general knowledge but also expands
it. However, the baseline model’s mean accuracy of 29.79% for specific questions highlights a
significant drop in performance when moving away from general knowledge. The introduction of
RAG improves accuracy to around 59%, nearly doubling it. Introducing a filtering step further
elevates this accuracy to over 80%. This improvement underscores the substantial impact of RAG,
yet it also emphasizes the necessity of an additional filtering step for answering document-specific
queries. As noted in section 7.3.2, this can be achieved through an expert user who filters for

relevant documents or a ranking tool.
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Prompting Methods | Base Model RAG (MMR) R:g‘(::;‘,;'e RAG MMR & Filter RAGF?“:;W & Prompting Methods | Base Model RAG (MMR) Rgi‘(]f::y“)“ RAG MMR & Filter RAGF?I‘:::‘“ &
Zeroshot promping|  74,17% 90,00% 83,33% 91,67% 91,67% Zero-shotprompting]  20,83% 59,17% 59,17% 77,50% 78,33%
Few-shot promping|  67,50% 85,00% 83,33% 89,17% 90,00% Fewshotprompting|  35,00% 56,67% 55,00% 87,50% 80,00%
e | 80,00% 85,83% 89,17% 88,33% 94,17% et | 35,00% 60,83% 60,00% 83.33% 80,00%
Selfcomsstency | 80,00% 85,83% 89,17% 91,67% 90,83% Selfconsistncy | 28,33% 60,00% 58,33% 80,83% 82,50%
Figure 4: General Questions Results Figure 5: Specific Questions Results

7.8 Comparative Analysis

The following section contrasts and compares the output of the different models and prompting
methods. The goal of this section is to understand how both model variations and Prompting
methods impacted the accuracy of the output. This assessment measures not only overall accuracy
but also breaks down accuracy by question type and in general and specific categories, offering
a fuller picture of where the various approaches excel and where they fall short. All presented

outcomes are available in figures 8 to 16 in the appendix.

7.8.1 Baseline Model

The Baseline model recorded an average accuracy of 52.6%, the lowest among all tested models.
CoT and Self-consistency emerged as the top performers, with CoT enhancing model performance
by 10% over Zero-shot prompting. Few-shot prompting also yielded an improvement, though it
was relatively minor. Regarding question categories, the model showed greater proficiency in gen-
eral questions, achieving an accuracy of 75.42%. However, it struggled with specific questions,
managing only a 29.79% average score. This disparity indicates that while the model possesses
substantial general knowledge, it lacks the expertise required for more specialized queries. Looking
at the performance per question type, it becomes clear that the baseline model is best at answering
alternative-response questions, followed by multiple-choice and open-ended questions. This sug-

gests the model’s capability to create a reasoning pathway autonomously is relatively limited. This
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outcome may be attributed to the deployment of the 7B model. Consequently, it is advisable to

reevaluate the findings using an alternative model, such as the 70B Llama 2 model, for comparison.

7.8.2 Impact of RAG and Filtering

Above all, RAG and filtering impacted the accuracy of the model output the most. The RAG models
improved the output by 19.95% compared to the base model’s average accuracy. The additional
filtering enhanced the regular RAG models by another 13.54%. While the mean difference between
the MMR and cosine similarity models was less than 1%, with MMR having a slight edge with and
without filters (0.31% and 0.73%, respectively), the performance for each question type varied

significantly.

7.8.2.1 RAG with MMR

Using RAG combined with MMR results in an accuracy close to 70% for each prompting method.
The mean accuracy for general questions is 86.67% and 59.17% for specific questions. This shows
that RAG enhanced the general knowledge of the model and almost doubled the specific knowl-
edge. Nevertheless, the accuracy of specific questions is quite low. While different prompting
methods increased the performance of all the other models, Zero-shot prompting performed best
for this model. RAG (MMR) worked particularly well for open-ended questions regardless of the
prompting method, with Few-shot, CoT, and Self-consistency improving the outcome produced
with Zero-shot prompting. The reason for a performance decrease with new prompting methods
was a sharp performance decrease for alternative-response and especially multiple-choice ques-
tions. With new prompting methods, the average score of multiple-choice questions decreased by
9.9% and for alternative-response questions by 4.6%. This highlights the importance of selecting

the appropriate prompting approach depending on the question type.
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7.8.2.2 RAG with Cosine Similarity

The RAG model with cosine similarity results in an accuracy of around 70% for each prompt-
ing method, just as RAG with MMR. The performance for general and specific questions is also
nearly identical. Nevertheless, the best-performing question category is not open-ended but mul-
tiple choice questions, followed by alternative-response questions and then open-ended. Hence,
using a different similarity measure greatly impacts the question type the LLM can answer best. It
is also noteworthy that the 91.91% accuracy for Zero-shot prompting is the highest performance
across all models for multiple-choice questions, tied with the RAG (cosine similarity) with a fil-
ter. When new prompting methods are introduced, there’s a decrease in the accuracy for Multiple
Choice questions from this high of 90.91%. In contrast, the accuracy of open-ended questions in-
creases with new methods, suggesting that these question types benefit from the additional context
or structured reasoning these methods provide. For alternative-response questions, the accuracy
remains relatively consistent across different prompting methods, except for Few-shot prompting,
where there’s a drop in performance to 71.43%, which is the only significant deviation from the

model’s generally stable performance in this question type.

7.8.2.3 RAG with MMR and Filter

Adding filtering to RAG (MMR) leads to an average accuracy of 86.25%. This is the highest
compared to all other models. The accuracy for general questions saw a modest enhancement
of less than 5%. However, the most significant progress was observed in the specific questions,
with an improvement of 23.13%. This notable enhancement underscores the value of incorporating
an extra classification phase when posing document-specific queries to the model. Examining the
results by question type, the high-performance pattern on open-ended questions and lower scores on
multiple-choice questions persists, particularly with Few-shot and CoT prompting, which yield the
highest scores for open-ended questions across all model variations. Alternative-response questions
achieve a score that is about 5% higher than multiple-choice questions and approximately 5% lower

than open-ended questions on average. Nonetheless, employing Few-shot prompting leads to the
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highest overall accuracy in alternative-response questions compared to all other models.

7.8.2.4 RAG with Cosine Similarity and Filter

The model using cosine similarity with a filter has an average accuracy close to 86%, which is
inconsiderably different from the model using MMR with a filter. While the score for general ques-
tions is slightly higher and the score for specific questions is slightly lower, this difference is also
negligible. As mentioned in section 7.8.2.2, this model has the highest score for multiple-choice
questions, with 91.91% using Zero-shot prompting and CoT prompting. Both Few-shot and Self-
Consistently scored around 10% lower in comparison. Moreover, the trend of new prompting meth-
ods improving the outcome of open-ended questions is also present when introducing the filter step,
again implying that these types of questions are positively influenced by the extra context or logical
structuring offered by these methods. Like the model using RAG MMR with a filter, alternative-
response questions do best with Few-shot prompting. This suggests that alternative-response ques-
tions might inherently resonate with the precise and targeted context given by Few-shot prompts,
especially when the context from RAG is directly related to the question. Conversely, when the
context is less accurate, as observed in the baseline model and models without a filter, Few-shot

prompting yields the lowest performance across all models for alternative-response questions.

7.8.3 Impact of Prompting Methods

Figure 3 showed that while new prompting methods significantly boosted the Baseline Model,
their impact was marginal on the models using RAG. To accurately gauge the effectiveness of var-
ious prompting methods when used alongside RAG, all average calculations will omit the baseline
model. The most effective prompting method was CoT prompting, achieving an average accuracy
of 80.21%, closely followed by Self-consistency at 79.90%. Few-shot and Zero-shot prompting
hovered around 78.5%, with Zero-shot being slightly more effective. This pattern was also ob-
served in the responses to general and specific questions but, on average, around 10% lower. The

only exception occurred with Few-shot prompting, which slightly outperformed Zero-shot prompt-
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ing in specific questions. Nonetheless, these variations in performance were generally small. How-
ever, understanding which prompting methods are effective with specific models and question types

is vital to selecting the appropriate prompting method based on the given situation.

7.8.3.1 Zero-Shot-Prompting

Although Zero-shot prompting demonstrated the second-lowest overall performance, its effective-
ness was still noteworthy. This method particularly excelled in multiple-choice questions with an
average accuracy of 84.04%. This is the highest among all other prompting methods. Zero-shot
prompting worked especially well in combination with models using cosine similarity, where it
achieved nearly 91% accuracy, a point underscored in sections 7.8.2.2 and 7.8.2.4. However, Zero-
shot prompting’s significant limitation was its performance with open-ended questions. Across all
prompting methods, Zero-shot prompting yielded poorer results for open-ended questions, only
achieving a score of 76%. This suggests that Zero-shot prompting is less effective at dealing with
the complexities of open-ended questions, possibly due to its limited capacity to interpret and adapt

to the nuanced context these types of queries often require.

7.8.3.2 Few-Shot-Prompting

Although the margin was small, Few-shot prompting emerged as the least effective method. This
trend held across various question types. Despite being competitive in alternative-response and
open-ended questions, Few-shot prompting did not outperform other methods in any specific cat-
egory. Its major drawback was evident in multiple-choice questions, where it achieved only 75%
accuracy, the lowest of all. Closer examination reveals that this underperformance in multiple-
choice questions was compounded by weaker results in both alternative-response and open-ended
questions, particularly in the absence of filters. However, as highlighted in section 7.8.2.4, fil-
ters significantly improved Few-shot prompting’s effectiveness in these question types. Given this

overall weak performance, I suggest reevaluating the results using more examples.
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7.8.3.3 Chain of Thought

CoT generally outperformed all other methods. Upon closer examination of different question
types, it’s apparent that this superior performance is largely attributed to its effectiveness in re-
sponding to open-ended questions. CoT achieved a success rate of 82.35%, surpassing all other
prompting methods. However, its performance in multiple-choice and alternative-response ques-
tions was relatively lower, hovering around 77.5% for both categories. This suggests that CoT’s
strengths lie more in handling the complexity and nuance of open-ended queries rather than the

more structured formats of multiple-choice and alternative-response questions.

7.8.3.4 Self-Consistency

Self-consistency ranked as the second-best category overall, displaying an accuracy nearly on
par with that of CoT. Analyzing the performance across different question types reveals a pat-
tern similar to CoT’s. Self-consistency showed strong results for open-ended questions, achieving
an accuracy of 81.62%. The scores for the other two categories, multiple-choice and alternative-
response questions, were also similar, each around 77.5%. Therefore, this indicates that Self-
consistency, much like CoT, excels in handling open-ended questions while maintaining consistent,
albeit slightly lower, performance in the more structured formats of multiple-choice and alternative-

response questions.

7.9 Discussion

7.9.1 Interpretation of Findings

In this research, the efficacy of various models in handling diverse question formats was evaluated
through a detailed 60-question survey focused on price personalization. The results highlighted the
success of RAG and filtering in significantly enhancing model performance. However, a notable

finding from the analysis was that despite this success, all prompting methods showed a diminished
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effect in improving the RAG models, starkly contrasting their considerable impact on the baseline
model’s performance. The RAG models employing MMR and cosine similarity each demonstrated
distinct performance profiles. For the RAG models with MMR, a consistent pattern emerged. Af-
ter introducing new prompting techniques, the model showed enhanced accuracy in open-ended
questions but exhibited reduced effectiveness for alternative-response and multiple-choice ques-
tions. In contrast, the cosine similarity models were particularly adept at multiple-choice questions.
However, while new prompting methods boosted their performance in open-ended questions, they
adversely affected their multiple-choice question accuracy. Integrating a filtering step uniformly
improved the performance of both MMR and cosine similarity models, particularly in addressing
specific, complex queries, with the most notable advancements observed in open-ended questions.
Chain of Thought and Self-consistency emerged as the most effective prompting methods, espe-
cially for open-ended questions. While not the strongest overall, Few-shot prompting proved par-
ticularly efficient for alternative-response questions within the specific framework of RAG models
enhanced by filtering. In contrast, though highly effective in multiple-choice questions, Zero-shot

prompting demonstrated limitations in handling open-ended questions.

7.9.2 Limitations and Future Work

7.9.2.1 Limitations

Several limitations were evident in the study’s methodology and questionnaire design. Using a
reduced set of papers for testing might have limited the models’ exposure to a wider variety of
data, potentially affecting the breadth and depth of the findings. This aspect is particularly rele-
vant since real-world scenarios often predominantly involve open-ended questions, and the current
distribution may not fully represent such scenarios. Future studies could benefit from employing a
more comprehensive dataset, enhancing the validity and applicability of the results. Additionally,
increasing the number of questions in future studies could provide a more comprehensive under-
standing of the subject matter. Furthermore, the analysis of the baseline model revealed its lower

average accuracy compared to other models, particularly in its ability to create reasoning pathways
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for specialized queries autonomously. This indicates the need for exploring alternative models,

such as the 70B Llama 2 model, which might offer more advanced reasoning capabilities. Lastly,

future research efforts should also explore adopting more advanced embedding models and vector

stores.

7.9.2.2 Future Work

Looking ahead in the field of language model research, the following areas represent key directions

for subsequent studies:

. Enhancing Capability for Open-Ended and Specific Questions: Given the complexity
and relevance of real-world applications, prioritizing the enhancement of models’ abilities to

process specific, detailed open-ended questions is of utmost importance.

. Vectorization of Model History: Implementing advanced vectorization techniques like ”Vec-
torStoreRetrieverMemory” (LangChain, Inc., 2023a) could significantly enhance the retrieval
capabilities of models by offering a more sophisticated method for models to access and uti-

lize their historical data, improving response accuracy and efficiency.

. Combining RAG with Classification Tools: Integrating a classification tool with RAG, such
as the ”Cohere Reranker” (LangChain, Inc., 2023b), could enable better selection of relevant

context.

. Exploring Advanced Prompting Methods: Delving into newer prompting methods, such
as Tree of Thoughts and Automatic Prompt Engineer, as outlined in the prompt engineering

guide (DAIR.AI, 2023), presents an opportunity to explore cutting-edge model interaction.

. Employing Fine-Tuning for the Law Domain: Tailoring models through fine-tuning to
suit specific domains, such as legal language, could greatly enhance their applicability and

accuracy in specialized fields.
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. Query Expansion: Query expansion is a sophisticated technique to augment retrieval by
incorporating additional terms into the original query. The benefit of this approach lies in its
ability to refine and broaden the search parameters, leading to more accurate and comprehen-

sive search results (Efthimiadis, 1996).

. Integration of LLMs with Tools: Integrating Large Language Models with various tools
can significantly enhance their functionality and versatility. This integration enables LLMs
to interact with different software platforms and data sources, thereby broadening their scope

of application and improving their interactive capabilities (OpenAl, 2023).

. Reinforcement Learning with Human Feedback: RLHF is a powerful method for further
aligning LLMs with human preferences and instructions and should be further explored in

future research (Touvron et al., 2023).

. Evaluation of Model Performance: Comprehensive evaluation of LLM performance is cru-
cial to understanding their capabilities and limitations accurately. Currently, this topic is still

an open research question (Touvron et al., 2023)

Each area offers a pathway to significant advancements in the field, contributing to developing

more sophisticated, accurate, and contextually aware language models.

7.10 Conclusion

This study focused on enhancing chatbot performance in the context of price personalization, em-

ploying a mix of conventional and innovative methods to evaluate how different models respond

to various question types. The findings revealed that while integrating RAG and filtering greatly

improves model performance, the effectiveness of different prompting methods varies. Overall, the

performance depends on the type of question being asked and the specificity of the information

being queried. The study also identifies paths for future research, such as combining RAG with

Classification Tools.
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8 Group Conclusion

This research has substantiated the practical application of LLMs in the legal domain, specifically
focusing on price personalization. The study employed RAG to enhance the capabilities of a Llama
2 model, significantly improving its performance as a chatbot. Furthermore, we demonstrated the
model’s efficacy in the selection and ranking of legal documents. The synergy between LLMs and
RAG presents a considerable leap forward in legal research, enabling the flexible incorporation
of external databases. Moreover, we proved that including these databases is instrumental in ad-
dressing the limitations inherent in current LLMs, particularly in specialized fields such as price
personalization and law.

Moving forward, the study opens several avenues for future research. These include exploring
the potential of Query Expansion to refine and broaden the search capabilities of LLMs, further
integration of ranking models with chatbots for improved performance, and combining LLMs with
various tools to enhance their functionality. In essence, this research establishes a foundation for the
continued and expanded use of LLMs in the legal domain, paving the way for more sophisticated,
accurate, and contextually aware systems that can adapt to the specific needs of legal research and

practice.
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To gain access to the underlying code repositories, request access by contacting Lorenzo Schumann

(56178 @noavsbe.pt) or Anton Badort (55358 @novasbe.pt).
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Figure 10: RAG (Cosine Similarity) and Filter) per Question Type
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Figure 13: CoT per Question Type
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